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Abstract Recent extensions of the Event Calculus resulted in powerful formalisms, able to reason about a multitude of commonsense phenomena in
causal domains, involving epistemic notions, functional fluents and probabilistic aspects, among others. Less attention has been paid to the problem of
automatically revising (correcting) a Knowledge Base when an observation
contradicts inferences made regarding the world state. Despite mature work
on the related belief revision field, adapting such results for the case of action
theories is non-trivial. This paper describes how to address this problem for
deterministic, yet partially observable, domains, by proposing a generic framework in the context of the Event Calculus, along with ASP encodings of the
revision algorithm and a web-based tester of the formalism implementation.
Keywords Event Calculus · Belief Revision · Action Theories · Answer Set
Programming

1 Introduction
Action languages are well-established logical theories for reasoning about the
dynamics of changing worlds, aiming at “formally characterizing the relationship between the knowledge, the perception and the action of autonomous
agents” [1]. One of the most prominent action languages is the Event Calculus
[2, 3], which incorporates certain useful features for representing causal and
narrative information that differentiate it from other similar formalisms. The
Event Calculus explicitly represents temporal knowledge, enabling reasoning
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about the effects of a narrative of events along a time line. It also relies on a
non-monotonic treatment of events, in the sense that by default there are no
unexpected effects or event occurrences.
Powerful extensions of the main formalism have been developed to accommodate, for instance, epistemic extensions [4–6], probabilistic uncertainty
[7, 8] or knowledge derivations with non-binary-valued fluents [4]. Moreover,
progress in generalizing the stable model semantics used in Answer Set Programming (ASP) has opened the way for the reformulation of Event Calculus
axiomatizations into logic programs that can be executed with efficient ASP
solvers [9]. This allowed for exploiting state-of-the-art tools that outperform
previous SAT- or logic programming-based solvers in almost all classes of problems related to practical applications [10].
However, to the best of our knowledge, little work has been done on supporting belief change in the Event Calculus, in cases when the new information contradicts the already inferred conclusions. Specifically, the existing
non-epistemic extensions accommodate belief update, which concerns beliefs
that change as the result of the realization that the world has changed through
some action. The epistemic extensions further focus on modeling the notions of
knowledge and belief, supporting belief expansion, where newly acquired information can enrich the belief state of agents about aspects that were previously
considered unknown.1 Yet, the ability to accommodate, through proper revisions, sensed information that contradicts existing beliefs is not supported.
This problem is more general than belief expansion or even than diagnosis,
as it not only intends to identify the reasons that explain the contradictions,
but also to suggest proper modifications of the belief state of the agent under
certain, possibly domain-dependent, criteria, as placed in [13].
In this paper, we present a formal method for accommodating belief revision on top of Event Calculus axiomatizations for partially observable, deterministic domains, relying on the possible-worlds representation to give formal
semantics to an agent’s belief state. We formalize notions of commonsense
revisions that take into consideration different belief states, such as factual
(or observed), default, inferred and unknown beliefs. We further present a
methodology and an ASP encoding that implements the formalism, along
with optimizations to improve its performance and a web-based UI for accessing its features. This work can form the substrate for further extensions
concerning a richer set of commonsense features, such as non-determinism,
state constraints, introspective belief changes, non-binary aspects etc. We use
the following example to foreground some of the key aspects of our problem
statement.
1

Epistemic logic is concerned with reasoning about knowledge, i.e., about facts that
must be true, while doxastic logic is concerned with reasoning about the beliefs of agents. In
relevant literature, it is very common to talk about epistemic notions, even when referring
to reasoning about beliefs, as in [11, 12], since both modal logics are derived by assigning
different properties to the same accessibility relation. In the current study, we concentrate on
an agent’s belief state but, occasionally, we may refer to epistemic notions without necessarily
referring to knowledge exclusively.

Revising Event Calculus Theories to Recover from Unexpected Observations

3

Example 1: Consider the classical Yale Shooting scenario, where a gun,
that is believed to be loaded, is fired against a walking turkey. An observer may
believe that, after the shot, the turkey is dead. If future observations contradict
her beliefs, e.g., by noticing that the turkey is still walking, the observer will
need to assess different potential revisions of her belief state, some being more
intuitive than others: can it be that she was so mistaken and the shooter did
not fire the gun in the first place? Or is it just that the initial, potentially
default belief about the gun being loaded was not accurate? Moreover, how
would the related inferences and revisions be affected if the initial state of the
gun is unknown?

Although simplistic and well-studied in relevant literature, this setting of
the Yale Shooting scenario can still highlight a combination of aspects related
to belief revision that can be communicated in a comprehensive manner. For
example, it can be generalized to account for different levels of commonsense
inferences, some of which may be domain-independent, e.g., by giving preference to revising aspects that were initially unknown rather than aspects that
have already been observed, while others may be domain-dependent, e.g., considering certain observations as being less reliable than others. For such types
of domains, we present in the sequel a formal methodology for revising the
belief state of an agent, taking into consideration commonsense and epistemic
notions. We use the Yale Shooting scenario as a running example, but also
present a more generic use case in Section 6.
It should be noted that, even though the belief change literature has been
used as a source of inspiration for addressing the problem, the related technical
results cannot be directly applied, as they are based on assumptions that are
not relevant for our setting (e.g., monotonicity of the underlying representation language). Thus, our approach leverages only the related methodologies,
establishing connections among our ideas and the corresponding ideas from
belief change.
A preliminary version of this work was published in [14]. Compared to that
work, this paper presents progress in the following aspects. First, we extend
the framework with supporting default initial knowledge and formalize the
treatment of this new feature in Section 3. Second, we present a more sophisticated composite preference relation by introducing sub-preference relations
and a weight function that degrades the weight over time in Section 4. Additionally, we improve our initial implementation with an optimized mechanism
based on irrelevant/relevant fluents and events in Section 5. Finally, we offer
a web-based tester (UI) of our formalism and implementation.
The rest of the paper is structured as follows: in Section 2,we remind the
reader of the basics about the Event Calculus that will be needed in the next
sections. Sections 3 and 4 give the theoretical underpinnings of our methodology describing the problem (and the proposed solution) in formal terms;
in particular, Section 3 describes the Event Calculus axiomatization used for
formalizing dynamic and partially observable domains, whereas Section 4 describes the belief revision formalism that was applied for revising such domains. In Section 5 we describe the implementation of the methodology in
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ASP along with the web-based user interface and the related optimizations,
while in Section 6 we show how our methodology is applied in a use case scenario, underlining its features and functionality. Finally, in Section 7 we discuss
related work, and conclude in Section 8 with remarks about next steps.

2 Preliminaries
The Event Calculus is a narrative-based many-sorted first-order language for
reasoning about action and change [2, 15]. Our account of change, causality
and belief is influenced and inspired by two dialects, the non-epistemic discrete
time Event Calculus (DEC) axiomatized in [16], and the epistemic extension
of the Functional Event Calculus (EF EC) proposed in [4]. The two dialects
differ significantly in the signature of their modeling language, but provide
well-defined foundations to model a simple doxastic action theory. From the
former, we borrow the domain-independent axiomatization of causal domains
restricted to deterministic settings, while from the latter we keep the modeling
of possible worlds for representing epistemic notions.
As our goal is not to suggest an elaborate action theory for reasoning about
beliefs in a wide range of causal domains, but rather to focus on studying
a novel revision process, we make certain assumptions in the representation
capacity of our underlying doxastic action language. In particular, apart from
modeling deterministic domains, we also do not support the modeling of beliefs
about fluent formulas or nested beliefs, and as a result beliefs about the beliefs
of other agents or belief introspection, we do not model state constraints,
potentially triggered events, and also we do not consider fluents released from
the commonsense law of inertia. These assumptions help us build a concise
set of clear and well-defined revision principles for a restricted class of causal
domains, and can be lifted in future extensions.
Formally, DEC considers a sort E for events (variables e, e0 , e1 , ...), a sort F
for fluents (f, f 0 , f1 , ...) and a sort T for timepoints (t, t0 , t1 , ...), restricted to
the integers.2 The key predicates are HoldsAt() ⊆ F × T denoting the truth
value of a fluent at a particular timepoint, Happens() ⊆ E × T capturing the
occurrence of events or actions, Initiates() ⊆ E × F × T and T erminates() ⊆
E × F × T , denoting that an event E causes fluent F to become true or false
respectively in the next timepoint. The notions of cause, effect and inertia are
captured in the domain independent set of axioms defined next.3
Definition 1 The axiomatization of the commonsense notions of persistence
and causality in the deterministic version of the Discrete Event Calculus, denoted as dDEC in the sequel, is captured by the following set of axioms:
2

In the sequel, variables start with a small letter, and constants with a capital letter.
Wherever not explicitly stated, variables are assumed to be universally quantified. Timepoints in DEC are restricted to the integers, but this is going to be generalized in this
study.
3 As we are not handling fluents that are released from the law of inertia, in our subset
of DEC we omit the ReleasedAt and Releases predicates introduced in [16].
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HoldsAt(f, t) ∧ ¬∃e(Happens(e, t) ∧ T erminates(e, f, t)) →
HoldsAt(f, t + 1)
¬HoldsAt(f, t) ∧ ¬∃e(Happens(e, t) ∧ Initiates(e, f, t)) →
¬HoldsAt(f, t + 1)
Happens(e, t) ∧ Initiates(e, f, t) → HoldsAt(f, t + 1)
Happens(e, t) ∧ T erminates(e, f, t) → ¬HoldsAt(f, t + 1)
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(dDEC1)
(dDEC2)
(dDEC3)
(dDEC4)

Axiom (dDEC1) says that if a fluent is true at timepoint T and the fluent
is not terminated by any event that occurs at T , then the fluent is true at
T + 1. Axiom (dDEC2) defines a similar behavior for fluents that are false at
T . Axiom (dDEC3) says that if a fluent is initiated by some event that occurs
at timepoint T , then the fluent will be true at T + 1. Likewise, axiom (dDEC4)
says that if a fluent is terminated by some event that occurs at timepoint T ,
then the fluent will be false at T + 1.
Example 2: The Yale shooting example described in Section 1 can be
formalized with the following set of axioms that illustrate how the Discrete
Event Calculus can be used to reach conclusions in a dynamic domain. The
next three axioms constitute the domain axiomatization:
Initiates(Load, Loaded, t)
(2.1)
HoldsAt(Loaded, t) → T erminates(Shoot, Loaded, t)
(2.2)
HoldsAt(Loaded, t) → T erminates(Shoot, Alive, t)
(2.3)
(2.1) expresses that the Load action causes the Loaded fluent to become true,
while (2.2) and (2.3) express that the Shoot action causes the fluents Loaded
and Alive respectively to become false, given that Loaded holds true. We also
need to specify the initial conditions and narrative of actions. Let us assume
that the gun is loaded initially and that it is fired at T = 0:
HoldsAt(Loaded, 0)
(2.4)
Happens(Shoot, 0)
(2.5)
In order to reach commonsense conclusions given the dDEC axiomatization,
we need to minimize the extension of the Happens, Initiates and T erminates
predicates, i.e., to assume that no unexpected events or unexpected effects
occur. Traditionally, this is accomplished in the Event Calculus by means of
the circumscription technique, but other techniques can be used as well. These
lead to closure axioms, such as the following:
f = Loaded ∧ (e = Shoot ∨ e = Load)
(2.6)
Initiates(e, f, t) ≡ e = Load ∧ f = Loaded
(2.7)
T erminates(e, f, t) ≡
e = Shoot ∧ (f = Loaded ∨ f = Alive) ∧ HoldsAt(Loaded, 0)
(2.8)
Happens(e, t) ≡ e = Shoot ∧ t = 0
(2.9)
Now, we can reach conclusions about the state of fluents at various timepoints:
(2.6-9)∧dDEC 
HoldsAt(Alive, 0) ∧ ¬HoldsAt(Alive, 1) ∧ ¬HoldsAt(Alive, 2)

The expressiveness of non-epistemic dialects, such as DEC, is restricted to
causal domains, and cannot represent the mental state of an agent having incomplete world beliefs. For example, we cannot reason about what will happen
if initially the state of the Loaded fluent is unknown to the agent. In order
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to support epistemic reasoning, we consider the dialect of EF EC, which is inspired by the possible-worlds approach that necessitates certain ontological
extensions to be defined on top of non-epistemic dialects. This is mainly due
to the fact that the latter are based on a linear (not branching) time structure.
EF EC adds two new sorts, a sort W for representing possible worlds (variables w, w0 , w1 , ...) and a sort I for instants (variables i, i0 , i1 , ...). EF EC also
defines a partial (possibly total) ordering ≺⊆ I × I over I. The idea is to
represent time as a system of parallel lines, where each world W is understood
as an identifier for a possible time line. The constant Wa of sort W signifies
the actual world.
The function h.i : W × I → T is introduced to map world/instant pairs to
instances of the timepoints sort, which in EF EC and in the rest of this paper
is no longer considered to be integers: timepoint hW, Ii represents instant I in
possible world W . The time structure is formalized in EF EC as:
∀t∃w, i.t = hw, ii
(EFEC1)
hw, ii = hw0 , i0 i ≡ (w = w0 ∧ i = i0 )
(EFEC2)
hw, ii < hw0 , i0 i ≡ (w = w0 ∧ i ≺ i0 )
(EFEC3)
≤, >, ≥ have their usual meanings in terms of = and <. In the rest of this paper,
we assume that elements of the sort I take values in N. Also, for simplicity,
we write hIi as a shorthand for hWa , Ii.
The time lines believed to be accessible at any given moment are captured
by the relation K ⊆ W × W. The epistemic fluent K(W, W 0 ) represents the
accessibility relation between possible worlds, as in epistemic modal logics. As
usual, we formally define belief of some fluent F at some timepoint as the fact
that this fluent has the same truth value in all worlds that are accessible from
the world specified by the given timepoint at the given instant :
Bel(f, hw0 , ii) ≡
∀wHoldsAt(K(w, w0 ), hw0 , ii) → HoldsAt(f, hw, ii)
(DOX1)
BelN ot(f, hw0 , ii) ≡
∀wHoldsAt(K(w, w0 ), hw0 , ii) → ¬HoldsAt(f, hw, ii)
(DOX2)
BelW h(f, hw0 , ii) ≡
Bel(f, hw0 , ii) ∨ BelN ot(f, hw0 , ii)
(DOX3)
We formally define BelW h() as the belief that some fluent F at some timepoint
has the same truth value in all worlds that are accessible from the world
specified by the given timepoint, but we are not certain whether the truth
value is true or false; thus, ¬BelW h() represents the case that some fluent F
at some timepoint is unknown, being true in at least one world and false in at
least one other, all of which are accessible by the world specified at the given
timepoint.
As we are interested in modeling belief rather than knowledge, we cannot
assume the accessibility relation K to be an equivalence relation, as defined in
EF EC. Instead, we only assume that K is serial, which is equivalent to stating
that the agent cannot believe contradictions (see [17]):
Bel(f, hw, ii) → ¬BelN ot(f, hw, ii)
(DOX4)
This is also known as the Consistency Axiom, capturing that property that
there is always one possible world accessibly related to any other world. Notice
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that the above axiom does not assume that the actual world is accessible too
(K is not reflexive). As a result, erroneous beliefs can still be inferred, requiring
a revision mechanism whenever observations (that always reflect Wa ) do not
comply with the agent’s beliefs.
Finally, in order to apply the dDEC treatment of time with the EF EC
definition of timepoints, we need to also define the addition operation:
hw, ii + n ≡ hw, i + ni, where n ∈ N
(DOX5)

3 Formalization of Dynamic, Partially Observable Domains
3.1 The Event Calculus Setting
The previous subsection defined a framework for representing the belief state of
an agent in a dynamic setting. Yet, the axiomatization still does not guarantee
the existence of a sufficiently large number of accessible possible worlds at the
initial instant to reflect an agent’s initial belief state. We need a domainindependent axiom to ensure that, in the initial state, all possible worlds that
are consistent with the agent’s beliefs exist.
In particular, and similar in style with EF EC, we wish to ensure that
for each fluent whose truth value is unknown, any proper combination of
HoldsAt()/¬HoldsAt() statements will be represented in some possible worlds.
To achieve this, we first axiomatize the notion that two worlds differ at instant
0 by at most one fluent, by means of the predicate InitiallyDif f erAtM ostBy ⊆
W × W × F:
InitiallyDif f erAtM ostBy(w1 , w2 , f ) ≡
(DOX6)
∀f 0 .f 0 6= f → (HoldsAt(f 0 , hw1 , 0i) ↔ HoldsAt(f 0 , hw2 , 0i))
As domain descriptions will typically include a partial specification of initial
beliefs at instant 0, axiom (DOX7) below makes sure that the number of possible worlds that are accessible by the actual world justify all the initial beliefs
and only these beliefs:
∀f.¬BelW h(f, hWa , 0i) →
(DOX7)
∃w1 , w2 .K(w1 , Wa ) ∧ K(w2 , Wa )∧
HoldsAt(f, hw1 , 0i) ∧ ¬HoldsAt(f, hw2 , 0i)∧
InitiallyDif f erAtM ostBy(w1 , w2 , f )
Given our assumption of deterministic domains, it is sufficient to preserve
the number of possible worlds generated at the initial timepoint while reasoning, since there is no means of generating more worlds in future timepoints.
We do not eliminate worlds either, so that we can support reasoning about the
past; we can still change the truth value of the accessibility relation, though.
Based on the aforementioned formalization of belief, the knowledge base
(KB) of an agent accommodating partial world descriptions at the initial and
at future timepoints is described formally as follows:
Definition 2 We define an epistemic KB as eΦ = dDEC ∧ EFEC ∧ DOX ∧
Σ ∧ eΓ 0 ∧ ∆ ∧ Ω, where
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– dDEC is the conjunction of the deterministic Discrete Event Calculus domainindependent axioms,
– EF EC and DOX are the conjunction of the epistemic axioms that model
beliefs in a setting supporting parallel time lines,
– Σ is the conjunction of the domain-dependent axioms,
– eΓ 0 is the initial beliefs, i.e., a conjunction of ground Bel(Fi , hWa , 0i),
BelN ot(Fj , hWa , 0i) axioms at instant 0,
– ∆ is the narrative of actions, i.e., a conjunction of Happens(E, hw, Ii),
– Ω is a conjunction of unique name axioms.
Domain axioms in ∆ can be partially defined and then minimized to address the Frame Problem and related issues, as shown in Example 2.4 eΓ 0
axioms can be partially defined as well; fluents that are explicitly stated as
believed to hold or not at time instant 0 generate the set of possible worlds
according to axioms (DOX5,6). We denote by eΦ |= φ the fact that eΦ implies φ, where φ is any valid Event Calculus formula containing epistemic
and/or non-epistemic predicates. We assume that from time to time we observe some part of the world, i.e., we obtain the truth value of certain fluents.
Our current assumption is that observations can only contain a conjunction
of (¬)HoldsAt() statements, i.e., we cannot ask for the truth value of belief
predicates, as this would lead to introspection and nested beliefs. We denote
by Γ I an observation obtained at instant I.
It is interesting to note that our theory models the epistemic (belief) case,
while the simpler non-epistemic case occurs as a special instance, when the
agent has initially complete (and consistent) world knowledge. This results
in the generation of a single possible world, which contains only Bel() and
BelN ot(), but no ¬BelW h() statements. Consequently, our work can be applied in both settings, without alterations.
Example 3: Consider again Example 1, but let us assume that the observer
does not have information whether the gun is loaded initially. The observer’s
KB eΦY ale can now be expressed as follows:
Initiates(Load, Loaded, t)
(3.1.1)
HoldsAt(Loaded, t) → T erminates(Shoot, Loaded, t)
(3.1.2)
HoldsAt(Loaded, t) → T erminates(Shoot, Alive, t)
(3.1.3)
Bel(Alive, h0i)
(3.1.4)
Happens(Shoot, hw, 1i)
(3.1.5)
That is, Σ = (3.1.1) ∧ (3.1.2) ∧ (3.1.3), eΓ 0 = (3.1.4) and ∆ = (3.1.5),
whereas the remaining components of eΦY ale follow from Definition 2. It can
be shown that eΦY ale  ¬BelW h(Loaded, h0i) ∧ ¬BelW h(Alive, h2i). That is,
the observer cannot be certain that the turkey is alive after the occurrence of
the action, due to the fact that the state of the gun is unknown before the
action. Assume now that the observer receives information that is not inferred
4 Minimization ensures that the information given is all there is and no unexpected events
occur while reasoning. Although circumscription was the de facto choice for the Event Calculus in the past, our implementation relies on the use of default negation supported by the
Answer Set Programming solver, as explained in Section 5.
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by her current beliefs, e.g., Γ 2 = HoldsAt(Alive, h2i). Our contribution in
this paper is a method for finding possible revisions that avoid the creation
of inconsistency, while at the same time give preference to revisions that,
considering the dynamics of the domain, seem more intuitive than others. 

3.2 Default Fluents
A vital reasoning ability of human commonsense is to make assumptions about
the type and essence of ordinary situations encountered. Default reasoning,
i.e., making assumptions about certain world aspects until more information
is gained, can be supported by our theory by extending the axiomatization
with a set of axioms defining the behavior of fluents with default values. The
general idea is that an agent can initially assume that some fluents are believed
to hold or not to hold by default, and to maintain this default belief for as
long as no event causes a change to them. Future non-deterministic extensions
of the theory may also specify a behavior, where fluents under conditions may
become default again as time progresses, but for the purposes of this study it
suffices to focus only on initial default beliefs. The overall objective is to enable
a qualitative distinction of default from inferred beliefs at the agents’ mental
state, which can become a key aspect to consider when comparing alternative
revisions, as explained later on.
Towards this end, we first introduce the special fluent Def () to capture the
default truth value of certain domain fluents. Specifically, HoldsAt(Def (F, v), T )
expresses that fluent F will obtain the truth value v at timepoint T when
considered a default fluent, where v ∈ V = {T rue, F alse}. We further extend the conjunction of initial agent beliefs eΓ 0 to also account for default
fluents. Specifically, we let edΓ 0 denote the conjunction of ground belief formulas, where for each domain fluent F , edΓ 0 may contain at most one of
Bel(F, hWa , 0i), BelN ot(F, hWa , 0i), Bel(Def (F, T rue), hWa , 0i), or
Bel(Def (F, F alse), hWa , 0i). That is, an agent initially can believe that some
domain fluents are true, some are false and some are believed true or false by
default. The rest will be unknown.
Next, we axiomatize the behavior of default beliefs. For start, we assume
that initially an agent can only believe that a fluent is by default true, by
default false or that it is not default. In other words, we wish the agent’s
beliefs about the scope of default fluents to be complete at instant 0:
¬(Bel(Def (f, T rue), hw, 0i) ∨ Bel(Def (f, F alse), hw, 0i)) →
(DEF1.1)
BelN ot(Def (f, T rue), hw, 0i)
¬(Bel(Def (f, T rue), hw, 0i) ∨ Bel(Def (f, F alse), hw, 0i)) →
(DEF1.2)
BelN ot(Def (f, F alse), hw, 0i)
∀v, v 0 .Bel(Def (f, v), hw, ii) ∧ v 0 6= v → BelN ot(Def (f, v 0 ), hw, ii) (DEF1.3)
The particular truth value that default fluents are believed to obtain is
captured by the following domain-independent axioms:
Bel(Def (f, T rue), hw, 0i) → Bel(f, hw, 0i)
(DEF2.1)
Bel(Def (f, F alse), hw, 0i) → BelN ot(f, hw, 0i)
(DEF2.2)
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Specifically, the combination of axioms (DEF1.1-3) and (DEF2.1-2) with the
definition of belief from the previous sections specifies that at instant 0 a fluent
can be unknown only if it is not believed explicitly and also it is not believed to
be a default fluent. We denote the conjunction of the aforementioned (DEF1,2)
axioms for default fluents as DEF.
As it has become clear, so far, we are only interested in the initial instant.
The key point with default fluents, as far as belief revision is concerned, is to
enable the agent to be aware of when the truth value is due to some inference
and when it is based on an initial default assumption. To accommodate this
behavior, the domain dependent part of the axiomatization needs to be extended, too. Specifically, for each of the domain-dependent formulas in Σ that
represent
the effects of actions on the domain fluents, namely,
V
(¬)
HoldsAt(F
i , t) → T erminates(E, F, t) or
Vi
(¬)
HoldsAt(F
i , t) → Initiates(E, F, t)
i
Σ needs to also contain an additional logical formula, ensuring that if the truth
value
of a default fluent changes, then it ceases to be considered as default:
V
(¬)
HoldsAt(Fi , t) ∧ HoldsAt(Def (F, v), t) →
i
T erminates(E, Def (F, v), t)
(DEF3)
(DEF3) is not taking into consideration the beliefs of the agent, rather it is
triggered at each possible world separately, potentially leading the agent to
lose information whether a fluent has remained a default fluent or not, as time
progresses. This is reasonable to expect, since a default fluent may be affected
by some action with unknown preconditions; in that case, a causal dependency is created between this fluent and the preconditions, in the sense that
if the preconditions turn out to hold the effect should hold as well, otherwise
the fluent should remain unaffected. It would be counterintuitive to maintain
a default truth for fluents in such cases, therefore the given axiomatization
causes default fluent to become unknown. Since (DEF3) is a kind of metaaxiom that is formulated according to the structure of other domain axioms,
we consider it as a directive for generating domain axioms when using default
fluents.
Example 4: Extending the previous example, assume now that the observer considers the loaded gun as a predefined default fluent, which should
be assumed to hold if there is no evidence to the contrary:
Bel(Def (Loaded, T rue), h0i)
(3.2.1)
Given the effect axiom (3.1.2) defined in the domain axiomatization of eΦY ale
and considering the (DEF3) directive, the axiomatization should also include:
HoldsAt(Loaded, t) ∧ HoldsAt(Def (Loaded, v), t) →
T erminates(Shoot, Def (Loaded, v), t)
(3.2.2)
That is, Σ ∗ = Σ∪ (3.2.2), edΓ ∗0 = eΓ 0 ∪ (3.2.1) and ∆ = (3.1.5), whereas
the remaining components of eΦ∗Y ale follow from Definition 2, including also
DEF. It can be shown that eΦ∗Y ale  Bel(Loaded, h0i) ∧ BelN ot(Alive, h2i).
Thus, based on the assumption that the gun is loaded by default, the observer
will now infer that the turkey is not alive at instant 2 after the shooting at
instant 1, a conclusion reached based on default beliefs.
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We still have not resolved the contradiction, though: if the new information
is Γ 2 = HoldsAt(Alive, h2i), inconsistency will emerge and the observer can
be uncertain on how to revise the KB to recover from inconsistency: should she
question her initial default beliefs or is it more intuitive to consider that the
gun did not fire? Both choices lead to a consistent new KB. In the following, we
present a methodology to consistently revise the observer’s KB while accepting
the new piece of information.


4 Revision Methodology
4.1 The Revision Operator
Now, let us turn our attention to the problem of revising a KB eΦ with an
observation Γ I . Our approach will be based on well-established ideas from
the belief revision literature, appropriately adapted for the problem at hand.
In particular, we follow the Principle of Consistency Maintenance [18], which
requires that the result of revising eΦ with Γ I should be consistent. In addition, we make the standard assumption that is expressed by the Principle of
Primacy of New Information [18] (and formalized by the postulate of success
in the AGM postulates [13]), which states that the new observation should
always be entailed after the revision.
The special characteristics of the Event Calculus force us to introduce two
new principles. The first is the Principle of Persistence of Background Knowledge, which states that the revision process will only affect the initial beliefs
(edΓ 0 ) and/or the narrative (∆). Thus, the domain-independent (dDEC), the
doxastic (DOX ), the default axioms (DEF) and the domain-dependent (Σ)
axioms, as well as the unique name axioms (Ω), should not be affected. This
avoids issues associated to the problem of learning the domain from observations, which is not in the scope of this paper.
The second new requirement is the Principle of Disallowing Proactive
Change, which, informally, states that we cannot use an observation referring to a time instant I in order to add events in the narrative beyond that
time instant (i.e., for I 0 > I). Essentially, this limits the direct effects of an
observation (and the corresponding revision) to past timepoints, even though
such effects may also have indirect ramifications related to the truth value of
fluents in the future.
Finally, we adopt the Principle of Minimal Change [19] (also known as
the Principle of Persistence of Prior Knowledge [18]), which states that the
new KB should be as “close” as possible to the original KB; in other words,
from all the possible change results (revision candidates) that satisfy the other
principles, we should choose the one that retains “the most information”.
Note that, unlike the other principles which disallow results, the Principle of
Minimal Change essentially enforces a preference among candidate results.
Following the above principles, we can formally define the set of revision
candidates as follows:
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Definition 3 Given a KB eΦ = dDEC ∧ DOX ∧ DEF ∧ Σ ∧ eΓ 0 ∧ ∆ ∧ Ω and
an observation Γ I , a KB eΦ0 is a revision candidate of eΦ with Γ i iff:
– eΦ0 is of the form eΦ0 = dDEC ∧ DOX ∧ DEF ∧ Σ ∧ eΓ 00 ∧ ∆0 ∧ Ω (Principle
of Persistence of Background Knowledge).
– No formula in (∆ \ ∆0 ) ∪ (∆0 \ ∆) refers to instants i ≥ I (Principle of
Disallowing Proactive Change).
– eΦ0 is a consistent KB (Principle of Consistency).
– eΦ0 |= Γ I (Principle of Primacy of New Information).
The set of all revision candidates of eΦ with Γ I will be denoted by RC(eΦ, Γ I ).
It is interesting to note that RC(eΦ, Γ I ) is always finite in finite domains,
thanks to the restriction associated with the Principle of Disallowing Proactive
Change. Also, Definition 3 imposes that the part dDEC ∧ DOX ∧ DEF ∧ Σ ∧ Ω
of all revision candidates is identical to the corresponding part of the original
KB (following the Principle of Persistence of Background Knowledge), and also
formalizes all other principles (except from the Principle of Minimal Change).
The latter is not considered because RC(eΦ, Γ I ) is meant to represent all
the conceivably possible revision results, not the optimal ones. The notion of
minimal change is often subjective, context- and/or domain-dependent, so we
chose to include it as a separately configurable component of our framework.
To formalize the Principle of Minimal Change, we will introduce a preference relation ≺eΦ,I . The idea is that if eΦ1 ≺eΦ,I eΦ2 , eΦ1 is strictly more
preferred than eΦ2 for the result of the revision of eΦ with an observation
at time instant I. Note that this is different from the relations among interpretations [19] and formulas [20] that have been used elsewhere for the same
purpose. Establishing the connection among our preference relation and these
works is left for future work. It suffices to assume that ≺eΦ,I is well founded
(so that we can always find a minimal element in a non-empty set).
We are now ready to define the revision operator. Intuitively, the idea is
that we select those elements of RC(eΦ, Γ I ) that are minimal with respect
to ≺eΦ,I . In case multiple minimal elements exist, their disjunction is taken.
It is also interesting to note that, in the special case when RC(eΦ, Γ I ) = ∅,
we do not revise the KB; this can happen, e.g., when the observation itself
is inconsistent or when there is no way to satisfy the observation without
changing background knowledge, such as the domain axioms. Formally:
Definition 4 The revision operator • is a binary operator, defined as follows:
– eΦ • Γ I = eΦ
Γ I ) = ∅.
W if0 RC(eΦ,
I
0
– eΦ • Γ = {eΦ | eΦ ∈ RC(eΦ, Γ I ) and there is no eΦ00 ∈ RC(eΦ, Γ I )
such that eΦ00 ≺eΦ,I eΦ0 } otherwise.
4.2 Preference Relation
The above definitions (in particular Definition 4) do not specify the preference
relation to be used. As already mentioned, this is a customisable component of
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our framework that depends on the setting, the domain, and the wishes of the
modeller for the application at hand. Nevertheless, in this subsection, we will
define, for illustration purposes, a reasonable preference relation that would
make sense in many domains. Although some of the choices associated with
this relation may seem arbitrary, it is important to remember that it is just
provided as an example. Also, our approach for defining this relation can be
seen as a “template” for defining alternative relations, although, in principle,
one could define ≺eΦ,I in many different ways; as mentioned before, the only
restriction imposed is for ≺eΦ,I to be well-founded.
To define the proposed preference relation, we will leverage a parametrized
cost-based model which assesses minimality based on the amount of information lost, modified, or gained from the original KB in order to accommodate
the observation. In particular, considering two KBs eΦ, eΦ0 , the cost to modify
eΦ to result to eΦ0 will be defined on the basis of the formulas that can be
inferred by one of these KBs but not the other. Also, we will consider that
different types of changes should weigh differently (e.g., it is more plausible
that the agent erred on the truth value of a fluent, compared to not realising
that an event has happened), and that this weight is also affected by the instant when the change occurs (e.g., changes in beliefs earlier in the timeline,
that have stood the test of time, should be considered less prone to change,
compared to beliefs later in the timeline). In the following, we formalise the
above intuitions.
Types of changes. We start by defining the different types of changes that can
happen. As mentioned above, different changes have different importance, so
we define one set for each different type of change:
Modified non-Default Beliefs M B I (eΦ, eΦ0 ) =
{BelW h(f, hWa , Ii) | eΦ |= ¬∃v, Bel(Def (f, v), hWa , Ii), and either
eΦ |= Bel(f, hWa , Ii) and eΦ0 |= BelN ot(f, hWa , Ii), or
eΦ |= BelN ot(f, hWa , Ii) and eΦ0 |= Bel(f, hWa , Ii)}.
This represents all Bel() or BelN ot() statements about non-default fluents
whose truth value changed in the evolution from eΦ to eΦ0 at instant I.
Modified Default Beliefs M DB I (eΦ, eΦ0 ) =
{BelW h(f, hWa , Ii) | eΦ |= Bel(Def (f, v), hWa , Ii), and either eΦ |=
Bel(f, hWa , Ii) and eΦ0 |= BelN ot(f, hWa , Ii), or
eΦ |= BelN ot(f, hWa , Ii) and eΦ0 |= Bel(f, hWa , Ii)}.
This represents all Bel() or BelN ot() statements about default fluents
whose truth value changed in the evolution from eΦ to eΦ0 at instant I.
New Beliefs N B I (eΦ, eΦ0 ) =
{BelW h(f, hWa , Ii) | eΦ |= ¬BelW h(f, hWa , Ii) and
eΦ0 |= BelW h(f, hWa , Ii)}.
This represents all ¬BelW h() statements whose unknown value changed
to known in the evolution from eΦ to eΦ0 at instant I.
Lost Beliefs LB I (eΦ, eΦ0 ) =
{¬BelW h(f, hWa , Ii) | eΦ |= BelW h(f, hWa , Ii) and
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eΦ0 |= ¬BelW h(f, hWa , Ii).
This represents all Bel() or BelN ot() statements whose truth value changed
to unknown in the evolution from eΦ to eΦ0 at instant I.
New Events N E I (eΦ, eΦ0 ) = {Happens(e, hWa , Ii) |
eΦ |= ¬Happens(e, hWa , Ii) and eΦ0 |= Happens(e, hWa , Ii)}.
This represents all events that were added in the narrative of eΦ at instant
I.
Lost Events LE I (eΦ, eΦ0 ) = {Happens(e, hWa , Ii) |
eΦ |= Happens(e, hWa , Ii) and eΦ0 |= ¬Happens(e, hWa , Ii)}.
This represents all events that were retracted from the narrative of eΦ at
instant I.
Note that the above definitions only consider the changes at a certain
instant I. This way, we can discriminate not only the different types of changes,
but also the instant in which they occurred. Further, note that we do not only
consider the formulas that are explicitly in eΦ, but also all formulas that are
implied by eΦ.
The above change types are stratified in 5 levels of decreasing importance:
1. At the first level, we consider lost or new events (represented by LE, N E
respectively), which are considered the most important type of change.
This expresses the intuition that the agent is generally confident that the
events occurring will be generally observed correctly, with no false positives
or false negatives.
2. At the second level, we consider lost beliefs (represented by LB), expressing
the intuition that agents are generally reluctant of “losing” beliefs and
creating uncertainty.
3. At the third level, we consider modified beliefs about non-default fluents
(M B), i.e., cases where the agent erred on the truth value of a non-default
fluent. This case is more plausible than losing beliefs, because there is no
increase in uncertainty.
4. At the fourth level, we consider modified beliefs about default fluents
(M DB), i.e., cases where the agent erred on the truth value of a default
fluent. This is more plausible than modifying non-default fluents, due to
the intuition that the agent is less confident that her (somewhat arbitrary)
default assumptions are correct, compared to non-default beliefs being correct.
5. Finally, at the fifth level, we consider the least important type of change,
namely gaining new beliefs (N B); although this is generally a positive thing
(compared to the other types of change), it is still worse than no change
at all.
The time degradation function. As mentioned, it makes sense to assume that
the truth value of fluents and events earlier in time are more “established”, and
thus harder to change, than later ones. To support this, we will use a function
that degrades over time, expressing the intuition that it is more expensive
to change beliefs about past instants than beliefs about more recent ones.
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Towards this we define the time degradation function sI : I 7→ Z, as:
sI (I 0 ) = I − I 0 + 1
This function increases linearly as we move towards the beginning of time (by
decreasing I 0 ), and decreases as we move towards the instant of the observation
(I). For example, if an observation takes place at timepoint h3i and a revision
candidate suggests some change in the value of a fluent or in the occurrence of
an event at timepoint h1i, then the weight of this change (expressed by s3 (1))
would be 3.
Cost functions. Now, we are ready to define the cost functions that will be
used to determine the cost of the modifications that eΦ underwent to result to
eΦ0 . Our cost function will be based on the sets defined above; intuitively, the
larger these sets are, the more “distant” the revision candidate (eΦ0 ) from the
original KB (eΦ). To support the aforementioned stratification of changes, we
will in fact define five different cost functions, one for each stratum. Formally:
Definition 5 For every time instant I, we define five cost functions costIj ,
j = 1, . . . , 5, whose input is a pair of KBs and output an integer, such that:
1. costI1 (eΦ, eΦ0 ) =
2. costI2 (eΦ, eΦ0 ) =
3. costI3 (eΦ, eΦ0 ) =
4. costI4 (eΦ, eΦ0 ) =
5. costI5 (eΦ, eΦ0 ) =

I
P
I 0 =0
I
P

0

0

sI (I 0 ) · (|N E I (eΦ, eΦ0 )| + |LE I (eΦ, eΦ0 )|)
0

sI (I 0 ) · |LB I (eΦ, eΦ0 )|

I 0 =0
I
P
I 0 =0
I
P

0

sI (I 0 ) · |M B I (eΦ, eΦ0 )|
0

sI (I 0 ) · |M DB I (eΦ, eΦ0 )|

I 0 =0
I
P

0

sI (I 0 ) · |N B I (eΦ, eΦ0 )|

I 0 =0

Intuitively, each cost function costIj considers only the changes belonging
to the stratum j (as defined previously), and essentially counts them up to
the time instant of the observation (I), while taking into account the instant
when each change occurred by appropriately weighting it through the time
degradation function sI . This represents the cost of modifying eΦ to result to
eΦ0 up to time instant I, for each stratum.
The preference relation ≺eΦ,I . Given a cost function costIj , it is trivial to
construct a relation eΦ,I
, as follows:
j
00
T
eΦ0 eΦ,I
eΦ
iff
cost
(eΦ,
eΦ0 ) ≤ costTj (eΦ, eΦ00 ).
j
j
However, this leads to 5 different preference relations, whereas Definition 4
requires a single one. To get there, we will define a composite preference, defined
through a stratification of multiple sub-preferences in prioritized levels [21, 22].
In a composite preference, we first consider the most important sub-preference;
in case of a tie, we check the second most important sub-preference, and so
on. Formally:
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Definition 6 Given relations ≤1 , . . . , ≤n , a prioritized composition of ≤1 , . . . , ≤n
is a relation ≤, denoted by ≤=≤1 & . . . & ≤n such that a ≤ b if and only if
a ≤j b and b ≤j a for all j, or there is some j such that a ≤j b, b 6≤j a and
a ≤k b, b ≤k a for all k < j.
Now the preference relation ≺eΦ,I is defined as the prioritised composition
, as follows:
of eΦ,I
j
Definition 7 The preference relation eΦ,I is defined as the prioritised com, j = 1, . . . , 5, i.e.:
position of eΦ,I
j
eΦ,I
eΦ,I
eΦ,I
.
& eΦ,I
& eΦ,I

=1 & 2 & eΦ,I
5
4
3
As usual, we write eΦ0 ≺eΦ,I eΦ00 if and only if eΦ0 eΦ,I eΦ00 and eΦ00 6eΦ,I
eΦ0 .
It is easy to see that each eΦ,I
is a total preorder, and this is true regardj
less of the choice of the cost function. Thus, eΦ,I is also a total preorder, and
so ≺eΦ,I is well-founded in finite domains (recall that RC(eΦ, Γ I ) is always
finite in finite domains).
Moreover, the proposed ≺eΦ,I relation has certain intuitively desirable formal properties. In particular, ≺eΦ,I implies that “less” changes (with respect
to the standard set-theoretic subset relation) are better than “more”:
Proposition 1 Consider three KBs eΦ, eΦ1 , eΦ2 and some time instant I.
For j = 1, 2, set:
CH I (eΦj ) = M K I (eΦ, eΦj )∪M DK I (eΦ, eΦj )∪N K I (eΦ, eΦj )∪LK I (eΦ, eΦj )∪
N E I (eΦ, eΦj ) ∪ LE(eΦ, eΦj ).
Then, CH I (eΦ1 ) ⊂ CH I (eΦ2 ), implies that eΦ1 ≺eΦ,I eΦ2 .
Proof Consider some element c ∈ M K I (eΦ, eΦ1 ). Then c ∈ CH I (eΦ1 ) ⊂
CH I (eΦ2 ), so there is some set (M K I (eΦ, eΦ2 ), M DK I (eΦ, eΦ2 ), . . . ) that
contains c. However, by the definitions of those sets, the only possible case is
that c ∈ M K I (eΦ, eΦ2 ), so M K I (eΦ, eΦ1 ) ⊆ M K I (eΦ, eΦ2 ). The same inclusion can be shown for the other sets.
Based on these results, it is easy to see that, for all j = 1, . . . , 5, costIj (eΦ, eΦ1 ) ≤
costIj (eΦ, eΦ2 ), i.e., eΦ1 eΦ,I
eΦ2 , so eΦ1 eΦ,I eΦ2 . Also, given that CH I (eΦ1 ) ⊂
j
I
CH (eΦ2 ), there will be at least one set for which the strict inclusion holds,
so it cannot be the case that eΦ2 eΦ,I eΦ1 , which concludes the proof.
As a corollary, we get that not changing a KB is always cheaper than changing it, and this will happen whenever the observation does not contradict our
expectations; this is intuitively expected, because we do not want to support
unsolicited changes. This also implies that ≺eΦ,I is a faithful ranking, in the
terminology of [19]. Formally:
Corollary 1 eΦ ≺eΦ,I eΦ0 for all eΦ, eΦ0 , I.
Corollary 2 If eΦ ∈ RC(eΦ, Γ I ), then eΦ • Γ I = eΦ.
Corollary 3 If eΦ |= Γ I , then eΦ • Γ I = eΦ.
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Alternatives for the cost function. It is interesting to note that there are many
different preference relations that can be defined using the same ideas, and be
fine-tuned for different applications. Some examples follow:
– One could consider different stratifications of the change types.
– One could consider certain fluents and/or events being more/less important than others (and having changes related to these fluents/events cost
more/less). To support this, the changes corresponding to these fluents/events
should be contained in different sets, and the stratifications adapted accordingly.
– One could define the time degradation function differently, or omit it altogether.
– One could adopt a less strict differentiation among the various change
types, by including them all in the same stratum (or in a smaller number
of strata), while assigning different numerical weights to each change type
to express the difference in their importance.
Of course, even more alternatives could arise if one foregoes the cost-based
definition of the preference relation altogether, and considers a different way
to compute it, e.g., based on non-numerical considerations. However, we argue
that the cost-based definition is quite versatile to support different needs,
while at the same time being more natural and easy to understand than other
alternatives, and thus more suitable for most applications. Moreover, the costbased definition is simple to compute and well within the expressive power
of most formalisms (including ASP, that is being used in this paper – see
Section 5).
Example 5: Consider Example 3 again, without default knowledge, where
the turkey is believed to be alive at timepoint 0. Let the shot occur at instant 1
and the observer does not know whether the gun is loaded at instant 0. Thus,
the observer does not know whether the turkey is alive at instant 2. Then, a
new observation is received that the turkey is alive at instant 2.
A possible reaction to the observation would be that the observer was
mistaken and the gun was not fired at timepoint 1. That is, ∆0 = ∅ and eΓ 00 =
eΓ 0 . So, a revision candidate of eΦY ale would be eΦ0Y ale = DEC ∧ DOX ∧ Σ ∧
eΓ 00 ∧∆0 ∧Ω. Another possible revision would be that the gun was not loaded in
the first place. That is, ∆00 = ∆ and eΓ 000 = (3.1.4)∧BelN ot(Loaded, h0i). The
revision candidate of eΦY ale is now eΦ00Y ale = DEC ∧ DOX ∧ Σ ∧eΓ 000 ∧∆00 ∧Ω.
Consequently, eΦ0Y ale , eΦ00Y ale ∈ RC(eΦY ale , Γ 2 ). Note that many other
KBs are included in RC(eΦY ale , Γ 2 ), but all of them would introduce more
changes (with regards to the subset relation) than these two (see also Proposition 1), so they are not considered for the sake of simplicity.
To find the ≺eΦ,I -minimal element(s) of RC(eΦY ale , Γ 2 ), we only need to
compare eΦ0 with eΦ00 . The weight associated with the sub-preference cost
functions is set to s(I) = I − I 0 + 1, so the corresponding costs are:
h2i
h2i
cost1 (eΦY ale , eΦ0Y ale ) = 2, cost1 (eΦY ale , eΦ00Y ale ) = 0, so eΦ00Y ale ≺eΦ,I
eΦ0Y ale
2
00
and eΦY ale is the revision result, as it keeps the narrative of events intact. No-
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tice that we do not need to check for the second sub-preference relation as
there is inequality from the first level of preferences.
Intuitively, our algorithm (and preference) implies that the optimal revision
is to assume that the gun was not loaded in the first place, replacing the lack
of information about this fluent. This gives the least possible cost, as we gain
information on the state of the turkey at instant 2, as well as on the state of
the gun at instants 0 and 1, while retaining the event narrative intact. Had
we accepted the revision that the shooter did not fire the gun, we would lose
inferred beliefs and event occurrences at various instants, and as a result, the
cost would be greater at the first level of sub-preference relations. The initial
beliefs and the belief revision results are also presented in Figure 4 below,
where a discussion about how such examples can be implemented by logicbased reasoners is also given.

5 Implementation
This section discusses how the proposed framework has been encoded as an
ASP program and how domain axiomatizations can be executed through a
web-based user interface running a state-of-the-art ASP reasoner at the backend. We also discuss computational complexity aspects and suggest directions
for improvements. The system and all encodings are available online5 .

5.1 System Architecture and Encodings
The system architecture and information flow implementing the proposed
framework is shown in Figure 1. The figure shows the two main reasoning
steps performed whenever a new observation arrives. The first step is concerned with checking whether the new piece of information is consistent with
the agent’s beliefs and, if not, the second step generates appropriate revisions.
A Java parser is responsible for automating the whole process, feeding the
appropriate axiomatizations to the reasoner at each step and transferring the
result to the UI. Reasoning is performed by implementing the Event Calculus
axiomatizations as ASP rules and by utilizing the Clingo reasoner [23].
The first reasoning step consists of the Discrete Event Calculus epistemic
and non-epistemic axioms (i.e., DOX , dDEC), the domain-dependent axioms,
the initial beliefs, the main program, and the DEF axioms, all implemented in
ASP. This reasoning step is responsible for progressing the world step, given
a narrative of actions. At any point during this narrative, reasoning can be
interrupted by a new observation.
The output of this step is a number of answer sets, denoting the set of
worlds that the agent believes possible. In other words, our implementation
relies on the cautious inference of ASP, in the sense referred to as the ASPworld methodology in [24]: each answer set specifies the state of fluents in
5

https://demos.isl.ics.forth.gr/BRinEC/
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Fig. 1: The reasoning loop for revising the KB of an agent.

Table 1: Encoding of the doxastic axiomatization.
%DOX axiomatization
% DOX1.1
holdsAt(F, I) :- bel(F, (I)).
% DOX2.1
-holdsAt(F, I) :- belN ot(F, (I)).
% DOX3
belW h(F, (I)) :- bel(F, (I)).
belW h(F, (I)) :- belN ot(F, (I)).
% DOX4
:- bel(F, (I)), belN ot(F, (I)).
% DOX6,7
{holdsAt(F, 0)} :- domF luent(F ), not belW h(F, (0)).

each possible world and, for a fluent to be believed true (or false), it must hold
(resp., not hold) in all generated answer sets.
Table 1 presents the DOX encoding that implements the aforementioned
representation of possible worlds as answer sets. The implementation of (DOX6,7)
axioms shown is in the form of a choice rule that generates for each unknown
fluent at time instant 0 one answer set where it holds and another where it
does not. In other words, it creates all combinations of the truth values of
unknown fluents. Similarly, for fluents that are believed to be true (or false)
axioms (DOX1.1) and (DOX 1.2) make sure that they hold (resp. do not hold)
in all generated answer sets. These axioms are triggered based on the infor-

20

Tsampanaki, N., Patkos, T., Flouris, G., Plexousakis, D.

mation stored in the initial beliefs module, which contains the world state at
instant 0, the narrative of actions, as well as the fluents that are considered
to obtain a default value. This module encodes for example axioms, such as
bel(alive, (0))., referring to the actual world only. Any fluent not mentioned
in this module will consequently be regarded as unknown.
The implementation of the Event Calculus axiomatization is based on a
discrete treatment to time following previous similar implementations (see for
instance the F2LP encoding6 ). Finally, the main program module contains a
rule that restricts the domain to fluents not released from the commonsense
law of inertia, as well as, two more rules that encode the axiomatization of the
default fluents behavior, denoted as DEF.
A Java parser after this reasoning step transforms the information contained in the generated answer sets, i.e., the possible worlds, into the agent’s
belief predicates. Four special ASP predicates, in particular belOriginal(F, I),
belN otOriginal(F, I), unknownOriginal(F, I) and happensOriginal(F, I) are
used to represent the belief of the agent before any revision takes place. These
are stored in the module named “current beliefs”. This module and the new
observations module, which is implemented as an ASP constraint, are used to
examine whether an inconsistency arises.
In case of no inconsistency, the program goes back to the initial state of
the loop, asserting the new information, progressing inference according to the
remaining actions in the narrative, and listening to new events or observations.
In case of inconsistency, the second reasoning step is performed, aiming to
generate cost-optimal revisions, taking as input the new observations module,
the current beliefs module and the set of worlds that were produced in the
first reasoning step. This step also considers the preference priorities and the
meta program, which encode in ASP the axiomatization of the belief revision
process.
The most important module is the revision meta-program, which implements the revision algorithm. It computes the revision using the cost-optimal
revisions generator, via a logic program. Roughly, this program generates combinations of fluents in the initial state, as well as combinations of event occurrences at each instant, for every possible world, in order to find models
that lead to a consistent KB and comply with the new observation (revision
candidates).
The cost associated with each revision candidate is calculated, based on the
cost function described in Section 4.2 and the associated preference relations.
The encoding of this behavior in ASP is shown in Table 2. The cost predicate
calculates the penalty generated for each truth value or event that is different
from the output of the current beliefs module. Then, optimization statements
filter out all non-optimal revision candidates (answer sets), according to the
predefined preference priorities. At the end, the program returns a disjunction
of the optimal candidates.
6
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Table 2: Encoding of the prioritized composition of the preference relation.
% Time degradation function
point(I, X):- time(I), X = maxstep − I + 1.
% Lost Beliefs Change
penaltyLB(X, F, I):not belW h(F, (I)), belOriginal(F, (I)), time(I), f luent(F ), point(I, X).
penaltyLB(X, F, I):not belW h(F, (I)), belN otOriginal(F, (I)), time(I), f luent(F ), point(I, X).
% (similarly for the other types of change)
% Calculation of the overall cost for each type of change
costE(N ) :- N = #sum{X, F, T : penaltyE(X, F, I)}.
costLB(N ) :- N = #sum{X, F, I : penaltyLB(X, F, I)}.
costM B(N ) :- N = #sum{X, F, T : penaltyM B(X, F, I)}.
costM DB(N ) :- N = #sum{X, F, T : penaltyM DB(X, F, I)}.
costN B(N ) :- N = #sum{X, F, T : penaltyN B(X, F, I)}.
% Optimization of costs. The higher the number is next to @, the higher its priority is
#minimize{S@5 : costE(S)}.
#minimize{S@4 : costLB(S)}.
#minimize{S@3 : costM B(S)}.
#minimize{S@2 : costN B(S)}.
#minimize{S@1 : costM DB(S)}.

5.2 Analysis of Computational Complexity and Performance Improvements
The performance of our implementation is affected in part by the computational complexity of reasoning with the underlying ASP encodings. In principle, the complexity of an answer set program stems from the number of terms
that the reasoner has to ground for the computation of answer sets, which is
the most time-intensive task. During this process, a problem expressed as an
ASP logic program, is cast as a variable-free program by a grounder, which is
then fed into an ASP solver. The solver takes the propositional program and
computes its answer sets (or aggregations of them).
Different classes of ASP programs belong to different complexity classes, as
analysed in [25], depending for instance on whether disjunction is used in the
head of rules, depending on the type of decision problem etc. In our case, the
complexity class that our system belongs to is mainly affected by the use of
optimization statement and the fact that we need to generate all answer sets.
As such, deciding whether a fluent holds in an optimal stable model of our
encoding is in ∆P
2 . If optimization is not a key prerequisite, the same reasoning
task would be in N P . These results apply to solving the grounded program.
For the first-order case, the ground instantiation of a program is exponential
in the size of it.
Apart from the ASP encodings, the modeling of the reasoning problem
itself can be characterized as a computationally intensive one. The second
reasoning step of the workflow in particular, constitutes an important parameter affecting the overall performance, which is dominated by the number of
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possible elements of RC(eΦ, Γ I ). Specifically, the meta-program generates all
possible combinations of fluents in the initial state for every possible world, as
well as all combinations of event occurrences at each later instant. According
to the possible-worlds specifications, the number of possible worlds depends
on the number of unknown fluents, i.e., in a domain of F fluents, U of which
are unknown, we have 2U possible worlds. In the worst case scenario, where
all F fluents are unknown, the number of possible initializations of all fluents
at instant 0 for every possible world is O(2F ∗ 2F ) = O(22F ). Additionally, the
number of all possible event occurrences combinations at each instant, supposing that we have E events and I instants, is O(2E ∗ (I − 1)) (we make no use
of event occurrences at instant I as their effects occur in the next instant that
we do not consider). Thus, when computing RC(eΦ, Γ I ), fluent initializations
and event narratives are combined, leading to a size of O(22F +E ∗(I −1)). Note
that this is only the worst-case scenario, as it is unusual to have all fluents
unknown in the domain.
To downscale the number of fluents and events combination that are generated in our belief revision algorithm, we use the notion of relevance. The idea
stems from the realization that certain fluents and events may obtain a truth
value that cannot cause changes to the truth value of the observed fluents.
As a result, these “irrelevant” fluents/events need not be considered during
computation. This reduces the number of fluents/events considered (F, E in
the above formula), thereby reducing significantly the average complexity of
the algorithm.
To formally define this notion, we first need the following concept:
Definition 8 Consider a KB eΦ, a fluent F, an event E and an instant I. We
define the following:
– eΦ+F = eΦ \ {HoldsAt(F, hw, 0i), ¬HoldsAt(F, hw, 0i)}∪
{HoldsAt(F, hw, 0i)}
– eΦ−F = eΦ \ {HoldsAt(F, hw, 0i), ¬HoldsAt(F, hw, 0i)}∪
{¬HoldsAt(F, hw, 0i)}
– eΦ+E,I = eΦ \ {Happens(E, hw, Ii), ¬Happens(E, hw, Ii)}∪
{Happens(E, hw, Ii)}
– eΦ−E,I = eΦ \ {Happens(E, hw, Ii), ¬Happens(E, hw, Ii)}∪
{¬Happens(E, hw, Ii)}
Informally, eΦ+F is the KB resulting by replacing whatever initial beliefs
an agent has about F with a positive initial belief about F i.e., Bel(F, hW, Ii);
similarly for the other cases, but note that, for events, the instant is also
relevant.
Then, we define when two KBs have an equivalent axiomatization:
Definition 9 Given a KB eΦ = dDEC∧DOX ∧DEF ∧Σ∧edΓ 0 ∧∆∧Ω, we denote by eΦ̄ = DEC ∧ DOX ∧ DEF ∧ Σ ∧ Ω the part of the KB consisting of the
Discrete Event Calculus domain-independent axioms, the epistemic axioms,
the default axioms, the domain-dependent axioms and the unique name axioms, respectively. Two KBs eΦ1 , eΦ2 will be called axiomatization-equivalent,
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denoted by eΦ1 ≡a eΦ2 , if and only if eΦ̄1 ≡ eΦ̄2 , where ≡ is the standard
logical equivalence.
Now, we have the tools necessary to define irrelevant fluents and events:
Definition 10 Consider a KB eΦ and an observation Γ I .
– We say that a fluent F is irrelevant to the KB eΦ and the observation Γ I ,
if and only if, for all eΦ0 ≡a eΦ, eΦ0+F  Γ I if and only if eΦ0−F  Γ I .
– We say that an event E is irrelevant to the KB eΦ and the observation Γ I ,
if and only if, for all eΦ0 ≡a eΦ, and for all i ≤ I, eΦ0+E,i  Γ I if and only
if eΦ0−E,i  Γ I .
Intuitively, a fluent is irrelevant if and only if a change in its initial truth
value does not affect the truth value of the observation. Note that the check is
made against all KBs with the same domain axiomatization; this is necessary,
because changes in other fluents/events (as part of the revision process) may
render relevant a seemingly irrelevant fluent. This can happen if there is no
causal connection (through domain axioms) between the irrelevant fluent and
the observed fluent. For events, a similar definition is used, except that the
check is made against all timepoints.
Since irrelevant fluents and events do not affect the truth value of the
observed fluent, the revision operator should not change their truth value;
in other words, revision candidates that change the truth values of irrelevant
fluents/events should not be optimal ones. Given this, the algorithm can safely
ignore them, and consider a much smaller space while searching for the optimal
revision candidate. The following proposition proves the above claims in more
formal terms:
Proposition 2 Consider a KB eΦ and an observation Γ I . Suppose a revision
algorithm based on the preference relation ≺eΦ,I , as defined in Section 4.2,
and set eΦ0 = eΦ • Γ I . Consider also a fluent F that is irrelevant to eΦ and
Γ I , and an event E that is irrelevant to eΦ and Γ I . Then:
– eΦ  Bel(F, hWa , 0i) if and only if eΦ0  Bel(F, hWa , 0i)
– eΦ  BelN ot(F, hWa , 0i) if and only if eΦ0  BelN ot(F, hWa , 0i)
– For all timepoints T, eΦ  Happens(E, T ) if and only if
eΦ0  Happens(E, T )
– For all timepoints T, eΦ  ¬Happens(E, T ) if and only if
eΦ0  ¬Happens(E, T )
Proof . Suppose initially that eΦ  Bel(F, hWa , 0i). Suppose also, for the sake
of contradiction, that eΦ0 6 Bel(F, hWa , 0i). Then, HoldsAt(F, hw, 0i) ∈ eΦ
and HoldsAt(F, hw, 0i) ∈
/ eΦ0 for all w that are accessible by Wa . Now, set
00
0
eΦ = eΦ \{¬HoldsAt(F, hw, 0i), HoldsAt(F, hw, 0i)}∪{HoldsAt(F, hw, 0i)}.
Using Definitions 8, 10, the definition of RC(eΦ, Γ T ) (Definition 3), and the
fact that eΦ0 ∈ RC(eΦ, Γ I ), it is easy to see that eΦ00 ∈ RC(eΦ, Γ T ). Also, by
construction, eΦ00 ≺eΦ,I eΦ0 , because it contains at least one less change. This
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contradicts the construction of eΦ0 .
Using similar arguments, we can prove that, if eΦ  BelN ot(F, hWa , 0i) then
eΦ0  BelN ot(F, hWa , 0i) and that, if eΦ  ¬BelW h(F, hWa , 0i) then eΦ0 
¬BelW h(F, hWa , 0i). This essentially proves the first two bullets.
For the third and fourth bullets, we can similarly prove, for any given timepoint
T, that eΦ  Happens(E, T ) implies that eΦ0  Happens(E, T ), and that
eΦ  ¬Happens(E, T ) implies that eΦ0  ¬Happens(E, T ). This, combined
with the fact that there is no uncertainty with regards to the occurrence or
not of an event, proves the third and fourth points.
Now, we are ready to describe the optimization algorithm. The first Java
program parses the new observation module/file to define which fluent is mentioned in it. Then, it makes use of the domain-dependent axioms and calculates
a relation graph among the domain fluents and events and finds which of them
are related to this specific fluent and which are not, as described above. Then,
it generates two new files of domain-dependent axioms and initial beliefs, containing only the relevant rules, choice rules, constraints, initial information at
timepoint 0, etc. Those modules/files are used in place of the originals whenever necessary. Thus, the proposed revision program deals with relevant fluents
only.

5.3 System Overview

Fig. 2: Steps 1 & 2.

Our system is a prototype designed to show case our work, providing users
the ability to test the framework in five simple steps. First, the users can either
upload their own ASP axiomatizations or select any of the existing examples
(Fig. 2, left). Second, the maximum instant up to which the cost of changes
will be considered needs to be provided; this coincides with the time when the
new observation is received (Fig. 2, right). In the third step, the users insert
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the initial beliefs at instant 0 about the domain fluents and about the event
narrative (Fig. 3, left). They can additionally define which of the fluents are
to be treated as default and specify their corresponding default truth value. In
the next step (Fig. 3, middle), the users can insert a new observation, which
will trigger the revision. Last, the priorities among the sub-preference relations
can be specified, as introduced in Section 4.2. There is also the option to use
the predefined priorities that were proposed in the same section (Fig. 3, right).
Once the users complete these steps, the system visualizes the result of the
belief revision process as produced by the system (Figure 4); note that the
original beliefs (before the revision) are also presented for comparison, as well
as the differences between the two KBs.

Fig. 3: Steps 3 & 4 & 5.

6 Use Case Scenario: Medical Assistant Agent
The following scenario is a modification and simplification of real use cases met
by a human medical assistant treating patients with diabetes, whose responses
regarding the way they follow their treatment sometimes do not comply with
what they actually do. Consider the case of a medical assistant agent who is
treating a patient. Based on the symptoms, the agent believes that the patient
is having disease 1 and maybe disease 2 too, for each of which a specific cure
exists. The agent also believes that the patient is normally reliable and follows
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Fig. 4: Yale Shooting Scenario(Example 3): Initial Beliefs & Belief Revision Results.

the prescribed instructions. To begin with, the agent’s KB eΦdisease can be
described by the following axiomatization:
HoldsAt(ReliableP atient, t)∧ ¬HoldsAt(Disease2, t)∧
HoldsAt(Disease1, t) → Initiates(P roposeCure1, CuredP atient, t) (6.1)
HoldsAt(ReliableP atient, t)∧ ¬HoldsAt(CuredP atient, t)∧
HoldsAt(Disease1, t) → T erminates(P roposeCure1, Disease1, t) (6.2)
HoldsAt(ReliableP atient, t)∧ ¬HoldsAt(Disease1, t)∧
HoldsAt(Disease2, t) → Initiates(P roposeCure2, CuredP atient, t) (6.3)
HoldsAt(ReliableP atient, t)∧ ¬HoldsAt(CuredP atient, t)∧
HoldsAt(Disease2, t) → T erminates(P roposeCure2, Disease2, t) (6.4)
¬HoldsAt(ReliableP atient, t) →
Initiates(ChangeAttitude, ReliableP atient, t)
(6.5)
HoldsAt(ReliableP atient, t) →
T erminates(ChangeAttitude, ReliableP atient, t)
(6.6)
HoldsAt(Def (ReliableP atient, v), t) →
T erminates(ChangeAttitude, Def (ReliableP atient, v), t)
(6.7)
The domain axiomatization above expresses how each cure affects the corresponding disease and how the state of the patient is affected, accordingly. It
also specifies that the assumption of the patient being a reliable one will cease
to hold if the agent changes her attitude.
Initially, the agent believes that the agent is having disease 1, but is unsure
about disease 2. It also believes that the patient is sick and will follow the
prescriptions correctly:
Bel(Def (ReliableP atient, T rue), h0i)
(6.8)
BelN ot(CuredP atient, h0i)
(6.9)
Bel(Disease1, h0i)
(6.10)
The agent suggests to the patient to first take cure 1 at instant 0 and then
cure 2 at instant 1:
Happens(P roposeCure1, hw, 0i)
(6.11)
Happens(P roposeCure2, hw, 1i)
(6.12)
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So far, we have Σ = (6.1) ∧ (6.2) ∧ (6.3) ∧ (6.4) ∧ (6.5) ∧ (6.6) ∧ (6.7),
edΓ 0 = (6.8) ∧ (6.9) ∧ (6.10) and ∆ = (6.11) ∧ (6.12), whereas the remaining
components of eΦdisease follow from Definition 2, along with the DEF set of
axioms. It can be shown that eΦdisease |= Bel(CuredP atient, h2i).
Assume now that the agent receives information that contradicts its current
inferences, e.g., Γ 2 = ¬HoldsAt(CuredP atient, h2i) (note that eΦdisease 6|=
BelN ot(CuredP atient, h2i)), meaning that the patient is still sick at instant
2. The agent needs to assess different potential revisions of its belief state.
Considering our prioritization scheme described in the previous section, the
only optimal and commonsense explanation would be that the patient is probably not reliable and does not take the proposed medication, as neither of the
cures worked.
That is, eΓ 00 = BelN ot(ReliableP atient, h0i)∧BelN ot(CuredP atient, h0i)∧
Bel(Disease1, h0i). So, a revision candidate of eΦdisease , would be eΦ0disease =
DEC∧DOX ∧DEF∧Σ∧eΓ 00 ∧∆∧Ω. Consequently, eΦ0disease ∈ RC(eΦdisease , Γ 2 ).
Note that many other KBs are included in RC(eΦdisease , Γ 2 ), but other revision candidates would propose retracting actions from the narrative, which
are more expensive alternatives according to our chosen preference relation.
This represents the agent’s certainty that it actually does propose cures to the
patient, except for extreme cases of failure.
Fig. 5 shows the optimal revision that accommodates the new observation
into our knowledge base. The commonsense notion behind this revision is that
the patient must be unreliable, contrary to what the agent initially and by
default believed. Thus, it is less “expensive” to revise a default truth value
than to retract event occurrences from the KB narrative. Notice that the left
part of Figure 5 presents the initial state of the agent’s KB, while the right
part presents the revised KBs, marking with red the beliefs that are different
between the two. In our case, there is one optimal revision, but it could have
been more equally optimal.

7 Related Work
The problem of identifying how to adapt an agent’s Knowledge Base to accommodate a new observation has been addressed in various ways and in
many different contexts. For instance, related works include work on abduction, (Assumption-based) Truth Maintenance Systems or view updating, all
of which propose ways to identify which of the existing knowledge to adapt or
remove in order to accommodate the new information consistently.
However, the most relevant related field is the field of belief change (also
known as belief revision), which is a mature field of study dealing with the
adaptation of a KB in the face of new information [13]. Traditionally, two
types of change have been considered: revision and update [19]. Revision deals
with cases where the new information is some observation or refinement of
our knowledge about the world, whereas update deals with cases where the
adaptation is dictated by some action or event that changed the world itself.
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Fig. 5: Medical Assistant Agent: Initial Beliefs & Belief Revision Results.

The case of belief update is inherently captured by the semantics and reasoning
of Event Calculus, where one can explicitly declare events, as well as the effects
and preconditions of such events. However, studies regarding the revision of
action theories when our observations of the actual world are inconsistent with
the theory’s predictions regarding the world’s state are limited.
Most works in the classical belief change literature are dealing with the
so-called classical logics [26], which have certain nice properties, both in terms
of semantics (monotonicity, compactness, inclusion of the classical tautological implication, etc) and in terms of syntax (closed with respect to the usual
operators ∧, ∨, ¬, etc), Extensions of these theories to apply for ontological
languages [26, 27], or compact and monotonic logics in general [28] have been
considered as well. However, to the best of our knowledge, no such study
exists for non-monotonic formalisms, partly because many non-monotonic formalisms (most notably, defeasible logic, default logic and paraconsistent logics) have inherent ways to reason under inconsistency without trivializing inference. Thus, technical results from the related literature are not directly
applicable in our setting.
Studies that account for epistemic considerations of the Event Calculus are
more closely related to ours. More specifically, the EF EC variant introduced
in [4, 5] is the first to rely on the possible worlds semantics to reason about
knowledge. EF EC supports a multitude of features, such as reasoning about the
future and past, or dealing with non-determinism and concurrency. Our work
utilizes the same underlying structures to formalize the treatment of epistemic
notions, extending them with the ability to revise contradicting knowledge,
although it is currently significantly limited in the set of supporting features.
In [6], a different epistemic extension of discrete-time Event Calculus theories
is presented, using a deduction-oriented model of knowledge.
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Beyond the Event Calculus, epistemic extensions based on possible worlds
for reasoning about actions and knowledge have been developed in the context of other calculi. The first approach that inspired this direction of research
is owed to [29], who presented a Kripke-like formulation of epistemic notions
of modal logic in action languages by reifying possible worlds as situations.
[30] adapted this framework in the Situation Calculus, using possible situations to specify how the mental state of an agent should change with ordinary
and sense actions, providing also a solution to the frame problem for knowledge. Other studies introduced further features: [31] adapted the model in the
context of the Fluent Calculus, [32] covered concurrent actions, while [33] introduced epistemic modalities for groups of agents. Non-possible-worlds based
epistemic action frameworks include [34–39]. In all these frameworks, knowledge is assumed to be always correct and observations that contradict inferred
knowledge will lead to inconsistency.
The ability to deal with belief changes has lately started to gain interest
within other action languages, as in [11] and [12] in the Situation Calculus,
but without taking time into account. [40] developed a new action formalism
for revision of temporal belief bases; even though related to our work, in [40]
the problem of revising theories in Event Calculus is not directly addressed,
but instead a new logic of action is defined that is closer to propositional
logic, thereby allowing technical results from the belief change literature to be
directly applicable in that framework.
It is also worth mentioning that the same goal of revising a knowledge base
to accommodate observations not initially inferred is served by another field
in Knowledge Representation, namely Inductive Logic Programming (ILP).
Belief revision and ILP approach the problem from different perspectives. For
instance, ILP is primarily interested in learning new domain rules, laying a lot
of emphasis on the aspect of generalization in learning. In approaches such as
ours, the beliefs about the domain axiomatization are not questioned. Also,
the notion of minimality is different; in ILP minimality is seen as preference
towards hypotheses with fewer literals. Yet, as some of the technical differences
can, under conditions, be overcome, studies, such as [41, 42] can be considered
closely related to ours. The theory in [41, 42] uses a different Event Calculus dialect to learn causal rules from observations through an ILP treatment
of learning. Although the formalism cannot explicitly accommodate lack of
knowledge or the assertion of event occurrences as possible revisions, one can
see similarities in the treatment of revision of logical formulae.

8 Conclusion
This paper reported on work related to a formal framework for changing Event
Calculus theories in the face of new (and potentially unexpected) observations.
Our framework is necessary in the cases where an intelligent agent observes, or
otherwise becomes aware of, information that contradicts what was expected
(predicted) by the underlying theory. Even though the rich technical results
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from the belief change literature are not generally applicable to our setting, we
leveraged on some key ideas and adapted them for our purposes. Our approach
was based on a set of principles and a preference relation that models the
well-known Principle of Minimal Change. We used the standard approach of
introducing a preference relation ≺eΦ,I among different potential revision
results; the idea is that if eΦ1 ≺eΦ,I eΦ2 , then eΦ1 is strictly more preferred
than eΦ2 for the result of the revision of eΦ with an observation.
In the future, we are planning on establishing stronger connections with
existing results from belief change (e.g., satisfaction of certain postulates, or
connections between our preference relation and various selection functions or
orderings that have been used in other contexts), thereby more thoroughly understanding the properties of the proposed framework. Further, even though
our theoretical framework is generic enough to support more complex flavours
of action theories and DEC, our implementation will need to be significantly
extended to support different Event Calculus dialects and a richer set of commonsense features such as non-determinism, state constraints, and introspective belief changes. Last but not least, in order to support a complete software
agent for on-line reasoning that responses to a sequence of observations, we
will also need to extend our framework with iterated belief revision formalisms,
as discussed in [43].
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