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Abstract

Effective ecosystem restoration depends on timely access to scientific evidence. However,
the rapid growth of environmental literature makes large-scale synthesis increasingly im-
practical, limiting the ability of policymakers and researchers to identify trends, gaps, and
biases. This paper presents a scalable digital workflow that transforms unstructured sci-
entific text into structured knowledge and interactive analytics to support evidence-based
decision-making in ecosystem restoration. The approach integrates automated text extrac-
tion, vocabulary-based entity recognition, and large language model (LLM)-based seman-
tic classification to characterize publications across ecosystem realms, biomes, and habitat
contexts. Applied to a large corpus of ecosystem restoration literature, the workflow
demonstrates both feasibility and scalability. Results show that LLM-based classification
achieves high accuracy (up to 96.9%) using abstracts alone, enabling efficient large-scale
analysis with low computational cost. The resulting outputs support the generation of
indicators and visualizations that reveal research focus, biases, and knowledge gaps.
Overall, this study illustrates how ICT-driven knowledge extraction can bridge scientific
literature and decision-support systems, supporting more informed restoration planning.

Keywords: literature analysis; ecosystem restoration; entity extraction; large language
models; knowledge extraction

1. Introduction

The analysis of large bodies of scientific literature provides insight into research tra-
jectories, emerging themes, and persistent gaps in knowledge. Bibliometric approaches
have been widely applied to characterize publication patterns and research focus across
scientific domains, yet the rapid growth of published research has made large-scale liter-
ature analysis increasingly arduous, time-consuming, and difficult to reproduce. These
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limitations apply also to the context of ecosystem restoration, where activities span di-
verse ecosystems, biomes, and taxa. Understanding how research attention is distributed
across these dimensions is essential for assessing current investments and identifying fu-
ture priorities.

The FAO-UNEP UN Decade on Ecosystem Restoration!, and the Kunming-Montreal
Global Biodiversity Framework, notable Target 2 [1], call for large-scale restoration of de-
graded ecosystems, requiring systematic and transparent synthesis of scientific evidence.
Effective restoration requires understanding current trends, thematic focus, and
knowledge gaps in scientific research. One important source of knowledge for this pur-
pose is scientific literature.

The objective of this paper is to present a digital workflow implemented to support
alarge-scale case study on ecosystem restoration literature. The emphasis is on identifying
the distribution of publications across thematic dimensions, such as ecosystem realms or
biomes. The workflow combines automated text extraction, vocabulary-based entity
recognition, and large language model (LLM)-based semantic classification to character-
ize publications according to ecosystem realms, biomes, and habitat context by relying on
corresponding taxonomic resources. The workflow produces structured representations
that are used to derive aggregated indicators. These can be used to build interactive visu-
alizations that reveal research focus, biases, and knowledge gaps. In this work, we focus
on research papers and reports published primarily after the year 2000 from several pub-
lication databases, reflecting the period during which ecosystem restoration has gained
increasing scientific and policy attention.

This paper contributes: (i) a scalable workflow for transforming ecosystem restora-
tion literature into structured knowledge, (ii) a hybrid information extraction approach
combining controlled vocabularies and LLM-based classification, (iii) a large-scale evalu-
ation demonstrating high classification accuracy (up to 96.9%) using abstracts, and (iv) an
interactive analytics framework supporting evidence-based decision-making.

2. Related Work

Bibliometric analysis has been widely applied to explore research trajectories, thematic
evolution, and publication patterns across scientific domains [2]. These approaches are com-
monly divided into metadata-based and content-based analyses. While metadata-based
methods provide useful high-level indicators, they often fail to capture the semantic depth
of scientific publications.

Within biodiversity and ecosystem research, several studies have employed bibliomet-
rics and content analysis techniques to investigate trends in ecosystem services, biodiversity
management, and the use of community science data [3][4][5]. Large-scale bibliometric anal-
yses of ecosystem restoration literature have examined publication growth, thematic evolu-
tion, and research hotspots using thousands of articles [6][7]. These studies consistently re-
port a strong emphasis on terrestrial ecosystems, particularly forests, grasslands, and wet-
lands, with biodiversity, ecosystem services, and climate change as dominant themes. More
specialized analyses have focused on specific ecosystems types and regions, such as salt
marsh restoration [8], mangrove ecosystem services [9], marine and estuarine rehabilitation
in Europe [10], and broader and thematic trends in restoration research [11].

Beyond bibliometric reviews, meta-analyses have synthesized empirical evidence on
restoration effectiveness across habitats and interventions [12], but these efforts typically
rely on manual or semi-manual synthesis and are hard to scale. Recent work has explored
machine learning methods for automated analysis of marine data and literature [13]; how-
ever, such approaches rarely rely on standardized ecological vocabularies or typologies.

1 https://www.decadeonrestoration.org/
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In contrast, this work integrates controlled ecological vocabularies with LLM-based se-
mantic classification in a unified, scalable workflow for ecosystem restoration literature
analysis.

3. Digital Workflow and Implementation

The digital workflow implemented to support the large-scale study on ecosystem
restoration literature is designed as a modular processing pipeline that transforms scien-
tific documents into structured semantically rich representations. As illustrated in Figure
1, the workflow consists of four main phases: (a) knowledge base construction, where do-
main-specific vocabularies are assembled; (b) text extraction from scientific publications;
(c) information extraction and entity identification using the knowledge base and large
language models; and (d) results aggregation and interactive analytics. The following sub-

sections describe each stage in detail.
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Figure 1. Overview of the digital workflow for large-scale content-based ecosystem restoration lit-
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3.1. Knowledge Base Construction

A core component of the workflow is the construction of domain-specific knowledge
resources used to support entity identification and semantic classification. Two primary
vocabularies were assembled. First an ecosystem vocabulary aligned with the IUCN
Global Ecosystem Typology? providing a hierarchical structure of ecosystem realms and
biomes. This typology enables consistent classification of publications across terrestrial,
freshwater, marine and transitional systems.

Second, a species vocabulary using authoritative taxonomic resources, including the
Global Biodiversity Information Facility (GBIF)?, the Catalogue of Life?, the IUCN Red List
of threatened species?, the Knowledge Base of Aquatic Resources about fisheries [14], and
others. Information from these sources was collected programmatically using their APIs.
Scientific names were programmatically resolved against taxonomic APIs that provide
structured habitat and environmental metadata (e.g., marine, freshwater, terrestrial).
These metadata fields were extracted and aligned through rule-based mappings to the
hierarchical ecosystem vocabulary. This alignment enabled the automated inference of
ecosystem context when publications referred primarily to species rather than explicitly
to ecosystem types.

2 https://global-ecosystems.org/

3 https://www.gbif.org/

4 https://www.catalogueoflife.org/

5 https://www.iucnredlist.org/
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The resulting ecosystem vocabulary consists of approximately 200 hierarchically or-
ganized terms, while the species vocabulary comprises several hundred thousand terms.
These sizes reflect the broad coverage and support large-scale fine-grained entity identi-
fication. The vocabulary is limited by the information available in the source datasets and,
particularly for lesser studied species, may lead to erroneous classifications or un-
derrepresentation. To mitigate this limitation, the workflow combines complementary
taxonomic resources and uses the LLM-based mode to infer ecosystem context from pub-
lications, partially compensating for incomplete species metadata. Nevertheless, classifi-
cation quality ultimately depends on the completeness and accuracy of the datasets.

3.2. Text Extraction

The text extraction component prepares the textual input used in subsequent analysis
phases. For publications available as PDF documents, the workflow applies automated
parsing® to extract text at different levels of granularity, including title, abstract, and full
text. This flexibility allows analysis to be performed using either concise summaries or
complete document contents, depending on the requirements of the task. In addition, the
workflow supports structured bibliographic inputs in BibTeX format; for these records,
metadata fields such as title and abstract are directly parsed and extracted without the
need for further processing. The text extraction step is a preparatory step that homoge-
nizes literature contents so that they can be subsequently analyzed.

3.3. Information Extraction and Entity Identification

The information extraction component supports two complementary modes. The
first one is a vocabulary-based mode that relies solely on the constructed domain vocab-
ularies. In this mode, the workflow performs literal string matching against the con-
structed knowledge base. Textual inputs are scanned for exact occurrences of ecosystem
and species terms, with matched entities recorded alongside their frequencies. To ensure
full transparency and reproducibility, this mode intentionally bypasses stemming, lem-
matization, or morphological normalization. This ensures that every classification is ex-
plicitly grounded in the source text, although it inherently excludes implicitly expressed
contexts, a limitation addressed by the complementary LLM-based mode.

The second mode combines vocabularies with LLMs [15]. Here the vocabularies de-
fine the target entities, while LLMs identify and classify relevant entities within the text.
This enables the detection of both explicitly mentioned entities and implicitly expressed
ecosystem contexts that may not correspond to direct term matches. Both modes can op-
erate on inputs of different granularity, including titles, abstracts, and full text, allowing
the workflow to balance accuracy, computational cost, and scalability. The LLM-based
mode was implemented using OpenAl’s GPT-5.1 model through the OpenAl APT". To
improve reproducibility, a fixed prompt and temperature value of 0 were used through-
out the experiments, promoting consistent classifications across runs.

3.4. Results Aggregation and Interactive Analytics

The outputs produced by the information extraction phase are consolidated and ag-
gregated into structured summaries across ecosystem realms, biomes, species, and habitat
contexts. The results are stored in machine-readable CSV and JSON files, enabling their
further analysis and reuse. These datasets are also loaded into Looker Studio®, where
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through interactive dashboards, users can filter, compare, and drill down into specific
ecosystem categories and view publications associated with selected criteria. Figure 2
shows a screenshot of this interactive dashboard, which facilitates transparent inspection

of results and supports the identification of patterns, biases, and knowledge gaps.
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Figure 2. Interactive analytics (from Looker Studio) demonstrating the ecosystem terms (upper) and

species taxonomy distributions (lower).

4. Results and Implications

The performance of the workflow was evaluated by comparing automated classifica-
tion results against a manually annotated subset of publications produced by domain ex-
perts in ecosystem restoration and biodiversity science. Accuracy was computed at the
document level by comparing predicted and expert-assigned ecosystem categories, and
was assessed for both vocabulary-based and LLM-based modes using different contextual
textual inputs, including titles, abstracts, and full text.

The evaluation, summarized in Table 1, was conducted over two complementary cor-
pora: a full-text collection of 639 PDF documents, and an abstract-only collection of 8,776
BibTeX records. The results show that the LLM-based mode consistently outperforms the
vocabulary-based approach. Notably, LLM-based classification achieves high accuracy
(96.9%) even when relying solely on abstracts, due to its ability to infer implicit entities.
This provides an effective balance between accuracy and computational efficiency for
large-scale analysis. Moreover, this level of accuracy enables reliable large-scale screening
without full-text processing, reducing computational cost and enabling near real-time up-
dates. Conversely, the low accuracy of the vocabulary-based mode when using titles
(5.6%) and abstracts (24.7%), highlights the limitations of literal matching and demon-
strates the added value of LLMs for detecting implicitly expressed ecosystem contexts.

The workflow outputs reveal clear patterns in ecosystem restoration research. Publi-
cations targeting terrestrial ecosystems constitute the largest share of the literature, with
freshwater and marine ecosystems receiving comparatively less attention. These patterns
are consistent across vocabulary-based and LLM-based analysis, although the LLM-based
mode identifies a slightly larger number of publications with terrestrial context. The
LLM'’s sensitivity to implicit context effectively recovered terrestrial classifications where
explicit keywords were absent.
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Table 1. Document-level classification accuracy of the information extraction modes of the work-

flow using different modes

mode
Vocabulary-based =~ LLM-based
5 title 5.6 % 86.7 %
g abstract 24.7 % 96.9 %
~ full text 80.1 % 99.9 %

The results demonstrate how ICT-driven literature analysis can support evidence-
based ecosystem restoration planning. By revealing the research focus as well as under-
represented ecosystems, the workflow enables policymakers and funding bodies to iden-
tify potential gaps and rebalance research and restoration efforts. Through the interactive
analytics, stakeholders can explore literature by ecosystem type and habitat context, sup-
porting more informed prioritization of restoration actions. Beyond exploratory analysis,
the workflow can be integrated into decision-support systems, enabling data-driven pri-
oritization of restoration actions based on research gaps, ecosystem coverage, and the-
matic trends.

5. Conclusion

This paper presented and applied a digital workflow for large-scale analysis of eco-
system restoration literature, integrating automated text extraction, domain-specific vo-
cabularies, and LLM-based classification. The results demonstrate that accurate and scal-
able characterization of publications can be achieved using abstracts only, enabling effi-
cient processing of large corpora. The analysis reveals a strong dominance of terrestrial
ecosystems in restoration research, with freshwater and marine ecosystems comparatively
under-represented, highlighting important knowledge gaps. Overall, the proposed ap-
proach contributes to the digital transformation of environmental knowledge manage-
ment and can be extended to related domains such as agri-food systems and biodiversity
monitoring.

Future work will focus on extending vocabularies, constructing a knowledge graph
from the extracted information in order to provide question answering services to support
evidence-based ecosystem restoration planning, and applying the workflow to related da-
tasets from FAO, such as Aquatic Sciences and Fisheries Abstracts (ASFA)?.
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Abbreviations

The following abbreviations are used in this manuscript:

API Application Programming Interface

GBIF Global Biodiversity Information Facility

IUCN International Union for Conservation of Nature
LLM Large Language Model

PDF Portable Document Format
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