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Faceted Search is a widely used interaction scheme in digital libraries, e-commerce, and recently also in Linked
Data. Surprisingly, object ranking in the context of Faceted Search is not well studied in the literature. In this
paper we propose an extension of the model with two parameters that enable specifying the desired answer
size and the granularity of the sought object ranking. These parameters allow tackling the problem of too big
or too small answers and can specify how refined the sought ranking should be. Then we provide an algorithm
that takes as input these parameters and by considering the hard-constraints (filters), the soft-constraints
(preferences), as well as the statistical properties of the dataset (through various frequency-based ranking
schemes), produces an object ranking that satisfies these parameters, in a transparent way for the user. Then
we present extensive simulation-based evaluation results which provide evidence that the proposed model
also improves the answers and reduces the user’s cost. Finally we propose GUI extensions that are required
and present an implementation of the model.
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1 INTRODUCTION
Faceted Search (FS) is the established information access scheme in e-commerce for more than 10
years [Hearst 2006; Sacco and Tzitzikas 2009; Tunkelang 2009]. It is widely used in areas such
as digital libraries [Kobayashi et al. 2019; Tessel 2019], semantic web [Ferré 2014b], Linked Data
[Moreno-Vega and Hogan 2018] and Knowledge Graphs in general [Feddoul et al. 2019]. FS is
essentially a session-based interactive method for gradual query formulation (commonly over a
multidimensional information space) through simple clicks (simple user actions) that offers to the
user an overview of the result set (groups and count information) and never leads to empty results sets.
At each state of the interaction, users explore the set of objects that satisfy the various restrictions
they have specified up to that point. The result set is called the focus. Objects inside the focus are
unranked, e.g. when the user examines an online prospectus for buying a new camera, or ranked, e.g.
when the user explores available hotels which are ordered with respect to price, star rating or other
criteria (default or user specified in the form of preferences as in the case of Preference-enriched
Faceted Search - PFS [Tzitzikas and Papadakos 2012]). The focus is ranked also in cases where FS is
applied after a keyword search query, e.g. as in Google Scholar. Although object ranking in FS is
already used in commercial systems (as mentioned earlier), the scientific literature on this topic is
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not extensive. Previous research has mainly focused on facet ranking, i.e. on methods for deciding
which, and in what order, facets to present, an issue that is important if the domain of the dataset
is wide (e.g. faceted search over DBpedia). In this paper we elaborate on the objects ranking, in the
context of Faceted Search in domain specific settings, where the set of useful facets is known (as
in product buying, bookings, etc). Even if Faceted Search solves the problem of empty answers, it
cannot solve the problem of too big or too small answers. In such cases, the user has to make extra
actions (for restricting a big answer or for relaxing a too small answer).
To tackle these problems, in this paper we propose an extension of the FS model that is enriched
with two parameters that enable specifying the desired answer size and the granularity of the
sought object ranking. These parameters allow tackling the problem of too big or too small answers
and can specify how refined the sought ranking should be. Then we provide an algorithm that takes
as input these parameters and by considering the hard-constraints (filters), the soft-constraints
(preferences), as well as the statistical properties of the dataset, produces an object ranking that
satisfies these parameters.
Table 1. An example dataset of hotels

Kanto
Object Location Stars Price
𝑜1
Hyogo
4
308
𝑜2
Hyogo
4
226
𝑜3
Hyogo
4
265
𝑜4
Kyoto
4
218
𝑜5
Hyogo
4
402
𝑜6
Hyogo
3
209
𝑜7
Kyoto
4
293
𝑜8
Hyogo
4
460
𝑜9
Hyogo
4
208
𝑜 10
Hyogo
3
406
𝑜 11
Hyogo
5
528
𝑜 12
Kyoto
4
81

Japan

Tokyo
Hyogo

Kansai

Kyoto
Osaka

Fig. 1. Hierarchy for Location facet

Fig. 2. Left: A typical FS response with filters and preferences. Right: The response of the extended FS with
approximate results and more refined ranking.

To grasp the idea, Table 1 shows a small set of hotels 𝑂𝑏 𝑗 = {𝑜 1, . . . , 𝑜 12 } described by three facets
𝐹 = {𝐿𝑜𝑐𝑎𝑡𝑖𝑜𝑛, 𝑆𝑡𝑎𝑟𝑠, 𝑃𝑟𝑖𝑐𝑒} where the terms of the facet Location are hierarchically organized as
shown in Figure 1. The left side of Figure 2 sketches the GUI of a typical FS system that shows
the 8 hotels that satisfy the hard-constraints (filters) that the user has selected (in our case 4 stars
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and price in [200, 2000]), and notice that these hotels are partitioned in two buckets based on
the soft-constraints (preferences) that the user has specified (in our case the user has expressed a
preference on the location Hyogo). Now the right side of Figure 2 sketches the GUI according to
the extended model that we introduce, where we assume that the user has asked for 10 objects, and
for a more refined ranking, e.g. that no bucket should contain more than 3 hotels. We can see that
two more hotels have appeared (approximate results) and that none of the blocks of the new focus
contains more than 3 hotels.
To the best of our knowledge, no other work has focused on the problem of too big or too small
answers and on the granularity of object ranking in the context of Faceted Search. To tackle these
issues several questions arise including: how to consider in the object ranking all kinds of input
(filters, preferences as well as the statistical properties of the datasets), should we promote frequent
or rare values for tie-breaking, how to evaluate (in a cost effective and repeatable way) whether
such extensions improve the interaction with the user, and how to enrich the interaction with rank
explanation services. Issues of system efficiency and optimization are out of scope of this paper
(however we do report efficiency results).
In a nutshell, the main contributions of this paper are: (a) the extension of FS with two parameters
expressing the desired ranking and size properties of the answer, (b) the formulation of the corresponding object ranking problem in a context that assumes both hard- and soft-constraints, and
the discussion of the solvability of the problem, (c) the algorithm SmartFSRank for producing the
object ranking that is based on the factorization of the problem into two simpler sub-tasks, as well
as on the adoption of frequency-based ranking schemes, (d) the description of a simulation-based
evaluation framework for evaluating the impact of such object ranking methods, and (e) extensive
simulation-based evaluation results. The main finding is that the extended model apart from being
customizable to answer size and ranking granularity constraints (that enables tackling the problem
of too small or big answers), it improves the answers and reduces the average navigation cost, as
evidenced by the simulation based evaluation over four datasets from different domains. Moreover
the paper proposes how to extend the GUI of FS systems for making evident and clear the object
ranking, and it describes one implementation of the model.
This paper elaborates on the ideas first presented at [Manioudakis and Tzitzikas 2019]. In
comparison to that paper, the current paper provides a complete simulation-based evaluation
framework that includes more metrics, details the simulation algorithms and reports extensive
results over several datasets for drawing more safe conclusions. Specifically, this paper apart from
providing an improved and enriched version of Sections 1, 2 and 4, it contains the following new
sections:
(1) Section 3 that provides the required background information,
(2) Section 6 that explains the context of simulation-based evaluation and mentions objectives,
related work, the datasets used and the simulated search scenarios,
(3) Section 7 that defines the simulation algorithm and the quality metrics for evaluating object
ranking methods, and presents extensive simulation-based results,
(4) Section 8 that defines the simulation algorithm, and the quality metrics for evaluating the
approximate results, and presents and discusses the results of the simulation,
(5) Section 9.2 that discusses the efficiency by providing comparative execution time measurements.
The rest of this paper is organized as follows. Section 2 describes the context and related
work. Section 3 describes the data representation and the baseline interaction. Section 4 introduces the extended model and Section 5 provides the algorithms for realizing that model. Section
6 motivates simulation-based evaluation and provides related preliminary material. Section 7
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presents simulation-based procedures and results related to object ranking, while Section 8 presents
simulation-based procedures and results related to approximate objects. Section 9 discusses the
implementation and its efficiency, the extensions of the GUI, as well as a comparison with related
tools. Finally, Section 10 concludes the paper and identifies issues for future work and research.
2
2.1

CONTEXT AND RELATED WORK
Background

Hereafter, with the term “clicks" we shall refer to mouse clicks by the user in a desktop, or taps on a
touch screen.
Faceted Search (or Faceted Exploration) [English et al. 2002; Prieto-Diaz 1991; Sacco 2000] is
a widely used interaction scheme for Exploratory Search. It is the de facto query paradigm in
e-commerce [Russell-Rose and Tate 2013a; Sacco and Tzitzikas 2009; Tunkelang 2009] and in
digital libraries [Kobayashi et al. 2019; Tessel 2019]. It is also used for exploring RDF Data (e.g. see
[Tzitzikas et al. 2017] for a recent survey, and [Moreno-Vega and Hogan 2018] for a recent system),
as well as general purpose knowledge graphs [Feddoul et al. 2019]. Informally we could define
it as a session-based interactive method for query formulation (commonly over a multidimensional
information space) through simple clicks that offers an overview of the result set (groups and count
information), never leading to empty results sets. The initial keyword search query is not considered
a part of faceted search.
Although preferences have been studied in the context of databases, e.g. see [Stefanidis et al. 2011]
for a survey, and lately in query languages for RDF e.g. [Pivert et al. 2016; Rosati et al. 2018; Slama
2019; Troumpoukis et al. 2017]), in Faceted Search systems there are only a few related works.
Preference-enriched Faceted Search (for short PFS), is an extension of FS that supports
preferences, i.e. apart from actions for specifying filters, it offers actions that allow the user to rank
facets, values, and objects using best, worst, preferTo actions (i.e. relative preferences), aroundTo
actions (over a specific value), and other criteria (see [Tzitzikas and Papadakos 2012]). Apart
from “primitive” preferences, the user is able to compose object related preference actions, using
Priority, Pareto, Pareto Optimal (i.e. skyline) and other. The distinctive features of PFS is that it
allows expressing preferences over attributes whose values can be hierarchically organized (and/or
multi-valued), it supports preference inheritance, and it offers scope-based rules for resolving
automatically the conflicts that may arise. As a result, users are able to restrict their current focus
by using the faceted interaction scheme (hard restrictions) that lead to non-empty results, and rank
according to preference the objects in the focus.
Recently, PFS has been used in various domains, e.g. for offering a flexible process for the
identification of fish species [Tzitzikas et al. 2016], as a Voting Advice Application [Tzitzikas and
Dimitrakis 2019] and it has been expanded with geographic anchors for being appropriate for the
exploration of datasets that contain also geographic information [Lionakis and Tzitzikas 2017].
PFS has also been used in the context of spoken dialogue systems [Papangelis et al. 2018]. As
regards its application over RDF Data, it is worth mentioning that recent extensions of SPARQL
with preferences ([Pivert et al. 2016; Troumpoukis et al. 2017]) facilitate the implementation of PFS
over RDF data.
2.2

Related Work

There is related work from several areas including Faceted Systems, Databases, and Learning to
Rank approaches.
In Faceted Search Systems. The concept of automatic ranking in faceted search is not recent,
and there are numerous approaches, as regards what to rank, and how to rank, as discussed in the
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survey [Tzitzikas et al. 2017]. Past research has primarily focused on methods only for facet ranking,
i.e. for deciding in what order to place the facets. In many works (e.g [Hahn et al. 2010; Harth
2009]), the proposed methods depend on the frequency of facet values. The technique described in
[Vandic et al. 2017] dynamically ranks the facets depending on the query. In addition, they define
different metrics for numeric and qualitative facets, and also recommend ordering the values of
each facet with respect to their frequency in descending order. Now [Dakka et al. 2005a], relies on
a different technique based on set-cover, to produce a ranking of facets. In other works, various
metrics have been utilized such as facet navigational cost [Li et al. 2010] (i.e. how many facet values
are available), and facet balance [Oren et al. 2006] (i.e how evenly the facet values are distributed).
A more recent work [Niu et al. 2019], aims at predicting the facet most likely to be used after the
user issues a constraint, in order to rank this facet on top, and the proposed method is based on
random forests (sets of decision trees). Lately, methods for selecting facets from knowledge graphs
have also been investigated [Feddoul et al. 2019].
Object ranking in Faceted Search systems is already used in commercial systems. For instance,
the online hotel platform booking.com offers a ranking method based on a number of properties.
However, this topic has not been studied in the scientific literature extensively. In [Sacco and
Tzitzikas 2009] (Chapter 9) a ranking method based on facet values is briefly described through an
e-shopping example. According to Preference-enriched Faceted Search [Tzitzikas and Papadakos
2012] (and systems implementing that model, like Hippalus [Papadakos and Tzitzikas 2014]), users
can define the objects’ ranking by formulating preference actions. In the context of PFS, [Tzitzikas and
Dimitrakis 2019] introduced a method for quantifying the degree of match between an object and
the user’s preference actions. This aims at showing the user how positive the top-ranked objects
are. In the same context, [Papangelis et al. 2018] introduces a number of features, specifically,
selectivity and entropy, that are exploited for ranking the applicable facets at each point of the
user session. In addition, some commercial systems (e.g. Oracle Endeca) have tried to automate
preferences and approximate matching, as evidenced by usage guides1 but in a not transparent and
externally documented or evaluated method.
Learning to Rank Approaches. In the area of Information Retrieval, there is an increasing interest
on adopting Machine Learning methods for document ranking [Liu 2009]. These approaches are
based on creating a ranking model, by training a ML model on user data, typically collected from
past search queries (e.g. number of document clicks, user ratings, etc.) A Learning to Rank approach
for Faceted Search is proposed in [van Belle 2017]. That work aims at optimizing the weights of a
facet based TF-IDF scoring formula. Specifically, documents and queries are expressed as sets of
facet-value pairs. After training the learning methods on user data, they are able to estimate the
optimal weights of the formula, given a user query and a list of previously judged documents.
In Databases. Automatic ranking is an issue that has also been studied in the field of databases.
A related problem, called the Many Answers Problem, appears when the result tuples of an SQL
query are too many and no ordering has been specified (no ORDER BY clause). One of the first
approaches for this issue [Agrawal et al. 2003], relies on the well established IR framework of
TF-IDF weighting and cosine similarity.
An alternative approach for the Many Answers Problem is based on Probabilistic Information
Retrieval [Chaudhuri et al. 2004]. That work considers the attributes not specified in the query and
measures two scores: a global score which reflects the global importance of unspecified attributes and
a conditional score which captures the strengths of dependencies between specified and unspecified
1 https://docs.oracle.com/cd/E28913_02/RelRankEvaluator.212/pdf/UsageGuide.pdf
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attributes. The estimation of these scores is done from a workload of past queries. An evaluation
with users revealed higher quality in comparison to the approach in [Agrawal et al. 2003].
Now [Basu Roy et al. 2008] proposed a solution that aims at requesting only a few constraints
from the user in order to drill down to a single tuple from a set of ranked or unranked query
results. That approach is based on a decision tree model: inner nodes represent attributes, leaf nodes
are tuples and edges are labeled by attribute values. During the retrieval process, attributes are
chosen dynamically, with regard to their selectivity and information gain. The target is to choose
the minimum number of attributes during this process, until the desired tuple is reached. Finally,
another line of works that deal with tuple ranking in databases, are those that support explicit
preferences, see [Stefanidis et al. 2011] for a survey.
Ad Hoc Entity Ranking. Another line of research, which is however not directly related to our
work, comprises those works that propose various forms of ad-hoc entity retrieval (e.g. [Hasibi
et al. 2017; Kadilierakis et al. 2020; Pound et al. 2010; Schuhmacher et al. 2015; Xiong and Callan
2015; Zhiltsov et al. 2015]). An important difference between our work and these works is that the
interaction paradigm that they consider is the query-and-response paradigm (capturing keywords,
structured query languages and natural language interfaces). Instead we focus on the information
access paradigm of interactive views [Ferré 2014a] (that captures Faceted Search and OLAP), where
the user interactively, gradually, and in a guided manner, explores an information space. If one
starts from a keyword search query and the system just annotates the results in a faceted way
as it has been studied in the literature in various contexts and forms [Dakka et al. 2005b, 2007;
Fafalios and Tzitzikas 2013; Kitsos et al. 2014; Kong and Allan 2014; Papadakos et al. 2012] (like
the grouping of publications by year that Google Scholar provides), then one does not have the
problem of initial object ranking. Nevertheless, also in such contexts our work can be exploited for
handling ties as well as answer size constraints. Furthermore, the initial ranking of the objects can
be combined through Pareto or Prioritization composition with the ordering of the objects induced
by the preference actions issued by the user.
Finally, if the user wants only the most highly ranked elements, and the number of objects is high,
for efficiency reasons the above options for ranking can be complemented by top-𝐾 algorithms
[Ilyas et al. 2008] as well as query relaxation algorithms [Cao and Fan 2017].
An overview of the related approaches is shown in Fig. 3.

Fig. 3. An overview of object-ranking approaches
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MODELING THE DATA SPACE AND THE INTERACTION OF FACETED SEARCH
(AND PREFERENCE-ENRICHED FACETED SEARCH)

Before introducing the extended model we first have to model the context, i.e. the structure of the
underlying data space (in §3.1), as well as, the basics of the interaction of FS and PFS (in §3.2), also
for reasons of self-containedness.
3.1

The Data Space

We consider datasets in the form of multidimensional data with hierarchically organized values
and multi-valued attributes.
Definition 3.1 (Data Space). Let 𝑂𝑏 𝑗 = {𝑜 1, . . . , 𝑜𝑛 } be the set objects. We have 𝐾 facets 𝐹 =
{𝐹 1, . . . , 𝐹𝐾 } each associated with a taxonomy (𝑇𝑖 , ≤𝑖 ) where 𝑇𝑖 is a set of terms, or values, while ≤𝑖
is a (possible empty) partial order over 𝑇𝑖 enabling to organize the values of 𝑇𝑖 hierarchically. Each
object 𝑜 ∈ 𝑂𝑏 𝑗 is described by associating it with one or more values from each facet. Moreover, we
support null values, and we shall use 𝜖 to denote the missing value. Let 𝑜®𝑖 denote the description of
® 𝑗 be the set of descriptions
𝑜𝑖 in that space, i.e. 𝑜®𝑖 = (𝑜𝑖1, . . . , 𝑜𝑖𝐾 ) where 𝑜𝑖 𝑗 ∈ 𝑇 𝑗 ∪ {𝜖}, and let 𝑂𝑏
of all objects in 𝑂𝑏 𝑗. ⋄
Note that the above definition of taxonomy, includes linearly ordered terms, i.e. it captures
numerically-valued facets. Consequently, this definition captures datasets like the one in Table 1.
3.2

Modeling the Interaction (sessions of hard and soft constraints)

In the following we assume the data space defined previously. In the interaction scheme of Faceted
Search the user explores the data space and expresses gradually a set of hard constraints.
Definition 3.2 (Hard Constraint). A hard constraint ℎ𝑐 is any conjunction of terms over 𝑇 =
𝑇1 ∪ . . . ∪ 𝑇𝐾 . ⋄
The user through a GUI formulates such conjunctions with simple clicks. For reasons of space,
we do not describe here the GUI, nor the user actions of Faceted Search, nor how the clicks define
the ℎ𝑐 (the interested reader can refer to [Tzitzikas et al. 2017]). In general, any Boolean expression
over 𝑇 is a hard constraint, however conjunctions are most widely used.
Definition 3.3 (Extension). The extension of a hard constraint ℎ𝑐, denoted by 𝐸 (ℎ𝑐), is the subset
of 𝑂𝑏 𝑗 that satisfies the conjunction ℎ𝑐. The extension of a term 𝑡𝑖 ∈ 𝑇𝑖 is defined in a way for
considering the semantics of taxonomies (if they exist), i.e. it equals the objects having that term
or a narrower term, formally: 𝐸 (𝑡𝑖 ) = 𝐸𝑡𝑚𝑝 (𝑡𝑖 ) ∪ {𝐸𝑡𝑚𝑝 (𝑡𝑥 ) | 𝑡𝑥 ≤ 𝑡𝑖 } where 𝐸𝑡𝑚𝑝 (𝑡𝑖 ) = {𝑜 𝑗 ∈
𝑂𝑏 𝑗 | 𝑜 𝑗𝑖 = 𝑡𝑖 }. The extension of a boolean expression is defined straightforwardly (by interpreting
conjunction with ∩, disjunction with ∪, and negation with set-minus). ⋄
In our running example, the extension of (𝑆𝑡𝑎𝑟𝑠 = 4) ∧ (200 ≤ 𝑃𝑟𝑖𝑐𝑒 ≤ 2000) is
{𝑜 1, 𝑜 2, 𝑜 3, 𝑜 4, 𝑜 5, 𝑜 7, 𝑜 8, 𝑜 9 }.
Definition 3.4 (Soft Constraint). A soft constraint 𝑠𝑐 is any set of preference actions of the preference language defined in [Tzitzikas and Papadakos 2012]. ⋄
In brief these preference actions define a preference relation (a binary relation) over each 𝑇𝑖 ,
denoted by ≻𝑖 . In our running example, the preference action 𝐻𝑦𝑜𝑔𝑜 ≻𝐿𝑜𝑐𝑎𝑡𝑖𝑜𝑛 𝐾𝑦𝑜𝑡𝑜, results in
the following preference bucket order: ⟨(𝐻𝑦𝑜𝑔𝑜), (𝐾𝑦𝑜𝑡𝑜), ({𝑇𝑜𝑘𝑦𝑜, 𝑂𝑠𝑎𝑘𝑎})⟩. It is also worth
noting that, preference inheritance is supported. For example, if the user had issued the preference
action 𝐾𝑎𝑛𝑠𝑎𝑖 ≻𝐿𝑜𝑐𝑎𝑡𝑖𝑜𝑛 𝐾𝑎𝑛𝑡𝑜, then the resulting bucket order would be ⟨({𝐻𝑦𝑜𝑔𝑜, 𝐾𝑦𝑜𝑡𝑜, 𝑂𝑠𝑎𝑘𝑎}),
(𝑇𝑜𝑘𝑦𝑜)⟩. There are preference actions for composing these in order to define a preference relation
, Vol. 1, No. 1, Article . Publication date: September 2020.

8

Kostas Manioudakis and Yannis Tzitzikas

over all possible elements of the data space i.e. over 𝑉 = 𝑇1 × . . . × 𝑇𝐾 . Note that since an object
can be associated with more than one value from a facet (not in this example), it is more precise to
define 𝑉 as the Cartesian product P (𝑇1 ) × . . . × P (𝑇𝐾 ) where P (𝑇𝑖 ) denotes the powerset of 𝑇𝑖 .
® 𝑗 is a subset of 𝑉 (i.e. 𝑂𝑏
® 𝑗 ⊆ 𝑉 ), a set of soft constraints
Now since the description of the objects 𝑂𝑏
𝑠𝑐 defines a preference relation over 𝑂𝑏 𝑗 denoted as (𝑂𝑏 𝑗, ≻𝑠𝑐 ). From (𝑂𝑏 𝑗, ≻𝑠𝑐 ) a bucket order of
𝑂𝑏 𝑗, i.e. a linear order of subsets of 𝑂𝑏 𝑗, is produced though topological sorting (see [Tzitzikas and
Papadakos 2012] for details). In our running example, the preference action 𝐻𝑦𝑜𝑔𝑜 ≻𝐿𝑜𝑐𝑎𝑡𝑖𝑜𝑛 𝐾𝑦𝑜𝑡𝑜
results in the following bucket order of the objects in focus: ⟨({𝑜 1, 𝑜 2, 𝑜 3, 𝑜 5, 𝑜 8, 𝑜 9 }), (𝑜 4, 𝑜 7, )⟩.
Let denote the bucket order by 𝐵𝑂𝑠𝑐 , i.e. 𝐵𝑂𝑠𝑐 = ⟨𝑏 1, . . . , 𝑏𝑍 ⟩ where 𝑏 1 contains the most preferred
objects, while 𝑏𝑍 the least preferred. All sets 𝑏𝑖 (1 ≤ 𝑖 ≤ 𝑍 ) form a partition of 𝑂𝑏 𝑗 (i.e. they are
pairwise disjoint and their union is 𝑂𝑏 𝑗). The number of blocks 𝑍 ranges between 1 and |𝑂𝑏 𝑗 |.
Obviously, if 𝑍 = |𝑂𝑏 𝑗 | then the ranking forms a linear order of 𝑂𝑏 𝑗, while if 𝑍 = 1 then all objects
are equally ranked (this is true if the 𝑠𝑐 is empty, e.g. at the beginning of the interaction).
Equivalently, we can say that the aforementioned approach ranks the objects i.e. it computes a
function 𝑟 (𝑠𝑐, 𝑜)
® ∈ [1..𝑍 ] where 𝑍 ≤ |𝑂𝑏 𝑗 |, assigning to each object a natural number (the index of
the block to which it belongs, e.g. the objects in the most preferred block receive rank equal to 1).
In PFS, the user explores the data space and expresses gradually a set of hard and soft constraints. At
each state of the interaction, the user gets those objects that satisfy the formulated hard constraints
ℎ𝑐, ordered in blocks according to the expressed preferences 𝑠𝑐. This is the essential part of the model
of PFS [Tzitzikas and Papadakos 2012] and it is implemented in the system Hippalus[Papadakos
and Tzitzikas 2014].
Definition 3.5 (The Answer given Hard and Soft Constraints). Given a hard constraint ℎ𝑐 and a
soft constraint 𝑠𝑐, the answer according to the PFS interaction, is the set of objects 𝐸 (ℎ𝑐) ordered by
the restriction of ≻𝑠𝑐 on 𝐸 (ℎ𝑐), i.e. (E(hc), ≻𝑠𝑐 |𝐸 (ℎ𝑐) ). ⋄
Definition 3.6 (User Session). A user session 𝑢𝑠 is a series of actions, 𝑢𝑠 = ⟨𝑎 1, . . . , 𝑎𝑛 ⟩ where each
𝑎𝑖 is a hard or a soft constraint. Let ℎ𝑐 (𝑢𝑠) denote the hard constraints in 𝑢𝑠, and 𝑠𝑐 (𝑢𝑠) denote the
soft constraints in 𝑢𝑠. ⋄
The above is the core model, several variations or extensions are implemented in running systems,
e.g. see [Russell-Rose and Tate 2013b].
4

THE EXTENDED MODEL

Extending the Model with Object Ranking and Answer Size Constraints. Here we propose
extending the model, described in Section 3.2, with two parameters
• 𝑀𝐵: Maximum Block size. E.g. if 𝑀𝐵 = 1 then the system should return a linear order of
objects, if 𝑀𝐵 = 2 the answer should not contain ties between more than 2 objects.
• 𝑅: number of requested objects.
With these two parameters several requirements can be tackled:
• Too many objects: The parameter 𝑅 forces the system to rank and select only the best 𝑅
objects.
• Too few objects: The parameter 𝑅 forces the system to compute and return approximate
objects.
• Arbitrary order: The parameter 𝑀𝐵 forces the system to rank the objects so that no block
has more than 𝑀𝐵 objects, and in this way the rank is not arbitrary.
Characterizing a bucket order 𝐿. Let 𝐿 be a bucket order 𝐿 = ⟨𝑏 1, . . . , 𝑏𝑧 ⟩, i.e. a possible focus,
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and let 𝑜𝑏 𝑗𝑒𝑐𝑡𝑠 (𝐿) denote the set of objects that occur in 𝐿. We can characterize 𝐿 according to
various criteria:
• HCsat. We can say that 𝐿 satisfies the hard constraints ℎ𝑐, if 𝑜𝑏 𝑗𝑒𝑐𝑡𝑠 (𝐿) are exactly those
that satisfy ℎ𝑐, i.e. if it holds 𝑜𝑏 𝑗𝑒𝑐𝑡𝑠 (𝐿) = 𝐸 (ℎ𝑐)
• SCsat. We can say that 𝐿 satisfies the soft constraints 𝑠𝑐, meaning that it respects the
preference order, if it holds 𝐿 ⊇≻𝑠𝑐 |𝐸 (ℎ𝑐) .
This means that the order relationships of 𝐿 contain all order relationships of the preference
relation ≻𝑠𝑐 that involve objects in the focus (i.e. objects in 𝐸 (ℎ𝑐)). In other words, automatic
ranking is used only for ranking the objects in each block of the preference order (it never
“violates" the blocks, it just adds relationships, and these relationships do not create any
cycle).
• MBsat. We can say that 𝐿 satisfies a maximum allowable block size 𝑀𝐵, if |𝑏𝑖 | ≤ 𝑀𝐵 for each
1 ≤ 𝑖 ≤ 𝑧.
• Rsat. We can say that 𝐿 satisfies 𝑅, if 𝐿 contains exactly 𝑅 objects.
It is not hard to see that it is not always possible to find an 𝐿 that satisfies all of the above criteria.
For instance if the objects that satisfy the ℎ𝑐 are less than 𝑅, i.e. |𝐸 (ℎ𝑐)| < 𝑅, then the system should
either return less objects (sacrificing 𝑅sat), or should try to return 𝑅 objects by extending 𝐸 (ℎ𝑐)
with the 𝑅 − |𝐸 (ℎ𝑐)| in number “approximate” objects (sacrificing HCsat). On the other extreme, if
those objects that satisfy the ℎ𝑐 are more than 𝑅, then the system should rank them and select to
return the best of them. This is another case of an 𝐿 that is not HCsat, since it contains less objects
than those satisfying ℎ𝑐. Therefore, the general problem could be stated as:
Definition 4.1 (Problem Statement). Given a user session 𝑢𝑠 with hard and soft constraints, a
parameter 𝑅 specifying the number of desired objects, a parameter 𝑀𝐵 specifying the maximum
allowable block size, compute and return to the user the “best” (with respect to HCsat, SCsat, MBSat,
Rsat) answer 𝐿. ⋄
What remains is to clarify what “best” means. One approach would be to produce one or more 𝐿
that satisfy all (or most of) the criteria if possible and in case there are more than one such bucket
orders, to select one of them. Dataset statistics and other metrics (as we have seen in the related
work) can be used for this purpose. For example, to satisfy an 𝑀𝐵 constraint, we could promote
frequently or rarely occurring values. If there is no 𝐿 that satisfies all hard constraints and the 𝑅
parameter, then we need to find one that “better approximates” a bucket order that satisfies them
all. We will elaborate on this issue in the next section.
5

THE SMARTFSRANK RANKING METHOD

In this section we detail an algorithm that provides a solution to the problem statement (as defined
in Def. 4.1). In brief, the algorithm exploits PFS, if the user has issued preferences, and it tries to
satisfy 𝑅 by ranking and approximate matching, and then 𝑀𝐵 through ranking based on statistical
properties of the data.
Note that the algorithm can be applied even if PFS is not supported (in that case we have one block,
i.e. 𝑧 = 1). In more detail, the algorithm SmartFSRank, Alg. 1, first tries to satisfy the hard constraints
ℎ𝑐 (line 1), and then the soft constraints 𝑠𝑐 (Part 1, line 2) by exploiting the PFS-based ranking
method. Then it tries to satisfy 𝑅 (Part 2, lines 5-7), and finally 𝑀𝐵 (Part 3, lines 8-13). In Part 2, if 𝑅
is greater than the size of the current focus, then more objects (not satisfying ℎ𝑐) have to be added
and this should be based on the approximate satisfaction of the hard constraints. This selection
is done by algorithm AppendBlocks that is analyzed in §5.1. In Part 3, BreakBlock is used for
breaking the blocks for satisfying 𝑀𝐵 and such breaks are based on frequency. BreakBlock is
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analyzed in §5.2, where the parameter 𝐷𝑉𝑝𝑟𝑒 𝑓 , that controls preference to frequent or rare elements,
will be analyzed.
Algorithm 1 SmartFSRank
Input: 𝑂𝑏 𝑗, ℎ𝑐, 𝑠𝑐, 𝑀𝐵, 𝑅, 𝐷𝑉𝑝𝑟𝑒 𝑓
Output: A ranked answer that satisfies ℎ𝑐, 𝑠𝑐, 𝑀𝐵 and 𝑅.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

5.1

𝐴 ← 𝐸 (ℎ𝑐);
⊲ The objects satisfying the ℎ𝑐
/** Part (1): Apply the PFS method to satisfy 𝑠𝑐*/
Compute (𝐴, ≻𝑠𝑐 |𝐴 ) which is a series of blocks 𝐿 = ⟨𝑏 1, . . . , 𝑏𝑍 ⟩.
/** Part (2): Satisfy 𝑅 */
if |𝐴| < 𝑅 then
⊲ need to add more objects
𝐿 ← 𝐿.AppendBlocks(𝑅 − |𝐴|);
end if
/** Part (3): Satisfy 𝑀𝐵*/
for each 𝑏 ∈ 𝐿 do
if |𝑏 | > 𝑀𝐵 then
Replace 𝑏 by BreakBlock(𝑏, 𝑀𝐵, 1, 𝐷𝑉𝑝𝑟𝑒 𝑓 )
end if
end for

⊲ Add new blocks to the answer

⊲ If block 𝑏 does not satisfy 𝑀𝐵

AppendBlocks

For finding the approximate objects, the idea is to score each object (apart from those in the focus)
according to its distance from the ℎ𝑐. With such a scoring function, we can realize AppendBlocks
by scoring each object not in 𝐸 (ℎ𝑐) and returning the 𝑅 − |𝐸 (ℎ𝑐)| objects that have the highest
score. This method guarantees that it will return the objects which maximize the score, i.e. those
that better approximate the information need, as expressed by the ℎ𝑐.
Below we detail a scoring method that is based on the facet types. Let ℎ𝑐 = 𝑐 1 ∧ . . . ∧ 𝑐𝑛 , where
each conjunct 𝑐𝑖 is a hard constraint, like 𝐹𝑖 = 𝑡𝑖 , e.g Stars = 4. If 𝑜 𝑗 is an object, with 𝑜 𝑗𝑖 we denote
the value of 𝑜 𝑗 on the facet 𝐹𝑖 . In Table 2 we define the score per conjunct based on the facet type.
The first column corresponds to the case where a conjunct is satisfied, while the second presents
the formulas used when a conjunct is not satisfied. In both cases the scores range in the interval [0,
1]. In the last row, that corresponds to the case where the terminology is structured as a taxonomy,
we define a similarity measure that reflects the distance in the taxonomy. Specifically, for a term
𝑥 ∈ 𝐹𝑖 , let 𝑢𝑝 (𝑥) = { 𝑡 ∈ 𝐹𝑖 | 𝑥 ≤𝑖 𝑡 }. We define the similarity between two terms 𝑥 and 𝑦, as the
|𝑢𝑝 (𝑥)∩𝑢𝑝 (𝑦) |
Jaccard similarity of their greater nodes, specifically: 𝑠𝑖𝑚𝑡𝑎𝑥 (𝑥, 𝑦) = |𝑢𝑝 (𝑥)∪𝑢𝑝 (𝑦) | and then define
𝑠𝑐𝑜𝑟𝑒𝑡𝑎𝑥𝑜𝑛𝑜𝑚𝑦 (𝐹𝑖 = 𝑡𝑖 , 𝑜 𝑗 ) = 𝑠𝑖𝑚𝑡𝑎𝑥 (𝑡𝑖 , 𝑜 𝑗𝑖 ). Note that even if an object 𝑜 𝑗 satisfies a constraint 𝐹𝑖 = 𝑡𝑖
on a hierarchical facet, we do not always assign the score 1: it can take a score less than one if 𝑜 𝑗𝑖
is a child node (a descendant node in general) of 𝑡𝑖 in the hierarchy; in this way we promote those
objects that contain exactly the node of the ℎ𝑐.
Back to the running example of Fig. 2, we can now see how the scores of the approximate results
were calculated, regarding the constraint Stars = 4. They both have Stars = 3, so their score 2
according to the numeric case of the above table is: 𝑠𝑐𝑜𝑟𝑒𝑛𝑢𝑚𝑒𝑟𝑖𝑐 (𝑆𝑡𝑎𝑟𝑠 = 4, 3) = 1 − |4−3|
4−0 = 0.75.
As for the Price facet, the specified constraint is the interval [200, 2000]. Both hotels that appear in
the approximate results have a price inside this interval, therefore their score for this constraint is 1
(as defined in Table 2, row 4, column 2). To better understand how the formula on numeric intervals
2 Assuming

that the range of the facet Stars, in the dataset, is the set {0,1,2,3,4,5}.
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Table 2. Formulas for calculating 𝑠𝑐𝑜𝑟𝑒ℎ𝑐 per conjunct

score type
𝑜 𝑗 satisfies 𝑐𝑖
𝑠𝑐𝑜𝑟𝑒 𝑓 𝑙𝑎𝑡𝑡𝑒𝑟𝑚𝑖𝑛𝑜𝑙𝑜𝑔𝑦 (𝐹𝑖 = 𝑡𝑖 , 𝑜 𝑗 )
1
𝑠𝑐𝑜𝑟𝑒𝑛𝑢𝑚𝑒𝑟𝑖𝑐 (𝐹𝑖 = 𝑡𝑖 , 𝑜 𝑗 )
1

𝑜 𝑗 does not satisfy 𝑐𝑖
0
|𝑡 −𝑜 |
1 − max𝑜 ∈𝑂𝑏𝑖 𝑗 {𝑗𝑖|𝑡𝑖 −𝑜𝑚𝑖 | }
𝑚

𝑠𝑐𝑜𝑟𝑒𝑖𝑛𝑡𝑒𝑟 𝑣𝑎𝑙 (𝐹𝑖 ∈ [𝑎, 𝑏], 𝑜 𝑗 )
𝑠𝑐𝑜𝑟𝑒𝑡𝑎𝑥𝑜𝑛𝑜𝑚𝑦 (𝐹𝑖 = 𝑡𝑖 , 𝑜 𝑗 )

1
𝑠𝑐𝑜𝑟𝑒𝑛𝑢𝑚𝑒𝑟𝑖𝑐 (𝐹𝑖 = 𝑎+𝑏
2 , 𝑜𝑗)
𝑠𝑖𝑚𝑡𝑎𝑥 (𝑡𝑖 , 𝑜 𝑗𝑖 )
𝑠𝑖𝑚𝑡𝑎𝑥 (𝑡𝑖 , 𝑜 𝑗𝑖 )

works, consider the above constraint on Price and a hotel having price 100. The formula relies on
the distance from the interval’s center. The center is (2000 + 200)/2 = 1100, and the distance is 1100
- 100 = 1000. Then this distance is normalized by the maximum such distance in the dataset, in the
current dataset and for this constraint on Price facet the max distance is 1100 - 12 = 1088. Therefore,
the eventual score is 1 - (1000/1088) = 0.08.
Definition 5.1 (HCscore). We can define
the consolidated score of an object 𝑜 with respect to
Í
ℎ𝑐 = 𝑐 1 ∧ . . . ∧ 𝑐𝑛 , as: 𝑠𝑐𝑜𝑟𝑒ℎ𝑐 (𝑜 𝑗 ) = 𝑛1 𝑛𝑖=1 𝑠𝑐𝑜𝑟𝑒𝑡 𝑦𝑝𝑒 (𝑐𝑖 ) (𝑜 𝑗 )
where 𝑡𝑦𝑝𝑒 (𝑐𝑖 ) ∈ {𝑓 𝑙𝑎𝑡𝑡𝑒𝑟𝑚𝑖𝑛𝑜𝑙𝑜𝑔𝑦, 𝑛𝑢𝑚𝑒𝑟𝑖𝑐, 𝑖𝑛𝑡𝑒𝑟𝑣𝑎𝑙, 𝑡𝑎𝑥𝑜𝑛𝑜𝑚𝑦} ⋄
This formula can be considered as the baseline. It expresses how close 𝑜 𝑗 is with respect to a
point that satisfies ℎ𝑐. The exact algorithm for AppendBlocks is Alg. 2. It returns the bucket order
to be appended.
Algorithm 2 AppendBlocks
Input: 𝑁𝑢𝑚
Output: A bucket order to be appended
1:
2:
3:
4:
5:
6:

5.2

𝐶𝑂 ← 𝑂𝑏 𝑗 \ 𝐸 (ℎ𝑐);
⊲ The candidate objects
for each 𝑜 ∈ 𝐶𝑂 do
𝑜.𝑠𝑐𝑜𝑟𝑒 ← 𝑠𝑐𝑜𝑟𝑒ℎ𝑐 (𝑜);
⊲ compute the score of 𝑜 wrt ℎ𝑐
end for
𝐶𝑂𝑠𝑜𝑟𝑡𝑒𝑑 ← 𝑆𝑜𝑟𝑡 (𝐶𝑂, 𝑠𝑐𝑜𝑟𝑒, 𝑑𝑒𝑠𝑐𝑒𝑛𝑑𝑖𝑛𝑔);
⊲ sort 𝐶𝑂 wrt 𝑠𝑐𝑜𝑟𝑒 attribute in desc. order
Return the 𝑁𝑢𝑚 objects of 𝐶𝑂𝑠𝑜𝑟𝑡𝑒𝑑 with the highest score;

BreakBlock

For breaking each block that does not satisfy 𝑀𝐵 an idea is to score each object of the block according
to its discrimination value. Rare elements are harder to find, therefore it could be reasonable to
promote objects that have rare values, i.e. those with higher discrimination value. On the other
hand, frequent values may correspond to popular values, therefore it could be also reasonable to
promote frequent values, i.e. those that appear in several objects. As we shall see in the section
about GUI, the GUI allows the user to specify whether rare or frequent values are preferred. In
any case we have to define and compute the discrimination value. Having such a formula we can
apply it to each object of any block that does not satisfy 𝑀𝐵 to order its objects. Then, such blocks
will break to smaller ones satisfying 𝑀𝐵. We can define the discrimination value (𝑑𝑉 ) of a tuple
Í
𝑜 𝑗 = (𝑜 𝑗1, . . . , 𝑜 𝑗𝑘 ) by taking the average inverse frequency, i.e.: 𝑑𝑉𝑤 (𝑜 𝑗 ) = 𝑘1 ∗ 𝑖=1,𝑘 𝑓 𝑟𝑒𝑞 𝑤1 (𝑜 𝑗𝑖 ) .
Note that frequency can be defined in various ways, this is why the above formula uses 𝑓 𝑟𝑒𝑞 𝑤
where 𝑤 ∈ {𝑔, 𝑔𝑎, 𝐸}. Specifically the frequency of a value 𝑡 ∈ 𝐹𝑖 , can be defined globally (𝑓 𝑟𝑒𝑞𝑔 ),
or with respect to the objects that have value in facet 𝐹𝑖 (𝑓 𝑟𝑒𝑞𝑔𝑎 ), or in the current focus 𝐸 (𝑓 𝑟𝑒𝑞𝐸 ).
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| {𝑜 𝑥 ∈𝑂𝑏 𝑗 | 𝑜 𝑥𝑖 =𝑜 𝑗𝑖 } |
(1),
|𝑂𝑏 𝑗 |
| {𝑜 𝑥 ∈𝑂𝑏 𝑗 | 𝑜 𝑥𝑖 =𝑜 𝑗𝑖 } |
| {𝑜 𝑦 ∈𝑂𝑏 𝑗 | 𝑜 𝑦𝑖 ≠𝜖 } | (2), 𝑓 𝑟𝑒𝑞 𝐸 (𝑜 𝑗𝑖 )

Formally: 𝑓 𝑟𝑒𝑞𝑔 (𝑜 𝑗𝑖 ) =

| {𝑜 ∈𝐸 | 𝑜 =𝑜 } |

𝑓 𝑟𝑒𝑞𝑔𝑎 (𝑜 𝑗𝑖 ) =
= 𝑥 |𝐸 |𝑥𝑖 𝑗𝑖 (3).
Note that if 𝑜 𝑗𝑖 = 𝜖, i.e. null, then 𝑓 𝑟𝑒𝑞 {𝑔,𝐸 } (𝑜 𝑗𝑖 ) = number of objects having null (just like an
ordinary value). We can also consider other ways to define the discrimination value of a tuple.
For example, in sessions where soft constraints have been set, we could define the 𝑑𝑉𝑠𝑐 of a tuple
𝑜 𝑗 = (𝑜 𝑗1, . . . , 𝑜 𝑗𝑘 ) as the average inverse frequency in the facets used by the soft constraints 𝑠𝑐, i.e:
Í
𝑑𝑉𝑤,𝑠𝑐 (𝑜 𝑗 ) = |𝑠𝑐1 | ∗ 𝑖=1, |𝑠𝑐 | 𝑓 𝑟𝑒𝑞 𝑤1 (𝑜 𝑗𝑖 ) , assuming that facets 𝐹 1, . . . , 𝐹 |𝑠𝑐 | are the ones used in 𝑠𝑐.
Algorithm 3 BreakBlock
Input: 𝑏, 𝑀𝐵, 𝑙𝑒𝑣𝑒𝑙, 𝐷𝑉𝑝𝑟𝑒 𝑓 where 𝑏 does not satisfy 𝑀𝐵.
Output: A bucket order of the objects of 𝑏 that satisfies 𝑀𝐵.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

𝐴 ← 𝑜𝑏 𝑗𝑒𝑐𝑡𝑠 (𝑏);
⊲ the objects occuring in 𝑏
for each 𝑜 ∈ 𝐴 do
𝑜.𝑑𝑣 ← 𝐷𝑉 (𝑜, 𝑙𝑒𝑣𝑒𝑙);
⊲ compute the discrimination value of 𝑜 at 𝑙𝑒𝑣𝑒𝑙
end for
if 𝐷𝑉𝑝𝑟𝑒 𝑓 = 𝑅𝑎𝑟𝑒 then
𝑆𝑜𝑟𝑡 (𝐴, 𝑑𝑣, 𝑑𝑒𝑠𝑐𝑒𝑛𝑑𝑖𝑛𝑔);
⊲ sort 𝐴 wrt 𝑑𝑣 attribute in desc. order
else if 𝐷𝑉𝑝𝑟𝑒 𝑓 = 𝐹𝑟𝑒𝑞𝑢𝑒𝑛𝑡 then
𝑆𝑜𝑟𝑡 (𝐴, 𝑑𝑣, 𝑎𝑠𝑐𝑒𝑛𝑑𝑖𝑛𝑔);
⊲ sort 𝐴 wrt 𝑑𝑣 attribute in asc. order
end if
Let 𝐵 = ⟨𝑏 1, . . . , 𝑏 𝐹 ⟩ the resulting blocks
⊲ after the previous sorting
for each 𝑏 ∈ 𝐵 do
if |𝑏 | > 𝑀𝐵 then
⊲ if 𝑏𝑖 still does not satisfy 𝑀𝐵
𝐵𝑛𝑒𝑤 ← BreakBlock(𝑏, 𝑀𝐵, 𝑙𝑒𝑣𝑒𝑙 + 1, 𝐷𝑉𝑝𝑟𝑒 𝑓 );
⊲ recursive call with +1 level
end if
Replace in 𝐵 the block 𝑏 by the series of blocks 𝐵𝑛𝑒𝑤
end for
Return 𝐵;

In general it makes sense to consider a series of “tie breaking” methods, for making sure that all
ties can be broken so that 𝑀𝐵 is eventually satisfied. Each such method can be assigned a level,
meaning that if the application of the level 𝑖 method does not break a tie, then the level 𝑖 + 1 method
is applied. The exact algorithm for BreakBlock is Alg. 3. We can use various series of levels, that
we will refer with the term ranking policies, such as:
𝐿𝑒𝑣𝑒𝑙𝑠𝐸 = ⟨𝑑𝑣 𝐸 , 𝑑𝑣𝐺 , 𝑙𝑒𝑥𝑖𝑐𝑜𝑔𝑟𝑎𝑝ℎ𝑖𝑐⟩, 𝐿𝑒𝑣𝑒𝑙𝑠𝐺 = ⟨𝑑𝑣𝐺 , 𝑑𝑣 𝐸 , 𝑙𝑒𝑥𝑖𝑐𝑜𝑔𝑟𝑎𝑝ℎ𝑖𝑐⟩.
According to the first series, the algorithm first breaks the block 𝑏 with respect to the discrimination
value in the focus (i.e. 𝑓 𝑟𝑒𝑞𝐸 ). If 𝑀𝐵 is still not satisfied, it uses 𝑓 𝑟𝑒𝑞𝑔 (recursively only for that
block). At level 3 it uses the lexicographic order with respect to the name of the object. Note that
this ensures that the algorithm terminates and that it will return a bucket order that certainly
satisfies 𝑀𝐵. One key point is that a cost is paid only if needed i.e. only for the blocks that do not
satisfy 𝑀𝐵 (line 12 of Alg. 3).
6

SIMULATION-BASED EVALUATION: PRELIMINARIES

In §6.1 we describe the objectives and the related work of simulation-based evaluation in general,
in §6.2 we describe the datasets over which we carried out simulations, while in §6.3 we discuss
two common search scenarios that will be simulated.
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Table 3. The datasets used for evaluation
Dataset Objects Facets Type of contents
𝐷𝑅𝑒𝑠
119
22
Restaurants in Japan
𝐷𝐻𝑜𝑡
382
18
Hotels in Japan
𝐷 𝐹 700
700
23
Fish species
𝐷 𝐹 10𝐾
10,000
23
Fish species

6.1

Objectives and Related Work

Objectives. The main purpose of the extended model, is to assist the user in finding the desired
object. In order to evaluate the extended model with respect to that perspective, we have conducted
a simulation based evaluation, since this can be repeatable (and thus reproducible), more objective
and less laborious than an evaluation with users3
In comparison to an arbitrary ranking of objects (within blocks), a good object ranking should
provide an interaction experience with reduced number of hard constraints ℎ𝑐, reduced number of
preferences 𝑠𝑐, higher rankings of target objects, and lower navigation cost.
Previous Work on Simulation-based Evaluation. There are only a few works that evaluate
faceted search through simulations. These works deal with various aspects of the interaction,
including facet selection ([Vandic et al. 2013], [Vandic et al. 2017]), interface personalization ([Koren
et al. 2008], [Hopfgartner et al. 2010]), and the Many Answers Problem ([Basu Roy et al. 2008]). In
the latter, which is more related to the topic of this paper, they measured the cost as the expected
number of queries (each on a single attribute) that need to be answered until the focus contains only
the desired tuple (so no preferences are supported). This is equivalent to measuring the number of
hard constraints in our evaluation setting (if we ignore preferences). However, they focus on facet
ranking, not object ranking.
6.2

Datasets

In our simulations we used 4 datasets. We wanted to cover more than one domains and tasks. The
first two datasets correspond to very common e-commerce scenarios: restaurant selection and hotel
booking. The last two correspond to an identification task, fish species identification, which is a
science-related application of faceted search. The sizes of these datasets range from small ones (with
119 objects) to large ones (10K objects). In general, faceted exploration is commonly enacted after
an initial query that restricts the information space, and then the user starts the refining process
for making the final selection, meaning that usually the user does not explore more than a few
hundred objects. In particular, the first dataset contains descriptions of 119 restaurants described
by 22 facets, the second dataset contains information for 382 hotels described by 18 facets, the
third includes information for 700 fish species organized in 23 facets, and the last one, also for Fish
species, has 10,000 objects. Table 3 summarizes their contents.

3 Note

that Preference-enriched Faceted Search has been evaluated in various task-based evaluations with users, with very
positive results. For instance, in the results reported in in [Papadakos and Tzitzikas 2014], with the preference-enriched
interface, all users completed successfully all tasks leading to ideal scores for Precision and Recall, and on average in 1/3 of
the time and with 1/3 of the actions in comparison to plain Faceted Search interface. Analogous positive results for PFS
have been reported in identification tasks [Tzitzikas et al. 2016].
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Common Scenarios

Since there are several parameters related to a simulation, a rising question is what values to use
and why. For this reason below we identify two main scenarios (or use cases) that we shall use in
the simulations:
• Precision-Oriented Scenario (POS). In this scenario we consider users that search for
specific objects. The interaction stops when the user finds the sought object. We assume that
a user finds the sought object when it is ranked in the top 10 results. For this reason in
this scenario we set the termination condition 𝑀 equal to 10. In addition, as in most search
engines, we require the system to rank linearly the results, therefore we set 𝑀𝐵 = 1. We shall
denote this scenario by 𝑃𝑂𝑆.
• Recall-Oriented Scenario (ROS). In this scenario we assume users that want to get information not only for one object, but for a set of objects relevant to their criteria. For this type of
information need it is necessary for the system to return at least a number of results, typically
10 or more. For this reason we set the parameter 𝑅 = 10. We shall denote this scenario by
𝑅𝑂𝑆.
7

POS EVALUATION FOR BREAKBLOCKS

Here we focus on the Precision Oriented Scenario (POS). In §7.1 we describe the simulation process
and metrics, in §7.2 we describe the evaluated ranking methods, in §7.3 we provide the exact
simulation algorithm, and in §7.4 we present the simulation results for BreakBlocks, while in §7.5
we summarize them.
7.1

Simulation Process and Metrics

Process. We simulate users that try to find a target (desired) object by sequentially adding either
hard constraints (e.g Stars=4) or soft constraints (e.g prefer Stars 4 best) that match the object’s
description, meaning that the conjuncts of the constraints correspond to the facet-value pairs of the
target object. The initial ordering of the objects is random, but it is the same in all simulated user
sessions for getting comparable results. The simulation process terminates when the target object
is ranked in the top-𝑀 (e.g. 𝑀 = 10) positions of the ranked focus. During the simulation process
we compute metrics about the session and finally we calculate statistics. The specific measures we
use are described next.
Quality Metrics. In each session we calculate the following metrics
(1) Number of constraints. It is the number of constraints (either hard or soft) the user has to
express in order to find the target object.
(2) Navigation cost. The cost that a user pays for finding the target object and this cost depends
on the number of constraints and the cost for formulating these constraints (this cost will be
further analyzed later on).
(3) Cumulative Rank. Indicates how high or low the target object is ranked through a session.
It is equalÍto the sum of the object’s different (decreasing) ranks through a session, i.e.
𝐶𝑅(𝑜) = 𝑠 ∈𝑢𝑠 𝑟𝑠 (𝑜) where 𝑟𝑠 (𝑜) is the rank of 𝑜 in the step 𝑠 of the session 𝑢𝑠, e.g. if
target=𝑜 1 , and its ranks through a session are ⟨10, 4, 1⟩ then the cumulative rank of 𝑜 1 is
10 + 4 + 1 = 15. Note that two ranking methods in the same simulation case, could have the
same number of constraints and navigation cost, however the one that ranks higher the target
objects, will get a better (lower) cumulative rank, and thus this metric allows us to distinguish
these two ranking methods. It is worth mentioning, that the computation of rank at each step
of the interaction should be accurate even if there are buckets, i.e. it should be computed like
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the Expected Search Length [Cooper 1968]. For example, if target=𝑜 1 , and 𝐿 = ⟨{𝑜 2 }, {𝑜 1, 𝑜 3 }⟩
then the rank of 𝑜 1 is 2.5. We will denote this metric by 𝐶𝑢𝑟𝑟𝑒𝑛𝑡𝑅𝑎𝑛𝑘 (𝐿, 𝑜 1 ).
Measuring the Navigation Cost. Let 𝐶𝑙𝑖𝑐𝑘𝑠 be the number of clicks of the simulated user for specifying
the ℎ𝑐 (or the 𝑠𝑐). One simple method to estimate the navigation cost is by counting the number
of clicks, and let 𝑁𝐶 = |𝐶𝑙𝑖𝑐𝑘𝑠 |. However a more refined measuring is requiredÍfor being more
close to the real cost that a user experiences. To this end we can define 𝑁𝐶 = 𝑐 ∈𝐶𝑙𝑖𝑐𝑘𝑠 𝑐𝑜𝑠𝑡 (𝑐)
where 𝑐𝑜𝑠𝑡 (𝑐) is the cost of the particular click 𝑐. In the context of FS, the latter depends on the
number of zoom-in points of the corresponding facet. With the term zoom-in points we refer to the
terms that appear in the left panel and the user can click for refining the focus, i.e. they are the
visible facet values. If at a state of the interaction the zoom-in points of a facet are few, then the
cost is small (since the selection is easier); if many the cost is higher, e.g. it is much easier to select
the correct zoom-in point from a list of 4 zoom-in points, than from a list of 15 zoom-in points.
Based on this rationale, we can use the formula 𝑐𝑜𝑠𝑡 (𝑐) = |𝑍𝑜𝑜𝑚𝑃𝑜𝑖𝑛𝑡𝑠 |. Note that by measuring
the cost in this way during the simulation, enables us to compute other formulas as well, e.g.
𝑐𝑜𝑠𝑡 (𝑐) = 1 + log10 |𝑍𝑜𝑜𝑚𝑃𝑜𝑖𝑛𝑡𝑠 | or any other of that kind for smoothing the big values (since in
such cases the GUI of a typical FS system will have a scrollbar or a search service over the zoom-in
points). As regards the way |𝑍𝑜𝑜𝑚𝑃𝑜𝑖𝑛𝑡𝑠 | is calculated, consider a bucket order 𝐿 (as defined in
section 4) and suppose that for the facet 𝐹𝑖 , there are 𝑑 in number different values among the objects
in the buckets of 𝐿 for that facet. This means that if the user decides to form a constraint on facet
𝐹𝑖 , then he has to select one from the 𝑑 in number different values. In the simulation algorithms of
the next sections (specifically in Alg. 5), we will use the notation |𝑍𝑜𝑜𝑚𝑃𝑜𝑖𝑛𝑡𝑠 (𝐿, 𝐹𝑖 )| = 𝑑.
Calculating statistics. After simulating all sessions for a particular dataset, we calculate and report
the average values of the above metrics. Specifically, for each metric 𝑚 we compute the average
value per session in each dataset 𝐷. Suppose that 𝑆 𝐷 is the set of sessions simulated in dataset 𝐷.
For eachÍsession 𝑢𝑠 ∈ 𝑆 𝐷 , we sum the values of the metric and divide by the number of sessions,
i.e. |𝑆1𝐷 | 𝑢𝑠 ∈𝑆𝐷 𝑚(𝑢𝑠), where 𝑚(𝑢𝑠) denotes the metric value for 𝑢𝑠 (either number of constraints,
navigation cost, or cumulative rank).
Note that we compute the average value per session, and not per object, because we simulate
more than 1 session per object. In each dataset we choose a fixed number of sessions per object to
be simulated (we elaborate on this in §7.3). In this way we can evaluate the quality of a ranking
method in the entire dataset with a single number for each metric. It is not hard to see that the
better a ranking method is, the lower the average values for all metrics should be.
7.2

Ranking Methods and Policies

We will compare the results from three main ranking methods:
• R𝑟𝑛𝑑 : No automatic ranking
• R𝑟𝑎𝑟𝑒 : Automatic ranking based on discrimination value, preferring rare values
• R 𝑓 𝑟𝑒𝑞 : Automatic ranking based on discrimination value, preferring frequent values
For the last two ranking methods, we will also compare the performance of three ranking policies:
• 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 = ⟨𝑑𝑣 𝐸 , 𝑑𝑣𝐺 , 𝑙𝑒𝑥𝑖𝑐𝑜𝑔𝑟𝑎𝑝ℎ𝑖𝑐⟩
• 𝐿𝑒𝑣𝑒𝑙𝑠𝐺 = ⟨𝑑𝑣𝐺 , 𝑑𝑣 𝐸 , 𝑙𝑒𝑥𝑖𝑐𝑜𝑔𝑟𝑎𝑝ℎ𝑖𝑐⟩
• 𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐 = ⟨𝑑𝑣𝐺,𝑠𝑐 , 𝑑𝑣𝐺 , 𝑑𝑣 𝐸 , 𝑙𝑒𝑥𝑖𝑐𝑜𝑔𝑟𝑎𝑝ℎ𝑖𝑐⟩
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The General Simulation Algorithm

The exact steps of the simulation process are shown in algorithm SimulatedUser (Alg. 4) which in
turn uses the algorithm SimulatedSession (Alg. 5). Alg. 4 takes a parameter 𝑀 that determines
the stopping condition, i.e. the interaction stops if the sought object is in the top-𝑀 positions of
the focus. This parameter is in turn passed to Alg. 5. Note that each 𝑜 ∈ 𝑂𝑏 𝑗 is a candidate target.
The parameter 𝑃 determines the number of random permutations of facet values to consider for
each object. For each object 𝑜, we simulate 𝑃 sessions, by calling Alg. 5 𝑃 times with 𝑜 as target.
In each session we calculate all metrics. In general, the constraints applied in each session may
vary (they are set on different facets). As a result, the measurements in each of the 𝑃 sessions, are
different. After completing the 𝑃 sessions, we calculate the value of each metric as the average of
the measurements taken in each individual session for the corresponding metric. Since the number
of permutations may be extremely large, we only iterate on a fixed number of random permutations
(e.g 𝑃 = 10). Notice that the paremeter 𝑃 is used in lines 7-13 of Alg. 4. The parameter 𝐶𝑇 takes
either the value 𝐻𝑎𝑟𝑑 or the value 𝑆𝑜 𝑓 𝑡 and determines if the simulated sessions will be comprised
of hard or soft constraints correspondingly. Finally, the last parameter 𝑅𝑎𝑛𝑘𝑀𝑒𝑡ℎ𝑜𝑑 specifies which
ranking method to use, i.e R𝑟𝑛𝑑 , R𝑟𝑎𝑟𝑒 or R 𝑓 𝑟𝑒𝑞 .
Algorithm 4 SimulatedUser
Input: 𝑂𝑏 𝑗, 𝑀𝐵, 𝑅, 𝑀, 𝑃, 𝐶𝑇 , 𝑅𝑎𝑛𝑘𝑀𝑒𝑡ℎ𝑜𝑑
Output: Average Cumulative Rank, Average Constraints, Average Navigation Cost
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:

7.4

/** Part (1) Initializing the variables for holding values of metrics */
cumulativeRanks ← float array of size |𝑂𝑏 𝑗 |;
⊲ Cumulative rank for each object
constraints ← float array of size |𝑂𝑏 𝑗 |;
⊲ Number of constraints for each object
navigationCosts ← float array of size |𝑂𝑏 𝑗 |;
⊲ Navigation cost for each object
/** Part (2) Estimating quality metrics for each object in the dataset */
for each 𝑜 ← (𝑣 1, . . . , 𝑣𝑘 ) ∈ 𝑂𝑏 𝑗 do
target ← 𝑜;
for each 𝑝 = 1 . . . 𝑃 do
SimulatedSession(𝑂𝑏 𝑗, 𝑀𝐵, 𝑅, 𝑀, 𝐶𝑇 , 𝑅𝑎𝑛𝑘𝑀𝑒𝑡ℎ𝑜𝑑, 𝑡𝑎𝑟𝑔𝑒𝑡);
end for
cumulativeRanks[𝑡𝑎𝑟𝑔𝑒𝑡] ← cumulativeRanks[𝑡𝑎𝑟𝑔𝑒𝑡] / P; ⊲ Average cumulative rank for
𝑡𝑎𝑟𝑔𝑒𝑡;
constraints[𝑡𝑎𝑟𝑔𝑒𝑡] ← constraints[𝑡𝑎𝑟𝑔𝑒𝑡] / P;
⊲ Average constraints for 𝑡𝑎𝑟𝑔𝑒𝑡
navigationCosts[𝑡𝑎𝑟𝑔𝑒𝑡] ← navigationCosts[𝑡𝑎𝑟𝑔𝑒𝑡] / P;
⊲ Average navigation cost for
𝑡𝑎𝑟𝑔𝑒𝑡
end for
/** Part (3) Calculating metrics for the dataset */
AverageCumulativeRank ← average(cumulativeRanks);
AverageConstraints ← average(constraints);
AverageNavigationCost ← average(navigationCosts);

Results of the Simulation

In this subsection we present the simulation results for the various test cases.
We simulated the scenario 𝑃𝑂𝑆 on each dataset, by executing Alg. 4 with the following parameters:
𝑀𝐵 = 1, 𝑅 = 0, 𝑀 = 10 𝑎𝑛𝑑 𝑃 = 10 (except for 𝐷 𝐹 10𝐾 where we set 𝑃 = 2). Table 4 summarizes the
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Algorithm 5 SimulatedSession
Input: 𝑂𝑏 𝑗, 𝑀𝐵, 𝑅, 𝑀, 𝐶𝑇 , 𝑅𝑎𝑛𝑘𝑀𝑒𝑡ℎ𝑜𝑑, 𝑡𝑎𝑟𝑔𝑒𝑡
Output: Cumulative Rank, Number of Constraints, Navigation Cost
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:

𝑡𝑎𝑟𝑔𝑒𝑡 = (𝑣 1, . . . , 𝑣𝑘 )
Get a random permutation (𝑎 1, . . . , 𝑎𝑘 ) of the values (𝑣 1, . . . , 𝑣𝑘 )
/** Part (1) Initializing a new session */
ℎ𝑐 ← ∅;
⊲ The set of hard constraints for the current session
𝑠𝑐 ← ∅;
⊲ The set of soft constraints for the current session
𝐴 ← 𝐸 (ℎ𝑐);
⊲ The objects satisfying the ℎ𝑐
Compute (𝐴, ≻𝑠𝑐 |𝐴 ) which is a series of blocks 𝐿 = ⟨𝑏 1, . . . , 𝑏𝑍 ⟩.
𝐿 ← SmartFSRank(𝑂𝑏 𝑗, ℎ𝑐, 𝑠𝑐, 𝑀𝐵, 𝑅, 𝑅𝑎𝑛𝑘𝑀𝑒𝑡ℎ𝑜𝑑);
tempRank ← CurrentRank(𝐿, 𝑡𝑎𝑟𝑔𝑒𝑡);
⊲ holds object rank for this session
tempConstraints ← 0;
⊲ holds number of constraints for this session
tempNavigationCost ← 0;
⊲ holds navigation cost for this session
/** Part (2) Simulating session by setting constraints sequentially */
for each 𝑎𝑖 ∈ (𝑎 1, . . . , 𝑎𝑘 ) do
if 𝐶𝑇 = 𝐻𝑎𝑟𝑑 then
ℎ𝑐 ← ℎ𝑐 ∪ {𝐹𝑖 = 𝑎𝑖 };
end if
if 𝐶𝑇 = 𝑆𝑜 𝑓 𝑡 then
𝑠𝑐 ← 𝑠𝑐 ∪ {𝑝𝑟𝑒 𝑓 𝑒𝑟 𝑡𝑒𝑟𝑚 𝐹𝑖 ...𝑎𝑖 “𝑏𝑒𝑠𝑡 ′′ };
end if
𝐴 ← 𝐸 (ℎ𝑐);
⊲ The objects satisfying the ℎ𝑐
Compute (𝐴, ≻𝑠𝑐 |𝐴 ) which is a series of blocks 𝐿 = ⟨𝑏 1, . . . , 𝑏𝑍 ⟩.
𝐿 ← SmartFSRank(𝑂𝑏 𝑗, ℎ𝑐, 𝑠𝑐, 𝑀𝐵, 𝑅, 𝑅𝑎𝑛𝑘𝑀𝑒𝑡ℎ𝑜𝑑);
tempConstraints++;
tempRank ← tempRank + CurrentRank(𝐿, 𝑡𝑎𝑟𝑔𝑒𝑡);
tempNavigationCost ← tempNavigationCost + |𝑍𝑜𝑜𝑚𝑃𝑜𝑖𝑛𝑡𝑠 (𝐿, 𝐹𝑖 )|;
/** Part (3) Checking termination condition and obtaining metrics for this session */
if CurrentRank(𝐿, 𝑡𝑎𝑟𝑔𝑒𝑡) ≤ 𝑀 then
cumulativeRanks[𝑡𝑎𝑟𝑔𝑒𝑡] ← cumulativeRanks[𝑡𝑎𝑟𝑔𝑒𝑡] + tempRank;
constraints[𝑡𝑎𝑟𝑔𝑒𝑡] ← constraints[𝑡𝑎𝑟𝑔𝑒𝑡] + tempConstraints;
navigationCosts[𝑡𝑎𝑟𝑔𝑒𝑡] ← navigationCosts[𝑡𝑎𝑟𝑔𝑒𝑡] + tempNavigationCost;
break;
end if
end for
return;

configurations that were evaluated making clear which cases were considered as baselines and
which as methods to test 4 .
We tested all three ranking policies in this scenario. 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 was tested with both hard and
soft constraints sessions. 𝐿𝑒𝑣𝑒𝑙𝑠𝐺 was tested only on hard constraints sessions, because in soft
constraints sessions the focus does not change and as a result 𝑑𝑣𝐺 (𝑜 𝑗 ) = 𝑑𝑣 𝐸 (𝑜 𝑗 ) for each object
𝑜 𝑗 ∈ 𝑂𝑏 𝑗. Finally, 𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐 was tested only on soft constraints sessions, since 𝑑𝑣𝐺,𝑠𝑐 can be defined
only if 𝑠𝑐 ≠ ∅.
4 In

𝐷 𝐹 10𝐾 , we run the simulation for 1000 randomly selected target objects, in all tests.
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Table 4. Baselines and methods to test in 𝑃𝑂𝑆 scenario
Parameters for Alg. 4
Baseline/Method to test
𝐶𝑇 = 𝐻𝑎𝑟𝑑, 𝑅𝑎𝑛𝑘𝑀𝑒𝑡ℎ𝑜𝑑 = R𝑟𝑛𝑑
Baseline
𝐶𝑇 = 𝐻𝑎𝑟𝑑, 𝑅𝑎𝑛𝑘𝑀𝑒𝑡ℎ𝑜𝑑 = R𝑟𝑎𝑟𝑒
Method to test
𝐶𝑇 = 𝐻𝑎𝑟𝑑, 𝑅𝑎𝑛𝑘𝑀𝑒𝑡ℎ𝑜𝑑 = R 𝑓 𝑟𝑒𝑞
Method to test
𝐶𝑇 = 𝑆𝑜 𝑓 𝑡, 𝑅𝑎𝑛𝑘𝑀𝑒𝑡ℎ𝑜𝑑 = R𝑟𝑛𝑑
Baseline
𝐶𝑇 = 𝑆𝑜 𝑓 𝑡, 𝑅𝑎𝑛𝑘𝑀𝑒𝑡ℎ𝑜𝑑 = R𝑟𝑎𝑟𝑒
Method to test
𝐶𝑇 = 𝑆𝑜 𝑓 𝑡, 𝑅𝑎𝑛𝑘𝑀𝑒𝑡ℎ𝑜𝑑 = R 𝑓 𝑟𝑒𝑞
Method to test

To understand the effect of automatic ranking based on the measurements, we calculate the
difference between the metric results in baselines and the methods to test. We express this difference
as a percentage to the metric value of the corresponding baseline. To make this clear, consider the
following case. When tested 𝑃𝑂𝑆 in 𝐷 𝐹 700 with hard constraints sessions and policy 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 , the
average navigation cost (calculated with the formula 𝑐𝑜𝑠𝑡 (𝑐) = |𝑍𝑜𝑜𝑚𝑃𝑜𝑖𝑛𝑡𝑠 |) with R𝑟𝑛𝑑 (baseline)
was 360.22 but with R 𝑓 𝑟𝑒𝑞 (method to test), it fell to 323.39 (note that the navigation cost shows how
many facet values were presented to the user in total throughout the simulated session). So this
difference expressed as a percentage to the baseline is 360.22−323.39
≈ 0.102 = 10.2%. We repeated
360.22
the above process for both types of sessions (hard constraints based and soft constraints based),
and for each ranking policy. To see the corresponding raw measurements, the interested reader
can refer to Tables 14 - 15 in the Appendix B.
The objective of this experiment is to find which ranking method and ranking policy is the most
beneficial, in terms of all the metrics and in all datasets. Specifically we want to find one combination
(i.e. ranking method and policy) that performs better than the others in most cases (i.e. in each metric
and in each dataset), and ideally in all cases. Moreover, we would like this combination to be the
same both in the simulation with hard constraints, as well as in the simulation with soft constraints.
In other words, the best ranking method and ranking policy has to meet 2 requirements: (a) provide
positive improvements for all metrics in all datasets, and (b) achieve the highest improvements
compared to the other ranking methods and policies.
Testing 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 and 𝐿𝑒𝑣𝑒𝑙𝑠𝐺 on sessions with hard constraints. Table 5 shows the improvement
of automatic ranking methods with policies 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 and 𝐿𝑒𝑣𝑒𝑙𝑠𝐺 , on sessions with hard constraints.
First, we observe that R 𝑓 𝑟𝑒𝑞 improves Avg. Constraints (minimum improvement 4.5% and maximum
16.67%) and Avg. Navigation Cost (minimum improvement 6.18% and maximum 17.69%) in all
datasets for both policies. In comparison, R𝑟𝑎𝑟𝑒 achieves lower improvements with regard to Avg.
Constraints and in 3 cases it actually has a negative impact. As regards Avg. Navigation Cost,
R𝑟𝑎𝑟𝑒 performs worse than R 𝑓 𝑟𝑒𝑞 in all cases, with one case having negative results. As regards
Avg. Cumulative Rank, we observe that for policy 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 , R 𝑓 𝑟𝑒𝑞 has negative results from -28.3%
to -68.3%, while R𝑟𝑎𝑟𝑒 achieves improvements from 34.5% to 71.4%. However, when using policy
𝐿𝑒𝑣𝑒𝑙𝑠𝐺 R 𝑓 𝑟𝑒𝑞 achieves better improvements in terms of Avg. Cumulative Rank, from 1.32% to
6.17% while the impact of R𝑟𝑎𝑟𝑒 is negative, in all datasets.
Comparing 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 vs 𝐿𝑒𝑣𝑒𝑙𝑠𝐺 on sessions with hard constraints. From Table 5 we saw that
R 𝑓 𝑟𝑒𝑞 performed better than R𝑟𝑎𝑟𝑒 in most cases. So we need to decide which ranking policy is
the most beneficial for R 𝑓 𝑟𝑒𝑞 . To compare policies 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 and 𝐿𝑒𝑣𝑒𝑙𝑠𝐺 , we plot the improvement
of R 𝑓 𝑟𝑒𝑞 on Avg. Constraints, Avg. Navigation Cost and Avg. Cumulative Rank, in each dataset
(Fig. 4). First, we observe that Avg. Constraints are better improved with 𝐿𝑒𝑣𝑒𝑙𝑠𝐺 in all datasets
except 𝐷 𝐹 700 (Fig. 4. a). As regards Avg. Navigation Cost, in the first 2 datasets 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 achieves
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Table 5. Improvement on 𝑃𝑂𝑆 for hard constraints sessions; positive numbers indicate improvement
Dataset
𝐷𝑅𝑒𝑠
𝐷𝑅𝑒𝑠
𝐷𝐻𝑜𝑡
𝐷𝐻𝑜𝑡
𝐷 𝐹 700
𝐷 𝐹 700
𝐷 𝐹 10𝐾
𝐷 𝐹 10𝐾

𝐿𝑒𝑣𝑒𝑙𝑠𝐺

𝐿𝑒𝑣𝑒𝑙𝑠𝐸

20

10

0
𝐷𝑅𝑒𝑠

𝐷𝐻𝑜𝑡

(a)

𝐷 𝐹 700

𝐷 𝐹 10𝐾

𝐿𝑒𝑣𝑒𝑙𝑠𝐺

20

𝐿𝑒𝑣𝑒𝑙𝑠𝐸
Avg. Cumulative Rank (%)

Avg. Navigation Cost (%)

Avg. Constraints (%)

𝐿𝑒𝑣𝑒𝑙𝑠𝐸

Ranking Avg.
Con- Avg. Naviga- Avg. Cumulation Cost (%)
tive Rank (%)
Method straints (%)
𝐿𝑒𝑣𝑒𝑙𝑠𝐸 𝐿𝑒𝑣𝑒𝑙𝑠𝐺 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 𝐿𝑒𝑣𝑒𝑙𝑠𝐺 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 𝐿𝑒𝑣𝑒𝑙𝑠𝐺
R 𝑓 𝑟𝑒𝑞
12.50
16.67 13.47
17.69 -28.35
6.17
R𝑟𝑎𝑟𝑒
-1.47
1.42
3.72
0.79
34.48
-7.12
R 𝑓 𝑟𝑒𝑞
9.37
12.68
9.18
12.86 -50.23
1.91
R𝑟𝑎𝑟𝑒
5.74
7.08
4.54
7.33
52.90
-0.80
R 𝑓 𝑟𝑒𝑞
10.87
9.89
10.22
8.51 -68.33
3.96
R𝑟𝑎𝑟𝑒
-1.09
0.00
-3.59
-0.05 71.39
-3.12
R 𝑓 𝑟𝑒𝑞
4.52
8.37
6.96
6.18 -43.36
1.32
R𝑟𝑎𝑟𝑒
-3.17
4.85
0.31
1.07
42.62
-0.14

15
10
5
0
𝐷𝑅𝑒𝑠

𝐷𝐻𝑜𝑡

(b)

𝐷 𝐹 700

𝐷 𝐹 10𝐾

𝐿𝑒𝑣𝑒𝑙𝑠𝐺

0
−20
−40
−60
𝐷𝑅𝑒𝑠

𝐷𝐻𝑜𝑡

𝐷 𝐹 700

𝐷 𝐹 10𝐾

(c)

Fig. 4. Comparison of improvements of R 𝑓 𝑟𝑒𝑞 (in terms of Avg. Contraints, Avg. Navigation Cost and Avg.
Cumularive Rank) in each dataset for sessions with hard constraints.

better improvement, while the opposite happens in the last 2 (Fig. 4. b). Finally, in terms of Avg.
Cumulative Rank we see the biggest difference. With 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 , R 𝑓 𝑟𝑒𝑞 has a negative impact in all
datasets, but this changes with 𝐿𝑒𝑣𝑒𝑙𝑠𝐺 where R 𝑓 𝑟𝑒𝑞 improves (slightly) the Avg. Cumulative Rank
in all datasets.
In order to better understand which ranking method and ranking policy is the most beneficial,
we report the average performance 5 of each combination across the 4 datasets, for hard constraints
sessions, in Table 6. The first requirement is to improve all the metrics. We observe that only R 𝑓 𝑟𝑒𝑞
with 𝐿𝑒𝑣𝑒𝑙𝑠𝐺 meets this requirement. The second requirement is to have the highest improvements
compared to the other methods. R 𝑓 𝑟𝑒𝑞 with 𝐿𝑒𝑣𝑒𝑙𝑠𝐺 has the highest improvement w.r.t Avg. Constraints and Avg. Navigation Cost (approximately the same as R 𝑓 𝑟𝑒𝑞 with 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 ). It has the second
highest improvement w.r.t Avg. Cumulative Rank. These results indicate that R 𝑓 𝑟𝑒𝑞 with 𝐿𝑒𝑣𝑒𝑙𝑠𝐺 is
the most beneficial ranking method in comparison to the other ranking methods.

5 We calculate the weighted average value of each metric. The weights are equal to the number of objects simulated as target

objects in each dataset.
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Table 6. Average improvement of ranking methods
on 𝑃𝑂𝑆 with hard constraints sessions; (positive numbers signify improvement)
Ranking Ranking
Avg.
Policy
Method Constr.
(%)

𝐿𝑒𝑣𝑒𝑙𝑠𝐸
𝐿𝑒𝑣𝑒𝑙𝑠𝐸
𝐿𝑒𝑣𝑒𝑙𝑠𝐺
𝐿𝑒𝑣𝑒𝑙𝑠𝐺

R 𝑓 𝑟𝑒𝑞
R𝑟𝑎𝑟𝑒
R 𝑓 𝑟𝑒𝑞
R𝑟𝑎𝑟𝑒

7.81
-0.87
10.05
3.51

Table 7. Average improvement of ranking methods
on 𝑃𝑂𝑆 with soft constraints sessions; (positive numbers signify improvement)

Avg.
Avg.
Nav. Cumul.
Cost
Rank
(%)
(%)

Ranking Ranking
Avg.
Policy
Method Constr.
(%)

8.73
-0.01
8.70
1.78

𝐿𝑒𝑣𝑒𝑙𝑠𝐸
𝐿𝑒𝑣𝑒𝑙𝑠𝐸
𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐
𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐

-51.68
53.11
2.53
-1.58

R 𝑓 𝑟𝑒𝑞
R𝑟𝑎𝑟𝑒
R 𝑓 𝑟𝑒𝑞
R𝑟𝑎𝑟𝑒

9.38
2.20
8.45
2.43

Avg.
Avg.
Nav. Cumul.
Cost
Rank
(%)
(%)
8.96
1.14
9.75
1.44

2.79
-2.23
-3.39
2.62

Testing 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 and 𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐 on sessions with soft constraints. Table 8 shows the improvement
of automatic ranking methods with policies 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 and 𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐 on sessions with soft constraints.
First, we observe that R 𝑓 𝑟𝑒𝑞 improves Avg. Constraints (minimum improvement 5.88% and maximum 19.9%) and Avg. Navigation Cost (minimum improvement 5.56% and maximum 17.4%) in
all datasets for both policies. In comparison, R𝑟𝑎𝑟𝑒 achieves lower improvements with regard to
Avg. Constraints and in 3 cases the improvement is less than 1%. As regards Avg. Navigation Cost,
R𝑟𝑎𝑟𝑒 performs worse than R 𝑓 𝑟𝑒𝑞 in all cases, with 1 case having negative results and 2 being in the
range [−0.5%, 0.5%]. As regards Avg. Cumulative Rank, we observe that R 𝑓 𝑟𝑒𝑞 with policy 𝐿𝑒𝑣𝑒𝑙𝑠𝐸
achieves improvements in all datasets (from 1.47% to 8.26%). On the other hand, R𝑟𝑎𝑟𝑒 with policy
𝐿𝑒𝑣𝑒𝑙𝑠𝐸 has negative results in all datasets. Finally, when using policy 𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐 , R 𝑓 𝑟𝑒𝑞 improves
Avg. Cumulative Rank only in the first 2 datasets and R𝑟𝑎𝑟𝑒 only in the last 2.
Table 8. Improvement on 𝑃𝑂𝑆 for soft constraints sessions; positive numbers indicate improvement
Dataset
𝐷𝑅𝑒𝑠
𝐷𝑅𝑒𝑠
𝐷𝐻𝑜𝑡
𝐷𝐻𝑜𝑡
𝐷 𝐹 700
𝐷 𝐹 700
𝐷 𝐹 10𝐾
𝐷 𝐹 10𝐾

Ranking Avg.
ConAvg. NavigaAvg. Cumulation Cost (%)
tive Rank (%)
Method straints (%)
𝐿𝑒𝑣𝑒𝑙𝑠𝐸 𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐
R 𝑓 𝑟𝑒𝑞
19.93
16.85 17.42
15.96
8.26
8.73
R𝑟𝑎𝑟𝑒
1.75
0.72
0.44
2.37
-6.03
-2.22
R 𝑓 𝑟𝑒𝑞
11.31
15.02
10.63
11.88
2.50
4.87
R𝑟𝑎𝑟𝑒
6.25
5.41
5.20
3.97
-1.25
-1.65
R 𝑓 𝑟𝑒𝑞
10.33
7.10
10.67
5.56
3.90
-4.71
R𝑟𝑎𝑟𝑒
0.00
3.28
-1.10
1.99
-4.07
5.41
R 𝑓 𝑟𝑒𝑞
6.73
5.88
6.12
11.14
1.47
-7.07
R𝑟𝑎𝑟𝑒
2.24
0.90
1.24
-0.02
-0.87
2.88

Comparing 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 vs 𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐 on sessions with soft constraints. From Table 8 we saw that
R 𝑓 𝑟𝑒𝑞 performs better than R𝑟𝑎𝑟𝑒 in most cases. What remains is to inspect which ranking policy
helps R 𝑓 𝑟𝑒𝑞 provide better improvements. To compare policies 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 and 𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐 , we plot the
improvement of R 𝑓 𝑟𝑒𝑞 on Avg. Constraints, Avg. Navigation Cost and Avg. Cumulative Rank, in each
dataset (Fig. 5). First we observe that with 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 , the improvement regarding Avg. Constraints is
better in all datasets except 𝐷 𝐻𝑜𝑡 (Fig. 5. a). As regards Avg. Navigation Cost, the improvement
with 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 is higher in 𝐷 𝑅𝑒𝑠 and 𝐷 𝐹 700 , but lower in the other datasets (Fig. 5. b). Finally, with
𝐿𝑒𝑣𝑒𝑙𝑠𝐸 the improvement in terms of Avg. Cumulative Rank is positive in all datasets. On the other
hand, with 𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐 the results of R 𝑓 𝑟𝑒𝑞 in 𝐷 𝐹 700 and 𝐷 𝐹 10𝐾 are negative (Fig. 5. c).
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𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐
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(c)

Fig. 5. Comparison of improvements of R 𝑓 𝑟𝑒𝑞 (in terms of Avg. Contraints, Avg. Navigation Cost and Avg.
Cumularive Rank) in each dataset for sessions with soft constraints.

In order to understand which ranking method and ranking policy is the most beneficial, we
report the average performance of each combination across the 4 datasets, for soft constraints
sessions, in Table 7. First, we observe that R 𝑓 𝑟𝑒𝑞 with 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 , achieves the highest improvement
w.r.t Avg. Constraints, Avg. Cumulative Rank, and the second highest for Avg. Navigation Cost. It
has positive effect on all metrics. R𝑟𝑎𝑟𝑒 with 𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐 is the only other ranking method that has a
positive effect on all metrics. However, all the improvements are lower than those of R 𝑓 𝑟𝑒𝑞 with
𝐿𝑒𝑣𝑒𝑙𝑠𝐸 . These results indicate that R 𝑓 𝑟𝑒𝑞 with 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 is the most beneficial ranking method.
7.5 Summary of Findings (for 𝑃𝑂𝑆)
From the results presented in §7.4, we observed that R 𝑓 𝑟𝑒𝑞 performs better than R𝑟𝑎𝑟𝑒 on sessions
with hard constraints, with policy 𝐿𝑒𝑣𝑒𝑙𝑠𝐺 . Moreover, R 𝑓 𝑟𝑒𝑞 performs better also in sessions with
soft constraints, with policy 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 . We should point out that 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 and 𝐿𝑒𝑣𝑒𝑙𝑠𝐺 , are equivalent
for sessions with only soft constraints, as we mentioned in §7.2. So, based on our results, the ranking
method R 𝑓 𝑟𝑒𝑞 with the ranking policy 𝐿𝑒𝑣𝑒𝑙𝑠𝐺 , provides better improvements as regards all the
metrics. Specifically, and with respect to the objectives stated in Section 6.1, R 𝑓 𝑟𝑒𝑞 resulted in:
•
•
•
•
7.6

Reduced ℎ𝑐 (from 8.37% to 16.67%)
Reduced 𝑠𝑐 (from 6.73% to 19.93%)
Higher object rankings (from 1.32% to 8.73%)
Lower navigation cost (from 6.12% to 17.69%)
Testing Other 𝑀 and 𝑀𝐵 values

Apart from the main scenario 𝑃𝑂𝑆, we tested more values for 𝑀 and 𝑀𝐵, with policy 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 .
Specifically, we tested 𝑀 = 1, 𝑀 = 2, 𝑀 = 3, and the results were analogous to 𝑃𝑂𝑆, so we omit
these results. Furthermore we tested 𝑀𝐵 = 3 𝑎𝑛𝑑 𝑀𝐵 = 5 for the ranking methods R 𝑓 𝑟𝑒𝑞 and R𝑟𝑎𝑟𝑒 ,
but the results were worse than those with 𝑀𝐵 = 1, for all values of 𝑀. So we decided not to include
these results as well.
8

ROS EVALUATION FOR APPENDBLOCKS

Here we focus on the Recall-Oriented Scenario (ROS). Section 8.1 discusses the gain from AppendBlocks. Then in Section 8.2 we discuss simulation-based evaluation.
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Benefit from AppendBlocks

AppendBlocks solves the problem of too small answers (recall scenario 𝑅𝑂𝑆 in §6.3), by enriching
the answer with objects that approximate the ℎ𝑐. As regards the benefits from 𝑅 (and AppendBlocks),
it is not hard to see that whenever a new approximate object is added, it reduces the number of
constraints the user would have to formulate (for getting that object). Without AppendBlocks, the
user would have to delete one filter and select another. Therefore the gain from adding 𝑅 − |𝐴|
objects is the number of distinct descriptions of these objects, so the gain ranges [1, 𝑅 − |𝐴|].
8.2

Simulation-based Evaluation

One question is how we could use simulation to evaluate the benefits of AppendBlocks and thus of
the scoring functions that were described in §5.1.
Method 1. Percentage of Distinct Descriptions. One way to evaluate the benefit of AppendBlocks is to use a simplified version of Algorithm SimulatedUser (Alg. 4), specifically Alg. 6, that
counts how many times AppendBlocks was called, and how many were the distinct descriptions
of the approximate objects. For example, we can compute what percentage of the 𝑅 − |𝐴| objects
have distinct descriptions. If the percentage is 𝑦 then we can say that the user cost is reduced by
𝑦 ∗ (𝑅 − |𝐴|) clicks.
Algorithm 6 Evaluating the Reduced Cost from 𝑅
Input: 𝑂𝑏 𝑗, 𝐽 (the number of extra approximate objects requested)
Output: Average number of less ℎ𝑐 that the user has to formulate
1:
2:
3:
4:
5:
6:
7:
8:

for each 𝑜 = (𝑣 1, . . . , 𝑣𝑘 ) ∈ 𝑂𝑏 𝑗 or for a set of randomly selected ℎ𝑐 do
Let 𝐿 = ⟨𝑏 1, . . . , 𝑏𝑍 ⟩
⊲ The produced bucket order
𝑅 = |𝑜𝑏 𝑗𝑒𝑐𝑡𝑠 (𝐿)| + 𝐽
Let 𝐿 ′ = ⟨𝑏 1, . . . , 𝑏𝑍 , 𝑏𝑍 +1, . . . , 𝑏𝑍 +𝑉 ⟩
⊲ The extended bucket order
X = Count how many new ℎ𝑐 the user would have to use for getting the objects of 𝑏𝑍 +1
. . .𝑏𝑍 +𝑉 , so the number of distinct ℎ𝑐 (excluding (𝑣 1, . . . , 𝑣𝑘 ))
𝐵𝑒𝑛𝑒 𝑓 𝑖𝑡+ = 𝑋
end for
return the average benefit, i.e. 𝐵𝑒𝑛𝑒 𝑓 𝑖𝑡/|𝑂𝑏 𝑗 |

Method 1: Results. To carry out these experiments we use Alg. 6 for various numbers of extra
objects (i.e. for various values of 𝐽 , e.g. 𝐽 = 1...10). Specifically we run Alg. 6 for J = 5, 10, 15, 20,
25, 30 on 𝐷 𝑅𝑒𝑠 and 𝐷 𝐻𝑜𝑡 . For 𝐷 𝐹 700 the algorithm was run for J = 10, 20, 30, 40, 50. In all cases the
average benefit was equal to J. That means that the simulation showed that the maximum gain was
achieved in all cases.
Method 2. Coverage by the Approximate Objects. Consider a user who is interested in some
ideal objects corresponding to a set of hard constraints ℎ𝑐. However suppose that no such objects
exist in the dataset, therefore the user (through FS) would not even be able to express these ℎ𝑐.
However, through the approximate objects of the extended model the user will be able to express
these ℎ𝑐 and see those objects that more closely satisfy the ℎ𝑐. This makes sense also in FS systems
through spoken dialogue (e.g. see [Papangelis et al. 2018]) where the user is not able to see the
zoom points, therefore quite often he/she expresses constraints with empty answers. Based on
the above scenario, we could try measuring to what extent the approximate objects cover the ℎ𝑐.
Note that AppendBlocks does not have any explicit diversification objective. We should also note
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Table 9. Average results of AppendBlocks evaluation

R
10
20

𝐸𝐴𝑎𝑣𝑔 (%)
98.25
97.44

𝐴𝑝𝐵𝑙𝑎𝑣𝑔 (%)
6.20
24.97

𝐴𝑝𝐵𝑙𝐶𝑣𝑟𝑔,𝑎𝑣𝑔 (%)
52.49
65.80

that a “plain vanilla" diversification that aims at covering the space (of ℎ𝑐) is not necessarily the
best for the user. For example, suppose the ℎ𝑐 is stars=5 and price=50; then a hotel with stars=4
and price=51 is more desired than the following pair of hotels that covers the entire ℎ𝑐: stars=5,
price=100 and stars=2, price=50. However it makes sense to investigate the following research
question: to what extent the approximate objects (as defined in this paper) cover the ℎ𝑐.
To measure the Coverage by the Approximate Objects, we shall simulate users that express
their criteria through hard constraints corresponding to random facet-value pairs. Every simulated
session consists of a fixed number of constraints where only one constraint is set on each facet. On
such sessions we can then count how frequently the user would get an empty answer, i.e. what
percentage of the simulated sessions resulted in an empty answer. For measuring the coverage
of AppendBlocks, we can consider these empty answer cases, and count in how many of these
cases the objects returned by AppendBlocks cover the user’s information need, i.e how frequently
the returned approximate objects covered (collectively) all the facet values specified in the hard
constraints. Obviously, this depends also on the value of the 𝑅 parameter, therefore it makes sense
to test various values, like 𝑅 = 10, 20, 30....
Specifically, if 𝐴𝑛𝑠𝑤𝑒𝑟𝑠 is the total number of simulated sessions, we shall denote by 𝐸𝐴𝑎𝑣𝑔 (from
Empty Answers) the average number of sessions where an empty answer was returned (there was
𝐸𝐴
no object satisfying all the hard constraints) i.e. 𝐸𝐴𝑎𝑣𝑔 = 𝐴𝑛𝑠𝑤𝑒𝑟𝑠
.
𝐴𝑛𝑠𝑤𝑒𝑟𝑠

𝐴𝑝𝐵𝑙
We can now define 𝐴𝑝𝐵𝑙𝑎𝑣𝑔 as 𝐴𝑛𝑠𝑤𝑒𝑟𝑠
, where 𝐴𝑛𝑠𝑤𝑒𝑟𝑠𝐴𝑝𝐵𝑙 is the number of sessions where
an empty answer was returned and the approximate results covered the information need. Let
𝐴𝑝𝐵𝑙𝐶𝑣𝑟𝑔,𝑖 be the number of hard constraints covered by approximate results (returned by AppendBlocks) in session 𝑖, in which an empty answer was returned. Now let 𝐴𝑝𝐵𝑙𝐶𝑣𝑟𝑔,𝑎𝑣𝑔 be the average
number of hard constraints covered by approximate results, on sessions where an empty answer
Í𝐸𝐴 𝐴𝑝𝐵𝑙𝐶𝑣𝑟𝑔,𝑖
1
was returned, calculated as: 𝐴𝑝𝐵𝑙𝐶𝑣𝑟𝑔,𝑎𝑣𝑔 = 𝐸𝐴
∗ 𝑖=1
𝐻𝐶𝑠𝑖𝑧𝑒 .
Note that coverage is a metric that has been also used for evaluating diversification algorithms
(e.g. see [Abid et al. 2016; Drosou and Pitoura 2010]). However, since our approach is not intended
for diversification, we define coverage differently: as a percentage of the user’s ℎ𝑐 (and not w.r.t all
the facets).
The algorithm that makes this simulation and computes the aforementioned metrics is
ApproximateResultsEvaluation (Alg. 7). It takes as parameter the value of 𝑅 and a parameter
𝐻𝐶𝑠𝑖𝑧𝑒 that specifies how many hard constraints will be set in each simulated session (it should
not exceed the number of facets). It also takes as a parameter 𝑆𝑒𝑠𝑠𝑖𝑜𝑛𝑠 that determines how many
sessions will be simulated.
Method 2: Results. We tested the scenario 𝑅𝑂𝑆 on each dataset, by executing the simulation
algorithm. The values tested for 𝐻𝐶𝑠𝑖𝑧𝑒 were 4, 5 and 6, while 𝑆𝑒𝑠𝑠𝑖𝑜𝑛𝑠 was set to 1000. The average
results are shown in Table 9. We can see that around 98% of the simulated sessions resulted in an
empty answer. In these cases, 6.2% (for 𝑅 = 10) and 25% (for 𝑅 = 20) of the time AppendBlocks
returned approximate results that completely covered the information need (the returned objects
collectively satisfied all hard constraints). The average coverage of the information need was 52.5%
and 65.8% for 𝑅 = 10 and 𝑅 = 20 respectively. To conclude we have seen that apart from saving
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Algorithm 7 ApproximateResultsEvaluation
Input: 𝑂𝑏 𝑗, 𝑅, 𝐻𝐶𝑠𝑖𝑧𝑒 , 𝑆𝑒𝑠𝑠𝑖𝑜𝑛𝑠
Output: Avg. Empty Answers, Avg. AppendBlocks Answers, Avg. AppendBlocks Coverage
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:

𝐸𝐴 ← 0; 𝐴𝑛𝑠𝑤𝑒𝑟𝑠𝐴𝑝𝐵𝑙 ← 0; 𝐴𝑝𝐵𝑙𝐶𝑣𝑟𝑔 ← 0;
Let 𝐹 = {𝐹 1, . . . , 𝐹𝑘 } be the set of facets
for 𝑠 = 1, . . . , 𝑆𝑒𝑠𝑠𝑖𝑜𝑛𝑠 do
ℎ𝑐 ← ∅;
for 𝑝 = 1, . . . , 𝐻𝐶𝑠𝑖𝑧𝑒 do
𝐹𝑖 ← GetRandomElement(𝐹 );
⊲ Selects a random element from 𝐹
Let 𝐷 = {𝑡 1, . . . , 𝑡𝑚 } be the domain of facet 𝐹𝑖
𝑡𝑖 ← GetRandomElement(𝐷);
ℎ𝑐 ← ℎ𝑐 ∪ {𝐹𝑖 = 𝑡𝑖 };
𝐹 ← 𝐹 \ {𝐹𝑖 };
end for
𝐴 ← 𝐸 (ℎ𝑐);
⊲ The objects satisfying the ℎ𝑐
if 𝐴 = ∅ then
⊲ Empty answer i.e no object satisfies all the ℎ𝑐
𝐸𝐴++;
𝐴 ← AppendBlocks(𝑅);
⊲ Fills answer with 𝑅 approx. objects
𝑐𝑜𝑛 𝑗𝑢𝑛𝑐𝑡𝑠𝐶𝑜𝑣𝑒𝑟𝑒𝑑 ← 0;
⊲ Conjuncts satisfied by at least one object in approx. results
for each conjunct {𝐹𝑖 = 𝑡𝑖 } ∈ ℎ𝑐 do
if ∃𝑜 𝑗 ∈ 𝐴 with 𝑜 𝑗𝑖 = 𝑡𝑖 then
𝑐𝑜𝑛 𝑗𝑢𝑛𝑐𝑡𝑠𝐶𝑜𝑣𝑒𝑟𝑒𝑑++;
end if
end for
𝐴𝑝𝐵𝑙𝐶𝑣𝑟𝑔 ← 𝐴𝑝𝐵𝑙𝐶𝑣𝑟𝑔 + (𝑐𝑜𝑛 𝑗𝑢𝑛𝑐𝑡𝑠𝐶𝑜𝑣𝑒𝑟𝑒𝑑 / 𝐻𝐶𝑠𝑖𝑧𝑒 );
if 𝑐𝑜𝑛 𝑗𝑢𝑛𝑐𝑡𝑠𝐶𝑜𝑣𝑒𝑟𝑒𝑑 = 𝐻𝐶𝑠𝑖𝑧𝑒 then
𝐴𝑛𝑠𝑤𝑒𝑟𝑠𝐴𝑝𝐵𝑙 ++;
end if
end if
end for
𝐴𝑝𝐵𝑙𝐶𝑣𝑟𝑔,𝑎𝑣𝑔 ← 𝐴𝑝𝐵𝑙𝐶𝑣𝑟𝑔 / 𝐸𝐴;
𝐸𝐴𝑎𝑣𝑔 ← 𝐸𝐴 / 𝑆𝑒𝑠𝑠𝑖𝑜𝑛𝑠;
𝐴𝑝𝐵𝑙𝑎𝑣𝑔 ← 𝐴𝑛𝑠𝑤𝑒𝑟𝑠𝐴𝑝𝐵𝑙 / 𝑆𝑒𝑠𝑠𝑖𝑜𝑛𝑠;
Return 𝐸𝐴𝑎𝑣𝑔 , 𝐴𝑝𝐵𝑙𝑎𝑣𝑔 , 𝐴𝑝𝐵𝑙𝐶𝑣𝑟𝑔,𝑎𝑣𝑔 ;

⊲ It covers this constraint

⊲ All constraints were covered

user effort, AppendBlocks covers quite satisfactorily the information space. The evaluation results
for each dataset, are available in Table 16 in the Appendix B.
9

IMPLEMENTATION AND EFFICIENCY

Section 9.1 discusses the implementation, Section 9.2 discusses efficiency, Section 9.3 discusses the
GUI extensions that were required, and finally Section 9.4 compares the implementation of the
extended model with respect to related tools/systems.
9.1

Implementation

For the implementation of the extended FS model that we propose in this paper, we decided to
use Hippalus [Papadakos and Tzitzikas 2014] which is a publicly accessible web system that
implements the PFS interaction model. The information base that feeds Hippalus is represented in
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RDF/S6 using a schema adequate for representing objects described according to dimensions with
hierarchically organized values.
The server-side of the system is implemented in Java EE v7.0 and deployed with Tomcat Server
v9.0. The data management layer is based on Sesame RDF database v2.7.12 which supports RDF/S
inferencing and querying. The front-end of the system is implemented using HTML/CSS/Javascript.
9.2

Efficiency

Although scalability is not currently the main focus, below we describe the time complexity of
the algorithms and we report time measurements. The time complexity of the ranking methods is
𝑂 (𝑁 ∗ 𝐾) where 𝑁 , 𝐾 are the number of objects and facets.
The simulation algorithms (Alg. 4, 7) were implemented as JUnit tests (v4.12) to assist modular
execution. All simulations were executed using a machine with Intel Xeon E5-2640 v4 2.40GHz, 25
MB Cache (L3), 80 GB RAM, running Linux Ubuntu 18.04.3 LTS 64-bit.
As a basic time efficiency improvement, we used Java’s 𝑝𝑎𝑟𝑎𝑙𝑙𝑒𝑙𝑆𝑡𝑟𝑒𝑎𝑚(), introduced in JDK 1.8,
to iterate over the objects. This reduced the execution time of Alg. 4 about 40% on average, because
it enabled the parallel calculation of each object’s discrimination value. This improvement however,
depends on the number of processor threads (cores) available.
Table 10 reports the execution times of the simulations for 𝑃𝑂𝑆 with hard constraints, while
Table 11 shows the execution times of the simulations for 𝑃𝑂𝑆 with soft constraints. The fourth
column (Total Overhead) shows how much the execution time of the simulation increases when
enabling automatic ranking, in comparison to the execution time of the baseline. The fifth column
displays the average time per constraint in seconds, which is computed as: (execution time of
simulation) / (number of constraints in the simulation). The last column (Overhead per constraint)
shows the average overhead per constraint, and is calculated in the same way as the fourth column
(Total Overhead), but on data from the 5th column (Avg. Constraint Time). The measurements from
all datasets and more specifically the overhead per constraint measure (6th column), show that
automatic ranking, as expected, slows the response time of the system.
However, for the first 2 datasets we see that the overhead per constraint is 0.07 and 0.11 seconds
respectively in the simulation with hard constraints, and 0.02 seconds in the simulation with soft
constraints. These time overheads are not noticeable by the user. On the other hand for the last 2
datasets, the overheads are 1.15, 8.76 seconds respectively in the simulation with hard constraints,
and 0.79, 14.65 seconds in the simulation with soft constraints. These overheads are obviously
noticeable, and therefore it is worth investigating in the future the applicability of top-𝐾 algorithms
[Ilyas et al. 2008] as well as query relaxation algorithms [Cao and Fan 2017], an issue that goes
beyond the scope of the current paper. In any case, the optimization approach depends on how the
underlying dataset has been indexed, and there are approaches for various kinds of indexes (e.g.
for databases see [Marian et al. 2004] or for inverted file see [Ntoulas and Cho 2007]).
In any case the adopted method should guarantee that the subset of the objects that will be
retrieved for scoring, will contain those that maximize the scoring formula. Note that such optimization issues, concern not only the proposed extended model but also algorithms for Preferenceenriched Faceted Search (PFS) [Papadakos and Tzitzikas 2014]. In our implementation and time
measurements, we have not exploited any kind of index (Hippalus relies on a main memory
management API for RDF data).

6 http://www.w3.org/TR/rdf-schema/
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Table 10. Execution times on 𝑃𝑂𝑆 for hard constraints sessions with policy 𝐿𝑒𝑣𝑒𝑙𝑠𝐸
Dataset
𝐷𝑅𝑒𝑠
𝐷𝑅𝑒𝑠
𝐷𝐻𝑜𝑡
𝐷𝐻𝑜𝑡
𝐷 𝐹 700
𝐷 𝐹 700
𝐷 𝐹 10𝐾
𝐷 𝐹 10𝐾

Ranking
Method
R𝑟𝑛𝑑
R 𝑓 𝑟𝑒𝑞
R𝑟𝑛𝑑
R 𝑓 𝑟𝑒𝑞
R𝑟𝑛𝑑
R 𝑓 𝑟𝑒𝑞
R𝑟𝑛𝑑
R 𝑓 𝑟𝑒𝑞

Time in Total Overhead
seconds
(%)
55.22
256.61
364.67
239.76
1,447.61
503.79
868.64
13,968.63
1508.11
3,101.59
39,927.74
1187.33

Avg. Time per Overhead per
constraint (sec) constraint (%)
0.02
0.09
431.05
0.02
0.13
566.18
0.07
1.22
1704.22
0.70
9.46
1248.34

Table 11. Execution times on 𝑃𝑂𝑆 for soft constraints sessions with policy 𝐿𝑒𝑣𝑒𝑙𝑠𝐸
Dataset
𝐷𝑅𝑒𝑠
𝐷𝑅𝑒𝑠
𝐷𝐻𝑜𝑡
𝐷𝐻𝑜𝑡
𝐷 𝐹 700
𝐷 𝐹 700
𝐷 𝐹 10𝐾
𝐷 𝐹 10𝐾

9.3

Ranking
Method
R𝑟𝑛𝑑
R 𝑓 𝑟𝑒𝑞
R𝑟𝑛𝑑
R 𝑓 𝑟𝑒𝑞
R𝑟𝑛𝑑
R 𝑓 𝑟𝑒𝑞
R𝑟𝑛𝑑
R 𝑓 𝑟𝑒𝑞

Time in Total Overhead
seconds
(%)
507.04
481.61
-5.02
4,831.62
4,534.97
-5.02
38,009.34
35,632.30
-6.25
89,268.59
119,517.27
33.89

Avg. Time per Overhead per
constraint (sec) constraint (%)
0.15
0.17
10.75
0.15
0.17
10.75
17.36
18.15
4.54
33.64
48.29
43.54

Extensions of the Graphical User Interface

The rising question is how to extend the GUI of a system supporting FS or PFS, to accommodate
for 𝑅 and 𝑀𝐵 parameters and to make clear the bucket ordering that has been used. In addition, an
explanation service is a nice to have feature for reasons of transparency.
In general we have identified the following GUI-related questions: (a) how to make evident the
automatic ranking, (b) how to enable the user to change the ranking (e.g. frequent vs rare), (c)
how to make clear the objects that do not satisfy the hard constraints, (d) how to provide ranking
explanation (both for ℎ𝑐 and 𝑠𝑐).
Below we describe how we tackled the above questions by showing screenshots from our
implementation. The bucket order is presented by separating buckets with a line label “Top-ranked",
“Second-ranked", etc. so that the preference-based ranking is made clear to the user. The objects
within a preference-based bucket are ordered based on the automatic method presented in this
paper (instead of an arbitrary one). The settings provided are the following:
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(1) Enable / disable 𝑅𝑠𝑎𝑡
(2) Specify the value of 𝑅 parameter
(3) Enable / disable inner bucket ordering
(4) Enable / disable 𝑀𝐵𝑠𝑎𝑡
(5) Specify the value of 𝑀𝐵 parameter
(6) Select policy about discrimination value:
prefer rare values, common values or no
preference

Fig. 6. The automatic ranking settings as
provided in the GUI

Figure 6 shows the settings used in the running example (Fig. 2). As regards rank explanation, we
support a more enriched version of the GUI that also shows the scores of the objects and provides a
rank explanation service. Specifically, for each object of the focus the extended GUI shows its score
(consolidated 𝑠𝑐𝑜𝑟𝑒ℎ𝑐 as a percentage, 𝑑𝑣 𝐸 , and 𝑑𝑣𝐺 ), and Figure 7 (left) shows the enriched version
of the screen in the right side of Fig. 2. Moreover, for each object the GUI provides a button labeled
“explain” that when pressed, it displays the 𝑠𝑐𝑜𝑟𝑒ℎ𝑐 per facet, as well as the soft constraints and
which of them are satisfied by the object. As an example, Figure 7 (right) shows the “explanation
card" for one hotel (𝑜 10 ) that belongs to the approximate results of our running example (Fig. 2),
and this is why its background color is red.

Fig. 7. Enriched Version with Scores and Rank Explanation

The above GUI is indicative and is given only for showing how a user could get the explanation
if they wish too. A simple GUI that implicitly assumes 𝑀𝐵 = 1 and 𝑅 equal to the number that
determines the pagination of the results, is also a means to exploit the results of the extended model
without having to add anything to the current GUIs (i.e. the block headings could be omitted too).
9.4

Comparison with Related Systems

For the time being, we call Hippalus𝑀𝐵,𝑅 the research prototype system derived by enriching
Hippalus with the functionality described in this paper. By comparing Hippalus𝑀𝐵,𝑅 with other
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Table 12. Comparison with Related Systems
Hippalus𝑀𝐵,𝑅 GRAFA [Moreno- Basu
et
al. van Belle [van
Vega and Hogan [Basu Roy et al. Belle 2017]
2008]
2018]
Data Representation
Facet Hierarchies
Multi-valued Facets

Yes
Yes

No
Yes

Yes
No

No
Yes

Availability of External/Log Data
Needs training data
No

No

No

Yes

Result set Characteristics
Approximate Matching
Blocks of desired size
Preferences

No
No
No

No
No
No

Yes
No
No

Yes
Yes
Yes

related tools we could say that, to the best of our knowledge, this is the first system that supports
hard constraints (the typical functionality of FS), soft constraints (including preference inheritance
in the hierarchically organized values), object ranking that considers the soft constraints as well as
the frequency of the data values, and supports the answer size and object granularity constraints.
Since object ranking does not presuppose the existence of log files or training data, it can be widely
applied on any dataset that describes objects according to a multi-dimensional space.
There is no other directly related system to compare with. The closer works to our work, are
[Basu Roy et al. 2008], [van Belle 2017] and [Moreno-Vega and Hogan 2018]. In comparison to
[Basu Roy et al. 2008], we focus on object ranking while they focus on facet ranking. However, their
evaluation is also done by simulations, and one of the metrics used is the number of constraints,
one metric that we also use in our simulations. In comparison to [van Belle 2017], that work relies
on machine learning techniques and user data; while we focus on the query constraints and the
statistical properties of the dataset. Finally, [Moreno-Vega and Hogan 2018] focuses on open domain
FS over RDF data, it assumes that entities are a result of a keyword search query, and the ranking
of objects is based on text similarity functions as well as the properties of the knowledge graph.
Our work on the other hand, does not require any keyword search query; instead the ranking is
based on the user actions.
To make clear the key differences between Hippalus𝑀𝐵,𝑅 and the most related systems (that
were mentioned in §2.2), Table 12 provides a list of features and marks those systems that provide
them.
10

CONCLUDING REMARKS

Although Faceted Search systems are widely used, the issue of object ranking is surprisingly not
well elaborated. In this paper we proposed an extended model for FS that aims at improving the
exploration experience of the users. Specifically, we proposed two parameters that specify the
desired properties of the returned answers (in terms of size and ranking granularity). Subsequently,
and through the algorithm SmartFSRank we factorized the problem to sub-tasks that can be tackled
more easily, and showed how we can produce an object ranking by using this algorithm, that takes
into account (a) hard-constraints, (b) soft-constraints (preferences), and (c) the statistical properties
of the dataset. Then we evaluated the resulting ranking through simulation for testing whether it
reduces the user effort and improves the answers. We comparatively evaluated various cases. The
results provide evidence that the proposed model reduces the user’s cost for finding the desired
object, and improves the interaction experience. Specifically we have seen that the intra-block
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ranking method R 𝑓 𝑟𝑒𝑞 with 𝑀𝐵 = 1, is beneficial in all the datasets we examined, regarding the
user’s average (navigation) cost, up to 17.7% for hard constraints and up to 17.4% for soft constraints.
As regards the approximate objects returned by AppendBlocks, they alleviate the user from
having to change the hard constraints (and note that each approximate object saves at least one
click effort from the user). Although the main objective is to return objects that better approximate
the hard constraints provided by the user, the simulation-based evaluation has shown that the
approximate objects returned (with 𝑅 = 20) provide a good coverage of all the constraints (65.8%
of the user’s hard constraints on average, when the faceted search system would not allow the
formulation of all the hard constraints since they would lead to empty results).
Apart from the above, the paper described an implementation of the model and the required
GUI extensions, while paying attention also to issues of transparency and explainability. There are
several directions and issues for further research. An interesting extension of the ranking algorithm
would be to consider also diversification requirements (e.g. see [Abid et al. 2016] for a survey),
as well as to investigate indexes and algorithms for scalability i.e. for enabling Faceted Search
with automated ranking over very big datasets. Another direction is to investigate whether the
simulation framework and metrics proposed in this paper can be exploited for evaluating in a
cost-effective method the effectiveness of an information access interface (avg, max cost) allowing
in this way the designers to investigate adding/changing facets and terms for improving the overall
findability of the objects.
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NOTATIONS
Table 13. Summary of notations used in Sections 3 and 4

Notation / Abbrevi- Definition / Explanation
ation
FS
Faceted Search
PFS
Preference-enriched Faceted Search
𝐹 1 , . . . , 𝐹𝑘
The facets (also known as attributes)
𝑎𝑖
A user action which is either a hard constraint (restriction/filter) or a soft constraint
(preference)
𝑢𝑠
The user session which is a series of user actions, i.e. 𝑢𝑠 = ⟨𝑎 1, . . . , 𝑎𝑛 ⟩
ℎ𝑐
The set of hard constraints (restrictions/filters) that the user has specified.
𝑠𝑐
The set of soft constraints (preferences) that the user has specified.
𝑂𝑏 𝑗
The set of objects in the dataset (a.k.a instances or tuples)
𝐸 (ℎ𝑐)
The focus, i.e. the set of objects that satisfy the set of hard constraints ℎ𝑐. It is a subset
of 𝑂𝑏 𝑗.
≻𝑠𝑐
The preference relation induced by 𝑠𝑐.
≻𝑠𝑐 | 𝐸 (ℎ𝑐)
The restriction of the binary relation ≻𝑠𝑐 over 𝐸 (ℎ𝑐), that is ≻𝑠𝑐 | 𝐸 (ℎ𝑐) = {(𝑎, 𝑏) ∈ ≻𝑠𝑐
| 𝑎 ∈ 𝐸 (ℎ𝑐), 𝑏 ∈ 𝐸 (ℎ𝑐)}
⟨𝑏 1, . . . , 𝑏𝑧 ⟩
An ordered sequence of blocks (bucket order). Blocks are pairwise disjoint (𝑏𝑖 ∩ 𝑏 𝑗 = ∅)
𝐿
The system’s answer which is a bucket order. It may contain more or less objects than
the focus.
𝑜𝑏 𝑗𝑒𝑐𝑡𝑠 (𝐿)
The set of objects in the system’s answer (those returned by the system)
𝑀𝐵
This is a parameter of type positive integer, that specifies the maximum block size of
the system’s answer 𝐿 = ⟨𝑏 1, . . . , 𝑏𝑧 ⟩. Each block should not contain more than 𝑀𝐵 in
number objects, i.e. |𝑏𝑖 | ≤ 𝑀𝐵, 𝑓 𝑜𝑟 𝑒𝑎𝑐ℎ 𝑖 = 1, . . . , 𝑧
𝑅
This is a parameter of type positive integer, that specifies the exact number of objects
that the system’s answer should contain, i.e |𝑜𝑏 𝑗𝑒𝑐𝑡𝑠 (𝐿)| = 𝑅
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EVALUATION MEASUREMENTS
Table 14. Measurements on 𝑃𝑂𝑆 for hard constraints sessions with policies 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 and 𝐿𝑒𝑣𝑒𝑙𝑠𝐺
Dataset

Ranking
Avg. Constr.
Method 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 𝐿𝑒𝑣𝑒𝑙𝑠𝐺

𝐿𝑒𝑣𝑒𝑙𝑠𝐸

𝐿𝑒𝑣𝑒𝑙𝑠𝐺

𝐿𝑒𝑣𝑒𝑙𝑠𝐸

𝐷𝑅𝑒𝑠
𝐷𝑅𝑒𝑠
𝐷𝑅𝑒𝑠
𝐷𝐻𝑜𝑡
𝐷𝐻𝑜𝑡
𝐷𝐻𝑜𝑡
𝐷 𝐹 700
𝐷 𝐹 700
𝐷 𝐹 700
𝐷 𝐹 10𝐾
𝐷 𝐹 10𝐾
𝐷 𝐹 10𝐾

R𝑟𝑛𝑑
R 𝑓 𝑟𝑒𝑞
R𝑟𝑎𝑟𝑒
R𝑟𝑛𝑑
R 𝑓 𝑟𝑒𝑞
R𝑟𝑎𝑟𝑒
R𝑟𝑛𝑑
R 𝑓 𝑟𝑒𝑞
R𝑟𝑎𝑟𝑒
R𝑟𝑛𝑑
R 𝑓 𝑟𝑒𝑞
R𝑟𝑎𝑟𝑒

75.81
65.6
72.99
172.36
156.54
164.53
360.22
323.39
373.15
2270.89
2112.91
2263.82

77.45
63.75
76.84
175.08
152.57
162.25
364.51
333.5
364.69
2279.12
2138.31
2254.75

121.92
156.48
79.88
309.36
464.75
145.7
416.06
700.35
119.04
5630.19
8071.6
3230.81

2.72
2.38
2.76
3.31
3
3.12
1.84
1.64
1.86
2.21
2.11
2.28

2.82
2.35
2.78
3.39
2.96
3.15
1.82
1.64
1.82
2.27
2.08
2.16

Avg. Nav. Cost

Avg. Cumul. Rank
𝐿𝑒𝑣𝑒𝑙𝑠𝐺

123.4
115.79
132.19
312.75
306.77
315.26
415.42
398.95
428.37
5674.62
5599.53
5682.32

Table 15. Measurements on 𝑃𝑂𝑆 for soft constraints sessions with policies 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 and 𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐
Dataset

Ranking
Avg. Constr.
Method 𝐿𝑒𝑣𝑒𝑙𝑠𝐸 𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐

𝐿𝑒𝑣𝑒𝑙𝑠𝐸

𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐

𝐿𝑒𝑣𝑒𝑙𝑠𝐸

𝐷𝑅𝑒𝑠
𝐷𝑅𝑒𝑠
𝐷𝑅𝑒𝑠
𝐷𝐻𝑜𝑡
𝐷𝐻𝑜𝑡
𝐷𝐻𝑜𝑡
𝐷 𝐹 700
𝐷 𝐹 700
𝐷 𝐹 700
𝐷 𝐹 10𝐾
𝐷 𝐹 10𝐾
𝐷 𝐹 10𝐾

R𝑟𝑛𝑑
R 𝑓 𝑟𝑒𝑞
R𝑟𝑎𝑟𝑒
R𝑟𝑛𝑑
R 𝑓 𝑟𝑒𝑞
R𝑟𝑎𝑟𝑒
R𝑟𝑛𝑑
R 𝑓 𝑟𝑒𝑞
R𝑟𝑎𝑟𝑒
R𝑟𝑛𝑑
R 𝑓 𝑟𝑒𝑞
R𝑟𝑎𝑟𝑒

77.8
64.25
77.46
176.66
157.88
167.47
368.4
329.09
372.47
2261.79
2123.34
2233.73

75.46
63.42
73.67
171.84
151.42
165.01
362.5
342.34
355.29
2307.37
2050.35
2307.85

125.36
115
132.92
313.19
305.37
317.11
415.65
399.44
432.57
5653.86
5570.7
5702.93

2.86
2.29
2.81
3.36
2.98
3.15
1.84
1.65
1.84
2.23
2.08
2.18

2.79
2.32
2.77
3.33
2.83
3.15
1.83
1.7
1.77
2.21
2.08
2.19

Avg. Nav. Cost

Avg. Cumul. Rank
𝐿𝑒𝑣𝑒𝑙𝑠𝑠𝑐

123.63
112.84
126.38
311.82
296.62
316.98
415.22
434.79
392.75
5621.38
6018.74
5459.64

Table 16. AppendBlocks evaluation results in each dataset for 𝑅 = 10 and 𝑅 = 20
Dataset

𝐷𝑅𝑒𝑠
𝐷𝑅𝑒𝑠
𝐷𝑅𝑒𝑠
𝐷𝐻𝑜𝑡
𝐷𝐻𝑜𝑡
𝐷𝐻𝑜𝑡
𝐷 𝐹 700
𝐷 𝐹 700
𝐷 𝐹 700
𝐷 𝐹 10𝐾
𝐷 𝐹 10𝐾
𝐷 𝐹 10𝐾

𝑯 𝑪𝒔 𝒊𝒛𝒆

4
5
6
4
5
6
4
5
6
4
5
6

Empty Answers (%)

𝑅 = 10 𝑅 = 20
98.5
99
99.9
99.9
100
100
95.9
96.2
99
99.4
99.9
99.9
94.4
92.5
97.9
98.4
99.5
99.4
94.9
94.7
99.1
98.7
100
99.9

AppendBlocks Avg.
Appendsuccessses (%) Blocks Coverage
(%)
𝑅 = 10 𝑅 = 20 𝑅 = 10
𝑅 = 20
0.1
0.2
15.94
21.92
0.1
0.1
19.06
24.9
0
0
17.93
24.27
11.5
17.6
62.57
69.78
5.7
8.6
62.32
67.61
2.5
3.8
61.39
66.87
22.5
27.6
71.69
75.92
11.2
18.2
68.25
73.41
6.5
12.3
67.34
72.69
7.2
12.4
62.04
67.24
5
6.8
61.63
64.11
2.1
2.6
59.77
62.2
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