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Abstract Estimating the pose of objects from depth data
is a problem of considerable practical importance for many
vision applications. This paper presents an approach for accurate and efficient 3D pose estimation from noisy 2.5D depth
images obtained from a consumer depth sensor. Initialized
with a coarsely accurate pose, the proposed approach applies
a hypothesize-and-test scheme that combines stochastic optimization and graphics-based rendering to refine the supplied
initial pose, so that it accurately accounts for a sensed depth
image. Pose refinement employs particle swarm optimization to minimize an objective function that quantifies the
misalignment between the acquired depth image and a rendered one that is synthesized from a hypothesized pose with
the aid of an object mesh model. No explicit correspondences
between the depth data and the model need to be established,
whereas pose hypothesis rendering and objective function
evaluation are efficiently performed on the GPU. Extensive
experimental results demonstrate the superior performance
of the proposed approach compared to the ICP algorithm,
which is typically used for pose refinement in depth images.
Furthermore, the experiments indicate the graceful degradation of its performance to limited computational resources
and its robustness to noisy and reduced polygon count models, attesting its suitability for use with automatically scanned
object models and common graphics hardware.
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1 Introduction
As human-made environments abound with objects, interesting applications demanding knowledge of their position and
orientation (i.e., pose) in 3D space can be devised. Relevant
examples include household objects’ manipulation in service
robotics, tangible interfaces in human-computer interaction
(HCI), or bin picking and intelligent parts assembly in industrial settings. A common characteristic of such objects is that
they often lack texture. As a result, the pose of textureless
objects involved in such scenarios cannot be estimated with
the state-of-the-art techniques, such as [10,29,40], that capture object appearance via photometric local patch detectors
and descriptors. Further to this, the proliferation in recent
years of low-cost consumer RGB-D sensors, such as the
Kinect [52], has sparked renewed interest in depth-based
object recognition and localization techniques.
When visual texture is unavailable or unreliable, i.e., due
to its sensitivity to changes in scale, illumination and perspective, depth images provided by active depth sensors become
a natural choice for determining object pose. This is because
readily available depth measurements alleviate the need to
establish multiview correspondences for 3D reconstruction
and bypass the computational overhead and uncertainties
involved in this process. Furthermore, although depth cameras have their own limitations to (i.e., outdoor) illumination,
compared to local keypoints, depth information is less sensitive to illumination effects, such as shadows or luminous
specularities, often encountered in industrial and service
robotics settings. Last but not least, the easily available intrin-

123

X. Zabulis et al.

sic calibration of off-the-shelf consumer RGB-D devices
favors their deployment in a wide variety of applications. In
this paper, the term depth will imply the component of range
in the direction of the optical axis and a depth image will
mean a regular 2D grid of pixels with a depth measurement
at most of them.
Accurate pose estimation for objects a few centimeters
in size using consumer RGB-D sensors is challenging due
to the wide field of view and medium imaging resolution
of the latter, which results in noisy depth measurements of
low precision and resolution [27,49]. The situation is further complicated by execution time constraints, since they
limit the volume of the searchable 6D pose space and thus
affect the frequency of failures. This work concerns the task
of accurately estimating the pose of arbitrary rigid objects
for which a 3D model, an initial pose and a potentially noisy
depth image from a commodity depth sensor are available.
Such a task arises often in the context of object detection or
tracking pipelines [30,34]. For example, object detection in
3D data often provides an approximate pose as a byproduct.
This pose is subsequently improved in a verification step that
is aimed to confirm the agreement of a certain model with the
depth data and, thus, achieves the elimination of false positives. A similar situation arises in 3D object tracking, where
an initial pose available from previous frames needs to be
updated for each incoming frame. Owing to the availability of an approximate initial pose, the iterative closest point
(ICP) algorithm [2,38] is a particularly popular choice for
pose refinement in both the aforementioned scenarios.
This paper proposes an alternative to ICP for pose refinement from 3D data. Its contributions include: i) a novel
objective function for comparing the alignment of two depth
images; ii) an algorithm for model-based pose refinement that
explores the pose space using the objective function to evaluate multiple pose hypotheses simultaneously; iii) an efficient
parallel implementation of the suggested algorithm on the
graphics processing unit (GPU); and iv) a detailed experimental evaluation demonstrating that this algorithm performs
much better than ICP. The proposed approach employs a
single depth image obtained from a depth camera and an
initial, possibly crude, estimate of the object’s pose which
is assumed to originate from an object detection or tracking
algorithm. The accuracy of this initial pose is improved using
exclusively depth information and making no assumptions
regarding the presence of texture. Apart from the requirement
for the provision of an initial pose, the approach is oblivious
to the actual object detection algorithm, details of which shall
not be of concern in this paper. The reader interested in the
state-of-the-art object detection in RGB-D images is referred
to [41].
The proposed approach adopts a hypothesize-and-test paradigm that repeatedly forms new hypotheses regarding the
3D pose of an object. Each pose hypothesis is evaluated
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using a forward process to render the object of interest at
that pose and then comparing the rendered depth image with
the observed depths. Measuring the affinity between the rendered image and the acquired one does not require explicit
correspondence establishment between the two and involves
their depth values, their surface normals, as well as their depth
edges. Multiple pose hypotheses are evaluated and the one
that best accounts for the observed depth data is selected as
the refined estimate.
To overcome the limitations of low resolution and sensor
noise, the proposed approach compares depth values directly
and strives to maximize the number of pixels involved in a
comparison. Furthermore, no assumptions are made regarding the richness of surface normal variations, and hence, the
approach has no issues with non-uniform meshes and large
planar faces in particular. Missing data and moderate occlusions can be tolerated and the implementation greatly benefits
from the nowadays widely available high-performance GPU
accelerator hardware. The approach employs a fully projective imaging formulation with the sensor’s default intrinsic
parameters and can straightforwardly accommodate new
objects of arbitrary resolution without any parameter tuning.
The proposed approach has been published in a shorter
form as [48] and has been employed in [22] as part of an
object detection and recognition pipeline. The current paper
provides a more detailed presentation and literature review, as
well as an extended evaluation based on an improved implementation. The remainder of the text includes a review of
object pose estimation techniques in the context of object
detection and recognition in Sect. 2, which also focuses on
pose refinement with ICP. This is followed by a description
of the proposed approach and a discussion of some relevant
implementation details in Sect. 3. Experimental results and
a comparison against two ICP flavors are reported in Sect. 4,
and the paper concludes in Sect. 5.

2 Related work
Pose estimation from 3D data is often addressed in the
broader context of object detection and recognition. Existing approaches use either object-centered or view-centered
representations. Representative approaches from each category are briefly discussed next.
In object-centered approaches, distinctive features of an
object’s shape are extracted and their properties are encoded
in an object-centered coordinate system to form a model that
is independent of any observation viewpoint. Given a depth
image with an unknown object, the latter is recognized by
matching its features with those of the model. The pose of
the object can be estimated from the underlying geometries
of the corresponding features using standard absolute orientation techniques [23]. Most approaches in the literature
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fall in this category and a far from exhaustive list includes
representations, such as spin images [25], 3D shape contexts [17], histograms of oriented gradients on meshes [50],
point histograms [39], heat kernel signatures [6], oriented
point pairs [13], and local depth SIFT [11]. In recent years,
local point feature descriptors that combine texture and shape
cues on a per pixel basis have also appeared, e.g., [15,31,44].
Nevertheless, they focus primarily on the aspect of description and do not address the issue of local feature detection.
There exist two issues of practical concern with respect
to the application of object-centered approaches. The first is
qualitative and regards the information that is being matched.
In particular, there is a difference in the locations as well
as the descriptions of features detected on a complete 3D
mesh and on a 2.5D one. For example, a dominant feature,
such as a large protrusion, is captured much differently by
a feature descriptor in a complete 3D mesh and in its 2.5D
counterpart, in which half of its structure might be absent.
The descriptors are not insensitive to such differences in the
compared information, which thereby cast their matching
less accurate and reliable.
The second issue is quantitative and regards image resolution. Specifically, 3D features, such as the DoG-based
ones in [11], which have been applied to the registration of
clean and high-resolution laser scans, do not perform well
on noisy, low-resolution 2.5D depth images [49]. In many
applications, this problem is reinforced by the small apparent size of objects in depth images, caused by a multitude
of factors such sensor range limitations, wide field of view,
large object to sensor distance, and small physical size of
the objects of interest. Due to these reasons, and in contrast
to feature-based approaches, the proposed approach investigates the potential of utilizing all available support from the
pixels imaging an object.
The other class of approaches consists of those relying
on view-centered representations to capture the appearance
of an object using multiple descriptions, each dependent on
the vantage point from which the object was observed. Such
approaches are trained with several images (a.k.a. templates)
of an object at different distances from the viewer and poses
that cover the object’s upper view hemisphere. Descriptions
extracted from these images are stored in an associative index
along with the pose of the object. Recognizing an object
in an image then amounts to finding its best match among
the descriptions stored in this index. A rough estimate of
object pose is readily provided by the pose associated with
the best matching description. The greatest challenges that
need to be overcome by view-centered approaches concern
their robustness to clutter and occlusions and their scalability
with respect to the number of represented objects [4].
Hinterstoisser et al. were the first to employ a viewcentered representation for detecting textureless 3D objects
in RGB-D images [21]. They devised an efficient encoding

and a related template matching technique which relies on
depth edges and surface normals to represent an object with
a set of binary training templates. The pose retrieved from
the best matching template is used as a starting point for subsequent refinement with ICP. Tejani et al. [43] converted an
early version of [21] to a scale-invariant patch descriptor and
combined it with a regression forest, using a novel templatebased split function. Apart from detection, this formulation
yields occlusion-aware figure-ground segmentation masks.
Bratanič et al. [5] also rely on the template matching method
of [21] and improve it by modifying the similarity measure
used to combine edges and surface normals and by incorporating dense normals obtained with photometric stereo. The
LineMOD descriptor from [21] was also employed by Kehl
et al. [26], who compute it over bounding boxes centered on
each image location and then apply hash functions to match
them efficiently against a large descriptor database of model
views from multiple viewpoints. The pose of the best matching view is finally refined with ICP.
Park et al. [33] use rendering to construct a database
of reference depth images from multiple viewpoints, identify in parallel the reference image among them that best
aligns with the input one, and finally, refine its pose with
ICP. Wang et al. [45] develop a descriptor which combines
color and shape features. They employ surface patches and
describe them using color histograms and shape features
that depend upon the geometric relationship of patch points
with the patch centroid and the sensor viewpoint. Descriptors
extracted from images of unknown objects are used in a nearest neighbor search to determine the identity of objects and
their approximate 3D pose. Sun et al. [42] represent objects
as collections of patch parts and propose a generalized Hough
voting scheme for object detection, succeeded by pose estimation with ICP. Choi and Christensen [8] augment oriented
point pairs with color information and propose a color point
pair feature. Such features are used in a voting scheme to
generate pose hypotheses which are later clustered together.
The most voted pose clusters are refined further with ICP.
Sun et al. [42] represent objects as collections of patch parts
and propose a scheme based on generalized Hough voting
capable of detecting objects, inferring their categories and
estimating their pose using ICP. Hodan et al. [22] detect and
localize multiple textureless 3D objects with a sliding window approach that captures their appearance using multiple
RGB-D training templates. A rapid, cascade-style evaluation
eliminates unpromising window locations, whereas an efficient voting procedure based on hashing generates a small set
of candidate templates for each remaining window location.
Candidate templates are then verified by matching feature
points in different modalities, and their training-time poses
are refined by fitting 3D models to the depth data. A cascaded
framework is also used by Rios-Cabrera and Tuytelaars [37],
which extend [21] by learning the templates in a discrimi-
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native fashion. Statistically learned features were considered
by Wohlhart and Lepetit [46], who employ a convolutional
neural network to map an image to a compact and discriminative descriptor. By doing so, object detection is formulated
as a nearest neighbor search in the descriptor space and the
reported pose is that of the best matching view.
For completeness, we also mention that some templatebased approaches explicitly establish correspondences
between a model and a depth image and are thus able to estimate pose directly, in a manner similar to [23]. For instance,
Brachmann et al. [4] compute features at every pixel and
use them to train a regression forest that predicts probabilities concerning which object a certain pixel might belong to
as well as what might be its 3D position on an object. Such
3D object correspondences facilitate the generation of object
pose hypotheses which are then refined with a RANSAC-like
scheme in the 6D pose space to yield the correct pose. Refinement minimizes an energy function which compares forest
predictions with images rendered using the observed depth
values and pose hypotheses. The approach of [4] is extended
by Krull et al. in [28], who use a convolutional neural network as probabilistic model to learn to compare rendered and
observed images. Zach et al. [49] maintain putative matching
object coordinates for each pixel in an input image. Outlying
matches are discarded early via local belief propagation and
triplets of the remaining inliers are ranked according to their
min-marginals. The most promising triplets determine the
object pose as the one best geometrically aligning the depth
map with the given 3D model points.
With the exception of [4,28,49], common to all viewcentered approaches discussed above is that the pose information associated with the best matching description is
approximate. This is due to the limited resolution of the pose
sampling process employed in training and also to potential
mismatches during detection or recognition. The processing pipeline of these approaches is hence completed with
a final pose estimation step that refines the retrieved pose,
aiming to provide a more accurate estimate that is used to
geometrically validate a candidate object detection. The ICP
algorithm, which finely aligns two sets of points, whose relative pose is approximately known, is the most commonly
employed method for this final step. According to [49], “all
methods to detect 3D objects in either depth-only or RGBD data aim to provide a good initializer for an ICP-like
refinement procedure”. ICP is well known to be sensitive to
initialization, converging correctly only when sufficient overlap exists between the two point sets and no gross outliers are
present. In the opposite case, however, it can easily get stuck
in local minima. To remedy these shortcomings, numerous
enhancements to the basic ICP have been proposed that aim
to improve the speed of convergence or increase robustness
to local minima, outlying points and noise [38]. In this work,
we propose to substitute ICP with the optimization scheme
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described in Sect. 3. This scheme is compared in Sect. 4.2
both with the standard ICP as well as with a modern, robust
ICP variant [3].

3 The proposed approach to pose refinement
The proposed approach estimates the pose of an object,
whose position and orientation in space are assumed to be
approximately known. This input pose is henceforth termed
the initial object pose {R0 , t0 } and consists of a rotation
matrix and a translation vector. The method also requires as
input a mesh model of the object, the acquired depth image
of the scene, and the depth sensor’s calibration intrinsics.
Its output is a refined pose {R, t}. Both the initial and the
refined poses refer to the sensor coordinate frame. Objects
are represented with arbitrary 3D triangle meshes, which can
originate from CAD drawings or digital scans. A mesh M
is comprised of an ordered set of 3D vertex points V and an
ordered set G of triplet indices upon V that define the mesh
triangles. The 3D oriented bounding box B of each model is
precomputed at initialization time, using the eigenvectors of
V ’s covariance matrix.
Pose refinement generates candidate poses {Ri , ti } and
evaluates them with the aid of depth images Si synthesized
by rendering M at each {Ri , ti }, using a virtual camera
that simulates the actual sensor. A novel objective function
yields score o(i), which quantifies the similarity between
the acquired depth image and each Si . The proposed objective function effectively compares two depth images using
depth, edge, and orientation cues and is amenable to a fast
implementation. Derivative-free particle swarm optimization
is used to efficiently explore the pose space and optimize the
objective function. Finally, the pose whose associated rendering is found to be the most similar to the acquired depth
image is retained as the result.
An overview of the proposed approach is illustrated in
Fig. 1 through the visualization of its key data elements.
Candidate and final poses are visualized by overlaying, upon
the intensity images, renderings of the object model at these
poses. Intensity images are not employed by the approach
and are included solely for illustration purposes. Pose visualizations include the edges of the corresponding synthetic
image, plot in a bright color.
3.1 Initialization
During initialization, mesh M is loaded on the GPU. The initial pose, which can be quite crude, is used to bootstrap pose
estimation. Rendering M using the initial pose determines a
2D, axis-aligned bounding box β. To mitigate possible initial
pose inaccuracies, β is inflated proportionally to the initial
camera-object distance.

Correspondence-free pose estimation for 3D objects…

Fig. 1 Overview of the proposed approach. Top-left original depth
image with intensities proportional to depth; black corresponds to pixels without depths. Top-right original RGB image with inset thumbnails
that show the initial pose (top) and the estimated pose (bottom), in magnification. The misalignment between the bottom-right part of the iron
and the image is evident in the top thumbnail. Bottom-left input depth

image with detected edges superimposed in red. Thumbnails show in
magnification the depth values and edges (bottom) and color-coded
surface normals (top). Bottom-right rendering of the object, generated
during hypothesis formulation, and detected edges superimposed; the
illustrated pose is also the refined, output pose; thumbnails are as in
bottom-left of this figure

To suppress sensor noise, the acquired depth image is
median filtered with a 5×5 kernel and the result is retained as
image D. Depth shadows, surfaces with poor IR-reflectance,
and other shortcomings of consumer depth sensors manifest
as invalid pixels in D, not contributing with 3D points. Surface normals for valid depth pixels are estimated by local
plane fitting and stored in N . Specifically, normals are computed as the minimum eigenvectors of covariance matrices
defined from the 3D points corresponding to depth pixels in
small (i.e., 5 × 5) neighborhoods [1]. A binary edge image
E is computed by thresholding the output of the Sobel operator applied to D. These operations are parallelized on the
GPU at pixel level. The distance transform T of E [14] is
also computed in parallel on the GPU, as described in [7].
Only D is uploaded to the GPU, which uses it to compute N
and T . No other transmission of input data to the GPU takes
place.

the image that the sensor would acquire if it imaged the target
object in isolation at the hypothesized pose.
Pose rendering is formulated as follows. Transform
{R0 , t0 } brings the model to an approximately correct location and orientation, in the sensor’s reference frame. Candidate poses are parametrized relative to this initial pose,
using a relative translation ti and an “in place” rotation
Ri , about the centroid c of the points in V . As is customary, the model is first translated by −c to be centered on
the origin; it is then rotated by Ri , and finally translated
back in place by c. Rotation Ri is the product of primitive rotations about the three coordinate axes, i.e., Ri =
Rx (θi )·R y (φi )·Rz (ωi ). The transformation that model point
x undergoes is Ri · (x − c) + c + ti . To avoid repeated calculations, initial and candidate poses are combined into the
following overall transformation:
Ri · R0 · x + Ri · (t0 − c) + c + ti

(1)

3.2 Pose hypotheses rendering
A rendering process simulates depth images of the target
object at a hypothesized pose against a blank background.
The simulated depth sensor shares the same intrinsic parameters with the real one. A rendered image thus simulates

and, thus, the final rendering transformation is {Ri · R0 ,
Ri · (t0 − c) + c + ti }. The model, transformed according to
Eq. (1), is rendered in depth image Si . Depth edges and surface normals of Si are computed and stored in binary image
E i and data structure Ni , respectively, for subsequent use.
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Fig. 2 Three composite depth
images, each made up of 50
pose hypotheses arranged in a
5 × 10 grid. Brighter pixels
render depth values further away
from the sensor than darker
ones. Each composite image has
been rendered in one batch with
all of its hypotheses being
bounded by a rectangle and
cropped when lying outside, to
avoid interference with
neighboring hypotheses. In the
early generations (cf. Sect. 3.4),
pose hypotheses exhibit a
greater variability compared to
subsequent generations, where
particles have converged closer
towards the solution (top image
shows pose hypotheses from the
first generation, whereas the
middle and bottom ones show
hypotheses for the 25th and last
out of 100 generations,
respectively)

Computation and storage of Si , E i , and Ni are delegated
to the GPU. The process employs Z -buffering to respect
visibility and, thus, realistically deals with self-occlusions.
Parallelization is performed at two levels of granularity. At a
fine level, rendering is parallelized upon the triangles of the
rendered mesh, employing standard, built-in GPU functions.
At a coarse level, multiple hypotheses are rendered together,
populating a composite image that gathers several renderings (see Fig. 2). In this fashion, multiple hypotheses are
evaluated in a single batch, resulting in better utilization of
GPU resources and reduced communication with the CPU.
Edge detection is applied once, directly upon the composite
image, neglecting edges occurring at the boundaries between
composite image elements. As explained in Sect. 3.4, all
hypotheses rendered together in a composite image are independent, thus increasing the method’s parallelism.
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3.3 Pose hypotheses evaluation
A candidate pose is evaluated with respect to the extent to
which it agrees with the acquired depth image. Ideally, rendering the object model at its true pose would produce an
image identical to the acquired one. Function o(·) avails a
similarity score o(i) by examining the likeness of depth values, surface normals, and distance of depth edges when D
and Si are overlaid. More specifically, the two depth images
are corresponded in terms of their pixel coordinates and are
compared as follows.
Depth values from D and Si are examined pixelwise. For n
pixel pairs, depth differences δk are computed at corresponding, same pixel locations. The cumulative depth cost term is
given by Eq. (2), in which |δk | is set to ∞ if greater than
a threshold dT , to avoid comparing with irrelevant surfaces
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in the background.1 For the same n pairs of pixels, the cost
due to surface normal differences is as in Eq. (3), where γk
equals the dot product of the two corresponding surface normals. Edge differences are aggregated in an edge cost using
E and E i . For each edgel j within bounding box β in image
E i , let  j be the distance from its closest edgel in the overlaid
image D. Distance  j is looked up from the precomputed 2D
index T , at the location of edgel j. The corresponding edge
cost term is given by Eq. (4), where m is the number of edgels
in β:
di =
ui =
ei =

n

k=1
n

k=1
m

j=1

1
|δk | + 1

(2)

1
|γk | + 1

(3)

1
.
j + 1

(4)

Each of the cost terms in Eqs. (2), (3), and (4) involves two
ordered pixel sets, one from each image D and Si that contain
the pixel locations to be compared. Since di , u i , and ei have
different numeric ranges, the combined cost is defined by
their cubed geometric mean:
o(i) = −di · ei · u i .

(5)

The minus sign is used to ensure that optimal values correspond to minima, since di , ei , and u i are non-negative.
Summing the reciprocals of partial differences |δk |, |γk |
and  j rewards poses that maximize the support (i.e., spatial
overlap) between the compared regions of D and Si : these
partial sums are positive, thus the more pixels, the lower
(better) the overall score becomes. The larger a difference, the
smaller its induced decrease in the score. Hence, the objective
function improves when more pixels in the rendered depth
map overlap with the surfaces captured in the acquired image,
whereas pose hypotheses based on little support do not yield
good scores.
Despite the use of threshold dT above, as no segmentation procedure is employed, the rendered object may still
be compared against pixels that correspond to background
or occluding surfaces between the object and the sensor. To
counter this effect, only pixels located in β are considered.
Hypotheses that correspond to renderings partially outside
β obtain a poor similarity score, and thus, the solution does
not drift towards an irrelevant surface. In addition, during the
evaluation of each hypothesis, the oriented bounding box Bi
1

In our implementation, dT is set to 20 mm, a value determined by
considering the size of the search space for candidate poses and the
sensors sensitivity to depth changes.

that corresponds to hypothesis i is computed by transforming
B according to Eq. (1). By doing so, depth pixels within β
but corresponding to 3D points outside Bi are not considered
in the comparison, as they are irrelevant to the hypothesis
being evaluated.
3.4 Stochastic optimization for pose refinement
The search space for pose refinement is constrained in a
6D neighborhood of the initial pose estimate {R0 , t0 }. As
the computational cost of an exhaustive grid-based search
in R6 is prohibitive, a numerical optimization approach is
adopted to search for the pose that yields the highest similarity between the rendered and acquired image, according to
the objective function o(·).
Minimization of o(·) is based on Particle Swarm Optimization (PSO) [35], which has proven to be an effective and
efficient computational technique for dealing with other optimization problems arising in vision-based pose estimation,
e.g., [24,32,51]. PSO stochastically evolves a population of
candidate solutions, dubbed particles, that explore the parameter space in runs called generations. Particles move in
the parameter space according to simple formulae over their
positions and velocities. Each particle moves depending on
the best position and it has discovered but is also attracted
by the best position known to its neighboring particles. This
strategy permits the swarm to move towards the most promising solutions, eventually converging to an optimum. PSO
does not require knowledge of the derivatives of the objective function, depends on very few parameters, and requires
a relatively small number of objective function evaluations
until convergence. Compared to gradient-based optimization
methods, the simultaneous use of multiple particles lends
PSO reduced sensitivity to its initialization, hence allowing
it to exhibit better robustness to local minima.
The rotational component of candidate poses is parameterized using Euler angles, while translation is parameterized
with Euclidean coordinates. Each dimension of the pose
search space is bounded, defining a search hyperrectangle
centered on the initial pose estimate. PSO particles corresponding to pose hypotheses are initialized with their
velocities set to zero. The only constraint employed on velocities is that if, during its position update, a velocity component
forces a particle to move outside the search hyperrectangle,
this component is zeroed and the particle does not move in
the corresponding dimension.
Thanks to its particle update strategy, PSO is amenable to
an efficient parallel implementation. PSO updates the state
of each particle after the completion of each generation,
whereas particles evolve independently within a generation.
Therefore, rendering and evaluation of particles can be parallelized at every generation. Optimization is thus parallelized
per generation, communicating to the GPU only the initial
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poses corresponding to the particles of a generation. For each
generation, a composite image is generated for the hypotheses of its particles; this rendering is also parallelized, as
described in Sect. 3.2. The hypotheses in this image are also
evaluated in parallel (see Sect. 3.5). The output communicated to the CPU after the completion of a generation is
the resultant poses of particles along with their scores. As
confirmed experimentally (see Sect. 4), this evaluation strategy results into considerable computational savings, for two
reasons. The first is the increased parallelization due to particle independence. The second relates to the minimization
of communication overhead due to the batch processing of
multiple hypotheses.
The optimization determines pose i  as the minimizer of
o(·). The resulting sensor-referenced pose {R, t} is computed
from Eq. (1) as
R = Ri  · R0 , t = Ri  · (t0 − c) + c + ti  .
3.5 Implementation details
Computation of o(i) in Eq. (5) is performed on the GPU with
minimal CPU communication. An overview of the process
is depicted in Fig. (3), for the simplified example of a composite image that holds six hypotheses, each one rendered
in a smaller window of 3 × 4 = 12 pixels. The evaluation
of the objective function is implemented as follows. Three
matrices of partial differences are formed, namely, Aδ , Aγ ,
and A , one for each of the quantities in Eqs. (2), (3), and
(4). The dimensions of these matrices match those of the
composite image. A GPU thread is assigned to each pixel,
with the task of calculating the partial difference for the corresponding pixel in the composite image. When no data are
available, for example, when the corresponding pixel is not
an edge pixel in Eq. (4), the thread yields zero.
The three matrices Aδ , Aγ , and A are then reshaped and
concatenated to form a single matrix, A. Reshaping is done in
a way that each row of A contains the partial differences for
a single hypothesis. Furthermore, the three quantities appear
interleaved in A, so that rows 3k, 3k + 1, and 3k + 2 of A
contain partial differences for cost terms (2), (3), and (4), for
the kth hypothesis. Each row of A is then reduced to a single
scalar, using addition as the reduction operator, forming column vector V . The elements of V correspond to quantities di ,
u i , and ei in Eqs. (2), (3), and (4). Finally, triplets of consecutive elements of V are further reduced using multiplication
and the results are negated, yielding o(i).
The aforementioned reduction scheme maximizes parallelization, while ensuring coalesced memory access. The
memory layout is designed to take advantage of the GPU
cache, when available, as consecutive partial differences are
stored in consecutive locations in GPU memory. As illustrated in Fig. 3, the required memory capacity depends on
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the imaging and rendering pixel resolution. Indicatively, if
the tiles of a composite image are 100 × 100 pixels and
32 × 32 = 1024 particles are utilized, then the composite
image should have n p = 10,240,000 pixels. Besides depth
(2 bytes), the normal vector (3 · 4 = 12 bytes) and distance
from the closest edge (4 bytes) need to be maintained for
each pixel (18 · n p for all pixels). This amount of memory is
required twice (2 · 18 · n p ), since in addition to the rendered
images, the acquired one is also replicated tiled in a composite image of equal dimensions for facilitating the evaluation
of the objective function. Furthermore, auxiliary matrices Aδ ,
Aγ , A , and A are stored in floating point arrays (4 bytes per
pixel each, 4 · 4 · n p in total). Overall, the required memory
capacity is (2 · 18 + 4 · 4) · n p bytes, which for the assumed
composite image size is ≈508 Mbytes. It is noted that this is
a quite conservative estimate of the required memory capacity as, in practice, optimizations are performed to conserve
memory usage, e.g., using less than 4 bytes to represent the
distance to the closest edge, as this value is limited by image
size. Taking also into account the amount of GPU memory
required for program execution and storage of object models, running the implementation on a GPU with only 2 GB
RAM is feasible. This implies that for conventional sensor
resolution and observation distances, even modest graphics
hardware is sufficient for the task. If more capable hardware
is available, the extra memory and computational capacity
can support the parallel processing of multiple objects that
might be present in a scene.

4 Experiments
4.1 Overview
The proposed method was implemented in C++ and CUDA
and was tested on a desktop PC with an Intel i7 CPU at
3.6 GHz and a NVIDIA GT X 580 programmable GPU. This
section presents experiments performed with this implementation which evaluate several aspects of the proposed method.
First, Sect. 4.2 compares it with two ICP variants. Next,
Sect. 4.3 investigates the behavior of the proposed method
with respect to computational resource limitations, with the
aim of optimizing its computational overhead with respect to
the available execution time and desired estimation accuracy.
In Sects. 4.4 and 4.5, the proposed method is evaluated with
respect to the quality of available 3D models. Section 4.6
briefly discusses the integration of the method in an object
detection and tracking pipeline.
All experiments employed a PSO implementation on the
CPU with a reverse communication scheme, which allows
parallel hypotheses rendering and scoring using the GPU
as a co-processor. Indicatively, this implementation of the
proposed method employing 50 particles and 50 generations
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Fig. 3 Graphical illustration of
the computation of the objective
function o(i) for six hypotheses,
arranged in a 2 × 3 composite
image. Uniformly colored areas
correspond to a single
hypothesis. From left to right:
partial differences for Eqs. (2),
(3), and (4) are computed and
stored to Aδ , Aγ , and A .
Matrices Aδ , Aγ , and A are
rearranged to form the rows of
matrix A. Rows of A are
reduced to vector V . Segmented
reduction of vector V results to
o(i)

requires ≈0.1 s per frame to estimate the pose of a model with
≈7 K triangles. Owing to the batch and parallel processing
of hypotheses associated with the particles of a generation,
this is a 12-fold speedup over the sequential evaluation of
hypotheses on the GPU which requires 1.2 s. It is also noted
that the depth sensor was not precisely calibrated but rather
the inaccurate, factory default parameters were used. A more
accurate calibration is expected to further improve the estimated poses.

facts, such as noise and holes (e.g., ‘holepuncher’). Sample
views of the 3D mesh models are shown in Fig. 4, which also
indicates the number of triangles for each object as well as
the number of frames comprising its corresponding image
sequence. For better readability, graphs that follow in the
description of experiments enumerate the objects in the order
they are shown in Fig. 4, from top to bottom and left to right.
Thus, object 1 corresponds to ‘duck’, 2 to ‘cat’ and so on
up to object 15 which is ‘cup’. For future reference, the total
number of frames across all sequences is 18.274.

4.1.1 Data set
4.1.2 Pose estimation error quantification
The experiments employ data from the public data set2 introduced in [21]. This data set consists of 15 RGB-D sequences
of textureless objects captured with a Kinect sensor that
imaged a mostly static scene from various viewpoints. Each
sequence relates to a single object and is named after it.
Objects measure from 5 to 15 cm in each dimension and
were imaged between 0.8 to 1.2 m away from the sensor.
The images exhibit significant viewpoint variation, background clutter, and moderate occlusions, and artifacts which
combined with sensor noise contribute to the emergence of
significant amounts of outliers in the depth data. Ground truth
object poses are provided for each image. Apart from the
object of interest, all sequences contain additional objects
that occasionally partially occlude the former. The Kinect 1
RGB-D sensor was employed for data acquisition in the
experiments, and thus, the depth channel’s resolution was
640×480 pixels and its field of view 57◦ ×43◦ . Ground truth
was obtained via marker-based extrinsic calibration from the
corresponding RGB images, which are also included in the
data set.
In addition to RGB-D data, the data set includes 3D mesh
models for the employed objects. Rather than having been
designed with CAD software, these models are the outcome
of a scanning process; therefore, some exhibit scanning arti2

http://campar.in.tum.de/Main/StefanHinterstoisser.

Pose estimation error is quantified as in [21] and, specifically, as the average distance between corresponding model
points at the ground truth and the estimated pose. That is, for
ground truth pose {Rg , tg } and an estimate {Re , te }, the error
expresses their misalignment and is given by
E=

ν

κ=1 |gκ

− eκ |

ν

,

(6)

where gκ = Rg · xκ + tg , eκ = Re · xκ + te , and ν is the
number of mesh model vertices. For objects with ambiguous pose due to being symmetric, namely, ‘glue’, ‘eggbox’,
‘bowl’, and ‘cup’, error quantification is modified as suggested in [21] to account for the best possible alignment:
ν
ν
κ=1 min j=1 (|gi − e j |)
.
(7)
E=
ν
4.1.3 Initial poses
To make the experiments independent of a particular object
detection method, the initial pose estimates required by the
proposed method were obtained by Monte Carlo-type simulations as random perturbations of the ground truth poses.
Specifically, the ground truth pose for each frame was additively perturbed by a random vector following a multivariate
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Fig. 4 15 3D mesh models
utilized in the experiments. Also
shown are the number of
triangles in the corresponding
mesh models and the total
number of frames for each
sequence
‘duck’
15.8K faces
1254 frames

‘cat’
31.4K faces
1179 frames

‘ape’
11.6K faces
1236 frames

‘benchviseblue’
76.6K faces
1215 frames

‘can’
45.6K faces
1196 frames

‘driller’
25.3K faces
1188 frames

‘glue’
14.9K faces
1220 frames

‘holepuncher’
467.5K faces
1237 frames

‘iron’
36.4K faces
1152 frames

‘lamp’
48.9K faces
1227 frames

‘phone’
33.1K faces
1243 frames

‘eggbox’
55.7K faces
1253 frames

‘cam’
21.6K faces
1201 frames

‘bowl’
21.6K faces
1233 frames

‘cup’
45.1K faces
1240 frames

uniform distribution. The marginal distributions of this vector
were uniform in the interval [−τ mm, τ mm] for the translational parameters and [−α ◦ , α ◦ ] for the rotational ones; this
perturbation range is henceforth denoted as U {τ, α}. Perturbations were applied independently to each pose parameter.
This was repeated 10 times for each frame, estimating the
pose for each perturbation and computing the corresponding
pose estimation errors. For fairness, the same perturbations
were utilized for all pose estimation methods being compared.
The search ranges used for applying PSO were larger
than or equal to the perturbation ranges. Hyperrectangles of
±30 mm, ±α = 30◦ were utilized for mild to moderate perturbations (i.e., up to τ = 30 mm, α = 30◦ ) and ±45 mm,
±α = 45◦ for more extreme ones (τ = 40 mm, α = 40◦ ).
It is noted that such wide search ranges are employed to
accommodate the considerable uncertainty of the initial pose.
In other applications of pose refinement, such as tracking,
search ranges should be considerably tighter, resulting in
more efficient search both in terms of generations and of
execution time. The running time of the proposed method
depends on the PSO parameters (cf. Sect. 4.3), the mesh
model complexity and, to some extent, the scene structure.
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Average running times per frame for various configurations
of the proposed method bootstrapped with the perturbed
poses are included in Figs. 8, 9, 10, and 11.
In total, the experiments presented in the following paragraphs are based on over 3.4 million pose estimations with
the proposed method and over 0.7 million with each of the
two ICP variants. Exact numbers for each class of experiments carried out are provided in figure captions. Hence, the
total running time of the performed experiments amounted to
several days of GPU time for PSO and a few weeks of CPU
time for ICP variants. Apart from the time devoted to executing the pose estimation methods, a comparable amount
of time was spent for evaluating the pose estimation errors
(especially for symmetric objects) and performing disk I/O
for reading images and recording pose estimates, errors, and
execution times.

4.2 Comparison with ICP variants
This section compares the proposed method with pose
refinement based on two variants of the ICP algorithm,
whose performance constitutes a good indication of what
can be achieved with ICP-based approaches. ICP improves
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Fig. 5 Sample results from the
experiments in Sect. 4.2, from
the ‘duck’, ‘cat’, and ‘ape’
sequences (left to right). Top
row shows the original RGB
images: each object appears in
the middle of its corresponding
image, colored yellow (‘duck’),
pink (‘cat’), and mahogany
(‘ape’). In the remaining rows,
initial poses and results are
shown zoomed-in and
magnified: the second row
shows the initial pose
superimposed on the RGB
image, the third row shows the
SICP result, whereas the fourth
row shows the result of the
proposed method

Fig. 6 Box plots for the errors
in mm corresponding to the
poses estimated with PSO,
SICP, and ICP using initial
poses obtained with
perturbations U {10, 10}
(top-left), U {20, 20} (top-right),
U {30, 30} (bottom-left), and
U {40, 40} (bottom-right).
Graphs synopsize 730.960 pose
errors for each method (18.274
frames, each perturbed ten times
with four perturbations), i.e.,
2.192.880 in total

the alignment of two roughly registered sets of points by
iteratively minimizing an error metric. In its classical formulation [2], closest points between the two sets form putative
correspondences at each iteration. Then, the sum of pointto-point distances between corresponding pairs is minimized
with respect to the geometric transformation registering them
and the process repeats until convergence. Other ICP variants minimize a point-to-plane error metric which involves
the sum of distances between points and the tangent planes
at their corresponding points. Point-to-plane distances thus

allow flat regions to slide along each other. Compared to
point-to-point alternatives, the point-to-plane distance has
been observed to have better convergence properties and
yield more accurate results [38], and hence, it has been
adopted by the ICP variants considered in this comparison.
The first algorithm considered for comparison is the
standard ICP with the point-to-plane metric, using the
implementation of [19] with the modification that putative
correspondences, whose distances are larger than the 70th
percentile of all distances, are rejected as outliers. The pro-
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Fig. 7 Success rates for the
pose estimates giving rise to the
errors illustrated in Fig. 6 for
perturbations U {10, 10}
(left-top), U {20, 20} (right-top),
U {30, 30} (left-bottom), and
U {40, 40} (right-bottom). Black
curves correspond to errors for
the initial poses prior to their
refinement. The proposed
method outperforms the other
two in almost all cases

posed method is also compared with the sparse ICP of [3],
using the author’s own implementation. This is a state-of-theart ICP variant chosen for its increased robustness to outliers,
which is achieved by regularizing the ICP error metric with
sparsity-inducing L p norms for p ≤ 1 [16]. In the following, the two variants will, respectively, be referred to as “ICP”
and “SICP”, whereas the proposed method will be denoted
as “PSO”.
Both the ICP and SICP approaches incorporate surface normals through the point-to-plane metric. Their input
includes oriented 3D points obtained by rendering models
at the initial poses. Compared to the alternative of directly
matching the depth sensor data against the complete 3D models, this choice facilitates a fairer comparison of ICP and
SICP with the proposed method. This is because ICP and
SICP are prevented from failing due to erroneously matching their input with self-occluded parts of the model. At the
same time, the point clouds being matched are ensured to be
of similar densities. Figure 5 shows sample results from the
comparative experiments.
For each frame of the data set, the corresponding ground
truth pose was perturbed 10 times using U {10, 10}, U {20, 20},
U {30, 30}, and U {40, 40}. The resulting poses were then
used as initial poses for refinement with PSO, SICP, and ICP.
It is noted that for the two larger perturbations, the resulting initial poses differ considerably from the true ones. PSO
was applied with 100 particles and 100 generations, since, as
will be shown in Sect. 4.2, these parameters yield accurate
poses within a moderate amount of time. The errors corresponding to the poses obtained from the application of the
three pose estimation methods are shown with Tukey box
and whisker graphs in Fig. 6. Specifically, each box extends
between the 25th and 75th percentiles (i.e., the interquartile
range), whilst the central mark indicates the median of the
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errors for every sequence. The upper whisker mark is the
value of the largest pose error that is less than or equal to the
75th percentile plus 1.5 times the interquartile range. Analogously, the lower whisker mark is the value of the smallest
error that is greater than or equal to the 25th percentile less
1.5 times the length of interquartile range.
Compared to both SICP and ICP, PSO’s lower medians
indicate that on average, it yields more accurate poses for
all perturbations. As shown by their much shorter boxes
and smaller whiskers ranges, pose errors for PSO also have
smaller variability. This observation suggests that the proposed method is more robust than its ICP counterparts. As
expected, the larger variations for the PSO pose errors occur
for the largest perturbation, i.e., U {40, 40}. However, it is
worth noting that in this case, the errors are skewed to the
right, i.e., they are concentrated on the low end of the scale.
Overall, the proposed method is systematically more accurate than ICP and SICP.
Owing to the fact that each iteration of PSO is guaranteed not to increase the objective function, the proposed
method never converges to a pose that is worse than the
one it was initialized with. On the contrary, ICP variants
might diverge to poses appreciably worse than their initial one. As the inaccuracy of their initial poses increases,
ICP and SICP frequently yield poses with large errors.
In contrast, increasingly inaccurate initial poses have a
less pronounced effect on the estimation errors for PSO,
which exhibits a graceful degradation. Perturbations rising
up to U {40, 40} still yield reasonable errors for the proposed method, while ICP and SICP yield considerably larger
errors that are comparable to the size of objects. This can
be seen more clearly using the pose estimation errors to
measure the success rate of pose estimation, as suggested
in [21].
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Fig. 8 Results from the decreasing budgets experiment from 730.960
pose estimations. Left accuracy obtained with the four configurations
in the right legend, shown by the mean error for each sequence. Right
execution times for the 4 configurations and all 15 sequences. The con-

siderably longer execution times for object 8 (‘holepuncher’) are due
to its much larger number of faces; the cropped error bars represent
values 9222.79 (200/200) and 3994.02 (100/100)

Specifically, the estimated poses are classified into correct
and erroneous ones according to whether their corresponding
errors computed, as described in Sect. 4.1.2, do not exceed
an object-specific threshold. For each object, this threshold is
defined as km ·d, where km is a fixed coefficient set to 0.1 and d
is the diameter of the object’s model, i.e., the largest distance
between any two of its vertices. Figure 7 shows the success
rates for the three pose refinement methods and each of the
four perturbations employed. The success rates for the initial
poses prior to their refinement are also included for comparison. As can be observed from the plots, pose estimation
failures are less frequent for the proposed method, even when
it is initialized far from the correct pose. This suggests that
the proposed method exhibits a wider basin of convergence,
a feature that when employed in a view-centered pipeline
(cf. Sect. 2), would facilitate a coarser sampling of training
poses for the detection step while preserving pose estimation
accuracy.
Considering that both ICP versions tested were implemented on the CPU, direct comparisons of their execution
times with the proposed method are meaningless. Nevertheless, a qualitative comparison can be made. The proposed
method stops after 100 iterations, as this is the number
of PSO generations used in the comparison. On average, ICP converges after a similar number of iterations.
Compared to ICP, SICP is considerably slower, since the
alternating direction method of multipliers (ADMM) optimizer used to solve its underlying optimization problem
takes small steps in the parameter space, which negatively
affect the rate of convergence. Thus, SICP requires a few
thousand iterations until convergence. The matching step
in each iteration of both ICP and SICP involves nearest
neighbor search, which remains time consuming even when
implemented with space partitioning data structures such as
k − d trees. On the other hand, the proposed approach is
amenable to massive parallelization, and thus, it will most
likely execute faster even than a GPU implementation of
ICP.

A direct conclusion from the above experiments is that the
proposed method consistently outperforms the conventional
ICP-based pose refinement approaches in terms of accuracy.
Taking also into account its shorter execution time, it constitutes a better alternative for the pose refinement stage of
object detection, recognition, and tracking pipelines. The
proposed method exhibits better convergence compared to
ICP, as it yields fairly accurate results even in cases where
the initial pose is grossly inaccurate. This might facilitate
computational savings for the detection approach, earlier
in the pipeline, as it permits it to conduct a less detailed
search of candidate appearances. Besides being more accurate, the experiments of this subsection showed that the
proposed approach is also more reliable than ICP. The reason is that it much less frequently than ICP yields grossly
inaccurate results, which in essence correspond to pose estimation failures. As the pose refinement step is often utilized
by detection for verification purposes, this increased reliability can improve detection rates as well.
4.3 Impact of PSO parameters
The experiments in this subsection investigate the impact of
key PSO parameters on the accuracy and speed performance
of the proposed method. The method’s computational cost is
determined by the number of objective function evaluations.
Notably, PSO involves p particles that evolve for g generations, amounting to a total of p · g evaluations. This product
represents a tradeoff between accuracy and speed of execution and we refer to it as the “budget” of an optimization. A
small budget will lead to premature termination and a poor
pose estimate, while a large budget will prolong execution
without noticeable improvements in accuracy. Application
of PSO with p particles and g generations will be denoted as
configuration p/g.
A set of exponentially decreasing budgets, namely, configurations 200/200, 100/100, 50/50, and 25/25, examine
the performance of the method with different settings. For
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Fig. 9 Results from the experiment with the allocation of a fixed
budget to different combinations of particles and generations, summarizing 1.279.180 pose estimations (18.274 frames each perturbed ten
times and tested with seven budget combinations). Left mean error for
seven configurations, grouped per each of the 15 employed sequences.

Right execution times for the 7 configurations and all 15 sequences.
The cropped error bars for sequence 8 represent the values 2455.52,
2009.74, 2365.36, 1068.53, 2387.35, 1163.71, and 2553.57 in the configurations order denoted in the legend

each frame and configuration, the true pose was perturbed
ten times with U {20, 20}, then used to bootstrap the proposed method and finally the obtained pose estimation errors
were averaged. Figure 8 (left) summarizes the average execution time, whereas Fig. 8 (right) illustrates the corresponding
mean errors for the estimated poses. As rendering time
depends on the number of model triangles, pose estimation time varied significantly among objects. Configuration
50/50, amounting to a restricted budget of 2500 renderings,
constitutes a good compromise between accuracy and execution time. This budget is chosen to further evaluate different
PSO parameter configurations.
Given the 2500 objective function evaluations for the
50/50 budget, their best allocation between particles and
generations is investigated next. Towards this end, 7 configurations of particles and generations were considered, all
with approximately the same budget of 2500 evaluations:
125/20, 20/125, 100/25, 25/100, 63/40, 40/63, and 50/50.
The same random perturbation U {20, 20} of the true pose
was employed for the initial poses. Figure 9 shows the mean
pose errors for the seven configurations and for all models.
It is observed that for a given budget, a large number of
particles are more beneficial than a large number of generations. This is because more particles avail a better coverage
of pose space, reducing the possibility that the global minimum is missed for a local one. Besides, more particles
entail increased parallelism among rendering calculations.
The most accurate configuration was 100/25, and since it is
also one of the most efficient, it is adopted when execution
time is of primary concern.
The investigation above allows for the following conclusions. First, the proposed method gracefully degrades with
the decrease of computational resources. Thus, depending
on the application, accuracy can be traded off for execution
speed and vice versa. Second, better results are obtained if
allocation of computational resources focuses on exploration
of the candidate pose space, as opposed to persisting in refin-

ing the convergence of the optimization. This is in advantage
of the proposed implementation, as it favors budgets with
a few iterations and many particles, which are evaluated in
parallel.
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4.4 Impact of mesh models’ simplification
Mesh models with small numbers of faces are desirable, since
they can be rendered fast. On the other hand, models lacking sufficient geometric detail might incur inaccurate pose
estimates. To assess this tradeoff, experiments were conducted to investigate the impact of models with reduced
numbers of faces on pose estimation accuracy. Such low
detail models were obtained via simplifying meshes using
the MeshLab3 public domain software [9] and, in particular,
its mesh simplification filter called “Quadric Edge Collapse Decimation” [18]. Simplification reduced the models
to approximately 1K faces each; the original 15 models of
the data set included between 11.6K and 467.5K faces. Since
the simplification was lossy, the limit of 1K faces was chosen so that the simplified meshes retained their initial visual
appearance to a great extent.
Pose estimation was performed for all 15 sequences using
the original and the simplified mesh models, with initial
poses generated with the U {20, 20} perturbation. Following
the conclusions of Sect. 4.3, PSO configuration 100/25 was
used in the experiments. A higher budget would only reduce
absolute error but not alter the ranking of the model alternatives being compared. The results are shown in Fig. 10.
The left graph compares the error for the original models
against that for the simplified ones, illustrating that simplification typically induces only a minute reduction in accuracy.
In some cases, where the original model is noisy or of poor
quality, the simplified model yields even lower error than
the original, as simplification is equivalent to smoothing the
3

http://meshlab.sourceforge.net/.
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Fig. 10 Impact of mesh model
simplification on the estimated
pose accuracy. Top original (left)
and simplified (right) versions
for the ‘duck’ model of the data
set. Bottom Results obtained
from 365.480 pose estimations
(18.274 frames each perturbed
ten times and tested with two
mesh models) showing the
alignment error (left) and
execution time (right) using the
original and the simplified mesh
models, for the 15 objects of the
data set. The cropped error bar
for object 8 represents the value
2365.36

model. The right graph shows the execution speed for the
original and simplified models, indicating that when the simplified models are used, pose estimation is accelerated by a
factor of 3.23 on average. It is concluded that the method is
robust to mesh simplification, and thus, complex models can
be simplified to increase pose refinement execution speed
with only modest loss of accuracy.

4.5 Impact of model noise
An alternative to manually designing object models with the
aid of CAD software is to obtain them via 3D scanning. However, accurate object scanning using laser is a technology not
ubiquitously available, whereas visual scanning often suffers
from artifacts, such as noise, holes, or ghost geometry [36].
This set of experiments investigates the impact of noise in
the mesh model on the estimated pose accuracy. Towards
this end, synthetic noise was added to the object models by
translating mesh vertices along their normals. The magnitude
of translation was drawn from a Gaussian distribution with
σ = 1.2. Pose estimation was performed for all 15 sequences
using the original and the simplified mesh models, with initial poses obtained from the U {20, 20} perturbation. As in
Sect. 4.4, configuration 100/25 was employed.
The results are shown in Fig. 11. The left graph compares
the error for the original models to that for the noisy ones
and illustrates that the introduction of noise typically results
in only a small reduction in accuracy and a slight increase in
execution time. It is concluded that the proposed method is
robust to significant model noise, with only a small impact
on performance. This is significant as it relaxes constraints

on model quality, allowing for scanned or inaccurate models
to be utilized.

4.6 Application to object detection and tracking
The proposed approach has been extensively tested with a
robotic manipulator system in the context of an industrial
assembly application [12]. Using initial poses provided by
the object detection technique detailed in [22], the proposed
method improved the detection rates due to its more reliable
pose estimates. Furthermore, coupled with temporal tracking, the proposed method is one of the key components of
a pipeline which uses it to continuously evaluate a set of
object hypotheses that are either generated by detection or
propagated from previous frames. Compared to poses originating from object detection, frequent object pose estimation
during tracking often provides initial poses of much higher
accuracy. The reason for this is that the object motion from
one frame to the next is typically small, and thus, its pose does
not change significantly between frames. Therefore, PSO is
started in the vicinity of the minimum and tighter search
ranges for the pose parameters can be specified to it. This
in turn results in the reduction of execution time to less than
.05 sec per object, which facilitates more responsive system
operation as well as faster adaptation to unforeseen situations, i.e., recovery in case of gripping slippage or complete
grasping failure. In Fig. 12, characteristic snapshots from the
operation of the manipulator system during an object insertion task are shown. This task conserns the insertion of a fuse
into a fusebox while the proposed method estimates the pose
of both.

123

X. Zabulis et al.
Fig. 11 Impact of mesh models
noise on the estimated pose
accuracy. Top original (left) and
noisy (right) versions for the
‘duck’ model of the data set.
Bottom Results obtained from
365.480 pose estimations
(18.274 frames each perturbed
ten times and tested with and
without model noise) showing
the alignment error (left) and
execution time (right) using the
original and the noisy mesh
models, for the 15 objects of the
data set. The cropped error bars
for object 8 correspond to values
2365.36 (original) and 2390.70
(noisy)

Fig. 12 Proposed pose
estimation method integrated
into an object manipulation
system. The snapshots depict a
robotic arm with a two-fingered
gripper as it picks up electrical
fuses and inserts them in the
fuseboxes. Images courtesy of
PROFACTOR GmbH

5 Conclusions and future work
An analysis-by-synthesis approach [47] for accurately localizing 3D objects in depth images has been proposed. Bootstrapped with an initial pose estimate, this approach refines it
by comparing the acquired depth image with rendered depth
images corresponding to pose hypotheses. The comparison
utilizes cues, such as depth differences, surface normal misalignment, and edge distances, quantifying their similarity
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through a novel objective function. The pose that yields the
highest similarity is selected and found within a 6D search
space by virtue of a population-based stochastic optimization
of an objective function. Details of a software implementation accelerated using GPU computing have also been
described.
Extensive experiments on publicly available data have
demonstrated that the proposed method can successfully
cope with the limitations of current consumer RGB-D sen-
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sors, while delivering superior accuracy, robustness, and
speed compared to the commonly used ICP paradigm. Moreover, it exhibits robustness to 3D model artifacts and is
capable of utilizing scanned 3D models in addition to CAD
models. The presented method is thus proposed as a better
alternative to ICP for pose refinement in object detection,
recognition, and tracking pipelines. Recalling that the pose
refinement is employed as a verification step for object detection, the increased reliability of the proposed method can
enhance the success rates of the preceding object detection.
The proposed method exploits pixelwise, correspondencefree visual cues across the entire spatial extend of an object in
the depth image; however, it has the potential of employing
additional cues for improving pose estimation results. The
form of Eq. (5) is such that can be amended with further similar terms, taking into consideration additional pixelwise cues.
For example, keypoint correspondences can be directly integrated by introducing extra terms in Eq. (5). This approach
has been successfully applied in a slightly different pose estimation context in [20], where the sum of distances between
matched keypoints is included in the objective function after
eliminating spurious matches. Such matched keypoints may
originate from radiometric information, i.e., the RGB channels of the sensor if texture is available, or from feature
detectors and descriptors tailored to the idiosyncrasies of
2.5D depth data.
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Ivekovič, S., Trucco, E., Petillot, Y.: Human body pose estimation
with particle swarm optimisation. Evol. Comput. 16(4), 509–528
(2008)
Johnson, A., Hebert, M.: Using spin images for efficient object
recognition in cluttered 3D scenes. IEEE Trans. Pattern Anal.
Mach. Intell. 21(5), 433–449 (1999)
Kehl, W., Tombari, F., Navab, N., Ilic, S., Lepetit, V.: Hashmod:
a hashing method for scalable 3D object detection. In: British
Machine Vision Conference, pp. 1–12. BMVA Press, USA (2015)

123

X. Zabulis et al.
27. Khoshelham, K., Elberink, S.: Accuracy and resolution of kinect
depth data for indoor mapping applications. Sensors 12(2), 1437–
1454 (2012)
28. Krull, A., Brachmann, E., Michel, F., Ying Yang, M., Gumhold,
S., Rother, C.: Learning analysis-by-synthesis for 6D pose estimation in RGB-D images. In: International Conference on Computer
Vision, pp. 954–962. IEEE, New York (2015)
29. Lourakis, M., Zabulis, X.: Model-based pose estimation for rigid
objects. In: International Conference on Computer Vision Systems. Lecture Notes on Computer Science, vol. 7963, pp. 83–92.
Springer, Berlin (2013)
30. Mian, A., Bennamoun, M., Owens, R.: Automatic correspondence
for 3D modeling: an extensive review. Int. J. Shape Model. 11(02),
253–291 (2005)
31. Nascimento, E., Oliveira, G., Campos, M., Vieira, A., Schwartz,
W.: BRAND: a robust appearance and depth descriptor for RGBD images. In: IEEE/RSJ International Conference on Intelligent
Robots and Systems, pp. 1720–1726 (2012)
32. Oikonomidis, I., Kyriazis, N., Argyros, A.: Full DOF tracking of a
hand interacting with an object by modeling occlusions and physical constraints. In: International Conference on Computer Vision,
pp. 2088–2095 (2011)
33. Park, I., Germann, M., Breitenstein, M., Pfister, H.: Fast and automatic object pose estimation for range images on the GPU. Mach.
Vis. Appl. 21(5), 749–766 (2010)
34. Pauwels, K., Ivan, V., Ros, E., Vijayakumar, S.: Real-time object
pose recognition and tracking with an imprecisely calibrated moving RGB-D camera. In: IEEE/RSJ International Conference on
Intelligent Robots and Systems, pp. 2733–2740 (2014)
35. Poli, R., Kennedy, J., Blackwell, T.: Particle swarm optimization.
Swarm Intell. 1(1), 33–57 (2007)
36. Prankl, J., Aldoma, A., Svejda, A., Vincze, M.: RGB-D object
modelling for object recognition and tracking. In: IEEE/RSJ International Conference on Intelligent Robots and Systems, pp. 96–103
(2015)
37. Rios-Cabrera, R., Tuytelaars, T.: Discriminatively trained templates for 3D object detection: a real time scalable approach. In:
International Conference on Computer Vision (ICCV), pp. 2048–
2055 (2013)
38. Rusinkiewicz, S., Levoy, M.: Efficient variants of the ICP algorithm. In: International Conference on 3D Digital Imaging and
Modeling, pp. 145–152 (2001)
39. Rusu, R., Blodow, N., Beetz, M.: Fast point feature histograms
(FPFH) for 3D registration. In: IEEE International Conference on
Robotics and Automation, pp. 3212–3217 (2009)
40. Savarese, S., Fei-Fei, L.: 3D generic object categorization, localization and pose estimation. In: International Conference on Computer
Vision (2007)
41. Song, S., Xiao, J.: Sliding shapes for 3D object detection in depth
images. In: European Conference on Computer Vision, vol. VI, pp.
634–651. Springer International Publishing, Berlin (2014)
42. Sun, M., Bradski, G., Xu, B.X., Savarese, S.: Depth-encoded hough
voting for joint object detection and shape recovery. In: European
Conference on Computer Vision, pp. 658–671 (2010)
43. Tejani, A., Tang, D., Kouskouridas, R., Kim, T.: Latent-class hough
forests for 3D object detection and pose estimation. In: European
Conference on Computer Vision, pp. 462–477 (2014)

123

44. Tombari, F., Salti, S., di Stefano, L.: A combined texture-shape
descriptor for enhanced 3D feature matching. In: IEEE International Conference on Image Processing, pp. 809–812 (2011)
45. Wang, W., Chen, L., Liu, Z., Kühnlenz, K., Burschka, D.: Textured/textureless object recognition and pose estimation using
RGB-D image. J. Real-Time Image Process. 10(4), 667–682
(2013)
46. Wohlhart, P., Lepetit, V.: Learning descriptors for object recognition and 3D pose estimation. In: IEEE Conference on Computer
Vision and Pattern Recognition, pp. 3109–3118. IEEE, New York
(2015)
47. Yuille, A., Kersten, D.: Vision as bayesian inference: analysis by
synthesis? Trends Cognit. Sci. 10(7), 301–308 (2006)
48. Zabulis, X., Lourakis, M., Koutlemanis, P.: 3D object pose refinement in range images. In: International Conference on Computer
Vision Systems. In: Lecture Notes on Computer Science, vol. 9163,
pp. 263–274. Springer International Publishing, Berlin (2015)
49. Zach, C., Penate-Sanchez, A., Pham, M.T.: A dynamic programming approach for fast and robust object pose recognition from
range images. In: IEEE Conference on Computer Vision and Pattern Recognition, pp. 196–203. IEEE, New York (2015)
50. Zaharescu, A., Boyer, E., Varanasi, K., Horaud, R.: Surface feature
detection and description with applications to mesh matching. In:
IEEE Conference on Computer Vision and Pattern Recognition,
pp. 373–380 (2009)
51. Zhang, X., Hu, W., Maybank, S., Li, X., Zhu, M.: Sequential particle swarm optimization for visual tracking. In: IEEE Conference
on Computer Vision and Pattern Recognition, pp. 1–8 (2008)
52. Zhang, Z.: Microsoft kinect sensor and its effect. IEEE Multimed.
19(2), 4–10 (2012)

Dr. Xenophon Zabulis is a principal researcher at Institute of
Computer Science, Foundation
for Research and Technology–
Hellas (FORTH), Greece. He
received his Ph.D. in Computer
Science from the University of
Crete, Greece, in 2001. From
2001 until 2003, he was a Postdoctoral Fellow at the GRASP
and at the IRCS laboratories,
at the University of Pennsylvania, USA. During 2004 to 2007,
he was a Research Fellow at
the Institute of Informatics and
Telematics - CERTH, Greece. During these appointments, he has
worked on R&D projects funded by the European Commission, the
European Space Agency, and the National Science Foundation. His
research interests include 3D reconstruction, pose estimation, medical
image analysis, and visual estimation of human motion.

Correspondence-free pose estimation for 3D objects…
Mr. Panagiotis Koutlemanis
Dr. Manolis I. A. Lourakis
received his B.Sc. degree in
is a principal researcher at
Music Technology and Acoustics
the Institute of Computer Scifrom the Technological Educaence, Foundation for Research
tional Institute of Crete, with a
and Technology–Hellas (FORTH),
major in virtual reality using binGreece. He holds B.Sc. (1992),
aural audio, in 2008. He has
M.Sc. (1995), and Ph.D. (1999)
worked as a developer for the
degrees in Computer Science,
Technological Educational Instiall earned from the Univertute of Crete from 2005 to 2008.
sity of Crete, Greece. From
Since 2009, he has been working
1999 to 2000, he was employed
as a developer at the Institute of
as a postdoctoral research felComputer Science - Foundation
low at the RobotVis group
for Research and Technology,
at INRIA/Sophia-Antipolis, France.
Hellas (FORTH), participating in
Since 2002, he has been a
research programs in the field of Ambient Intelligence.
researcher at FORTH’s Institute
of Computer Science, working
on several R&D projects funded by the European Commission, the
European Space Agency and other sponsors. Dr. Lourakis has also
served as a visiting assistant professor at the Computer Science and
Applied Mathematics Departments of the University of Crete. His
interests include topics related to robotic vision, motion tracking and
analysis, registration and matching, multiple and single view geometry, camera(s) selfcalibration, 3D reconstruction, 3D shape analysis,
and continuous optimization. As part of his research, he has developed
several widely used open source software packages.

123

