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Abstract. This work regards fingertip contact detection and localization upon planar surfaces to provide interactivity in augmented displays
implemented upon these surfaces, by projector-camera systems. In contrast to the widely employed approach where user hands are observed
from above, lateral camera placement avails increased sensitivity to touch
detection. An algorithmic approach for the treatment of the laterally
acquired visual input is proposed and is comparatively evaluated against
the conventional.

1

Introduction

Interactive surfaces are key elements in Augmented, Mixed Reality and Ambient Intelligence environments, which endorse the notion of enhancing physical
surfaces with interactivity. A widely used approach employs a projector that
creates a “display” upon the, typically planar, surface. At the same time, it utilizes sensing to detect and localize the contact of ﬁngertips upon the surface and
generate touch events. Motivation stems from natural interaction and avoidance
of instrumentation of the surface.
This work focuses on the detection and localization of touch events upon
planar surfaces, using a depth camera. As reviewed in Sect. 2, the norm in recent
approaches to this problem is the placement the sensor above the interactive
surface, so that contact is detected from depth diﬀerences between ﬁngers and
the surface. In Sect. 3, the lateral placement of the sensor is proposed, along with
a method that detects touch based on the location of ﬁngers in the depth image.
As shown in the same section, the proposed approach is scalable to multiple
sensor for creating larger interactive surfaces.
When viewing fully laterally, the workspace is imaged as a line, or a “horizon”. Fingers in contact with the surface are detected within a thin region
of interest, adjacent to this line. In Fig. 1 left, two approaches are illustrated.
In Sect. 4, the approaches are compared showing that the proposed approach
exhibits increased sensitivity to touch detection and, furthermore, covers more
area per sensor with the same or better accuracy. A summary is provided in
Sect. 5.
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Fig. 1. Left: Top and lateral sensor placement and acquired images (although not
employed by the method, their RGB component is shown in the thumbnails, for illustration purposes). For lateral placement, [τa , τc ] is the utilized depth range and I the
area that fingertips can be detected. For top placement, d is the distance of the sensor
to the surface and B the area that fingertips can be detected. Right: Geometry of lateral
sensor placement. Sensor FOV is shown in light blue and area I with dashed orange
lines. Rectangular subregions in I (i.e. F1 , F2 ) can be defined to avail “portrait” or
“landscape” interaction areas (Color figure online).

2

Related Work

Spatial Augmented Reality (SAR) [1] is related to smart environments, as it
envisages the utilization of any physical surface as an interactive display. A
prominent category of surfaces are planar ones, due to ease of projection, contact detection, and intuitiveness of use. Distortion-free projection upon planar
surfaces can be achieved despite a relative slant between the projector and surface [2,3]. A special case of planar interactive surfaces, utilizes semi-transparent
backprojected surfaces, where IR illumination is cast to provide contact detection and localization [4–7]. Front projection systems are more appealing, as they
can be applied to virtually any surface without the need of instrumentation.
In [8], a seminal method for touch detection using a depth camera is proposed,
where the camera is above a planar interaction surface. In setup, depth data are
used to approximate the planar surface. In runtime, only 3D points close to this
plane are considered. Touch events are implicitly detected, as only the top face
of the ﬁnger is imaged, rather than the bottom which comes in contact with the
surface. Detection utilizes an upper threshold to isolate candidate pixels close to
the surface. A lower one, τX (≈1 cm), is used to select pixels imaging ﬁngertips,
from pixels imaging the interaction surface. Consequently, ﬁngertips closer than
τX to the surface, but not in contact with it will, still trigger a touch event, thus
reducing interaction intuitiveness. The proposed work, increases sensitivity to
ﬁngertip contact, by reducing this distance where touch is spuriously triggered.
In [9,10], the same principle to [8] is adopted, but the shape of imaged ﬁngers
is analyzed to increase localization accuracy. In [11], the work in [8] is extended
for multiple surfaces. In [2,3] the approach in [8] is extended for a steerable
planar surface: instead of a priori modeling the planar surface, it continuously
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estimates its orientation at run-time, excluding user hands with a robust plane
ﬁtting method. In [12] the principle in [8] is adopted, but palms instead of ﬁngers
are detected. Spatial consistency is better exploited this way, as only large blobs
trigger touch events. Thus, τX is lower (≈3 mm), but at the cost of spatial
granularity (palms instead of ﬁngertips).
The requirement for planarity of the interaction surface was relaxed in
[13,14], which enable touch detection on arbitrary surfaces. The depth camera is employed to model the interaction surface as background. In [13] the same
principle as in [8] is adopted to detect touch, while [14] employs a stylus. The
methods in [15–17], employ top camera placement and extend interaction aﬃnity
using collision detection to detect touch with the interactive surface. As above,
a 3D representation of the surface is captured oﬀ-line.

3

The Proposed Approach

In the proposed approach, the camera is static and observing the scene laterally.
Ideally, the camera is placed so that the interaction plane is perpendicular to
the image plane and appears as a 2D line L, or a “horizon”, in the middle row
of the acquired image. As this is practically diﬃcult to achieve and the sensor
may be placed slightly higher (see Fig. 2). Thresholding depth values, constrains
the search for ﬁngertips within the [τa , τc ] range of depth, where the sensor is
reliable. To collect pixel support, a rectangular region of interest Z, oriented
parallel to the horizon and whose height is τh pixels, is considered in the image.
The proposed approach is scalable to the case of combining multiple sensors to
increase the interaction area. Further technical details of the techniques employed
for calibration are presented in [18], along with analogous information for setup
of the experiments presented in the next section.
3.1

Projector-Camera System Calibration

A diﬃculty in the calibration of the projector-camera system is that the camera
does not image the projection area, due to its high slant. Typically null values
are returned from such surfaces in depth cameras (i.e. see Fig. 2, bottom-right).
Thus to associate coordinates on the interaction area with projector coordinates,
the proposed touch detection method in Sect. 3.2 is utilized. The following, in
this subsection, are quantities and geometrical entities determined during the
calibration.
Region of interest Z in the depth image. L is determined by selection of
two points upon the horizon of the interaction plane by the operator and of the
computer mouse. Z is a 2D rectangle oriented as L and with a small height τh
(i.e. 5 pixels). In the case of “approximate” sensor placement, τh is larger to
support touch detection at close ranges (see Fig. 2).
Interaction plane P is estimated using 3D touch points, of the operator purposefully tracing the surface. P is computed by robustly ﬁtting a plane to these
points. The transformation {R, t} that maps P to plane z = 0 is computed from
P through SVD decomposition.
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Fig. 2. Left: Side views of ideal (top) and approximate (bottom) lateral sensor placement. Dashed blue arrows plot sensor principal axes. The green area represents the
volume within which 3D data is collected. Brown rectangles represent the interaction
plane. Right: Images acquired for the ideal (top) and approximate (bottom) sensor
placement. Superimposed, dashed green rectangles show Z, whose lower edge occurs
upon the horizon L (red dashed line) (Color figure online).

Homography H, a 3 × 3 matrix, maps coordinates from P to F, the image
frame of the projector. To estimate H, small dots are projected on the surface
and the operator touches them. The 3D contact points, establish correspondences
between the projector and the touch detection, 2D, reference frames. Points cj ,
are converted to 2D coordinates ﬁrst by bringing them in P’s reference frame,
as [xj yj zj ]T = R cj + t. Truncation of the z dimension, projects these points
on z = 0, converting them to 2D points [xj yj 1]T . H is estimated from the correspondences between P and F, via least squares optimization. The 2D polygon
Q, in P, that outlines the interactive surface is computed from points cj .
Multiple sensors are enumerated by k and calibration is independently performed, for each. Corresponding results are denoted as Zk , Pk , Hk , and Qk . Let
On be the n intersections of polygons Qk . These intersections are utilized in
Sect. 3.3, where touch events occurring in On are treated specially.
In all experiments, depth sensors with FOV (58◦ , 45◦ ) were employed and
τa = 0.5 m, τc = 2.0 m. In an ideal sensor placement, this range forms an isosceles
trapezoid I of 2.07 m2 area (see Fig. 1 right). To create rectangular displays
within I, diﬀerent regions can be designated. When comparing with the top
view approach [8], in Sect. 4, the sensor is placed at d = 1.3 m where depth
measurement is still reliable for ﬁnger touch detection [19]. For d = 1.3 m, B =
1.55 m2 compared to the 2.07 m of the proposed approach.
3.2

Contact Detection and Localization

Depth values in Z are interpreted in 3D. In particular, only points in Q are considered, ensuring that touch events are triggered only by events in the deﬁned
workspace. The result is a set of 3D points, pi . Then a simple 3D clustering
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technique, based on Connected Component Labeling, is employed upon pi to
ﬁnd ﬁngertips in contact with the interaction surface. The beneﬁt over conventional, 2D blob detection on “foreground” pixels is that it resolves cases where
two ﬁngers at diﬀerent depths are imaged as joined. The resultant clusters are
ﬁngertip detection candidates.
These candidates are ﬁltered based on their spatial extent in the direction
of L. Clusters that are larger than the typical spatial extent of a ﬁngertip (i.e.
1 − 3 cm) are rejected. The result is a set of clusters, with centroids cj . Finally,
points cj are projected on z = 0 and mapped to display coordinates qj , as in
Sect. 3.1: qj =(uj , vj ), as [uj vj 1]T = H [xj yj 1]T .
3.3

Multiple Sensors

Multiple sensors are combined in a horizontal placement, resulting in a display
with “landscape” aspect ratio (see. Fig. 3). This placement maximizes interaction area, while retaining minimum depth interference between the sensors. The
opposite case of stacking multiple sensors in a “portrait” conﬁguration (one on
top of the other) is not practical, as the users cannot reach all areas of the
workspace. In addition, self-occlusion eﬀects are more frequent when imaging
hand from the side (see Sect. 4.3).
On are the n intersections of polygons Qk . Touch estimates in On are imaged
by more than one sensor and treated specially, to avoid multiple touch detections
for the same ﬁngertip. A point in polygon test upon qj groups cluster centers in
and nearby On , which are closer than distance τo .

Fig. 3. Illustration of horizontal placement of k sensors. Sensors are placed equidistantly and against each other with a small overlap, minimizing interference between
them. Sensor distance is h = 2.5 m and [τa , τc ] = [0.5 m, 2.0 m]. This allows for finger
touch detection, in a rectangular (2.8 m2 , for k = 2) interaction area on the surface
(marked in yellow). Black dots indicate possible geometry with more sensors (Color
figure online).

556

3.4

A. Ntelidakis et al.

Fingertip Tracking and Touch Event Creation

A 2D tracker assigns unique ids to qj , tracks them in consecutive frames and generates touch events to the operating system for multiple ﬁnger interaction. The
tracker also compensates for transient detection failures and spurious detections.
Touch points qj are assigned unique ids the ﬁrst time detected. Temporal
correspondences are established with the closest touch locus at the previous
frame, if its distance is below threshold τt ; otherwise a new id is generated.
A 2D Kalman ﬁlter [20] is employed to better estimate touch location and
compensate for transient failures in estimates. The latter is achieved by inputting
to the tracker, upon disappearance of a 2D touch point, the predicted state for
a small sequence of frames (i.e. 5). Contact points are also tracked for a few
frames (i.e. 4) before deeming them valid, to mitigate spurious detections.
Tracking of touch point ids is required, to avoid confusion in time-lasting
events. The implemented touch events are touchstart, touchmove and touchend,
of the Windows 8 Touch Injection API, which transparently provides the emulated events to applications run by the operating system.

4

Experiments

Experiments were performed using the Asus Xtion Pro RGB-D sensors (480 ×
640, 30 fps), on a conventional PC (Intel i7 CPU, 2.93 GHz, 8 GB RAM). The
proposed method is computationally lightweight, as only subset Z of the depth
image is considered. The implementation runs at 4.6 msec for a frame. The top
view method runs at 7.3 msec for frames of the same resolution.
4.1

Contact Localization Accuracy and Limitations

To assess the accuracy of the proposed method to the top-view approach two
experiments were conducted.
Experiment 1. The proposed method was installed in a wall conﬁguration. The
top view sensor placement is impractical for this conﬁguration, as it interferes
with the user’s position. Range [τa , τc ] was [0.6 m, 1.9 m] and I was ≈ 1.2 m2 .
The projector displayed a grid of 160 dots, radius 1 cm, and 3 users touched
their centers. Error was the distance of the estimated touch location to the
center of the dot, in F. The mean localization error was 3.02 (std: 2.19) pixels.
The reported errors are the eﬀective errors as, besides localization error, they
also contain the calibration error due to the estimation of H (Sect. 3.1). Error
increases with distance, indicating localization accuracy < 2 pixels in short range
and no more than 6 pixels at ≈ 2 m distance (see Fig. 4).
Experiment 2. Two conﬁgurations, a lateral and top-view, were implemented
to image the same planar surface simultaneously, as in Fig. 1. The common
workspace covered by both sensors was ≈0.7 m2 (0.9×0.8 m2 ). The task and error
measurement were the same as in the ﬁrst experiment. The projector displayed
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Fig. 4. Accuracy of touch detection. Left: Plot illustrates the projected 160 target dots
(blue) and the estimated contact locations (red) for 3 users. Middle: Mean localization
error (blue) with standard deviation (gray) as a function of distance. A second degree
polyonym (green) is fit. Right: A user touching a dot in the target grid (Color figure
online).

a grid of 16 dots and a user touched the dots. At the same time, activation of
the two sensors alternated, so the active illumination systems of the two sensors
would not interfere. Thus, the two systems were compared on the same physical
events, in images acquired (approximately) simultaneously. The mean ﬁngertip
localization error (and standard deviation) were 4.60 (2.80) for the lateral and
4.59 (3.14) for the top view in pixels, indicating that the proposed approach is
at least equivalent, in terms of accuracy, with the conventional one.
Discussion. The results of these experiments indicate a similar contact localization accuracy for both methods. However, the lateral placement approach is
computationally lightweight and exhibits an advantage in terms of area covered
by a sensor (see Sect. 3.1), as well as, suitability for wall conﬁgurations. The
higher accuracy for the proposed approach in the ﬁrst experiment is attributed
to the closer distance (τa = 0.6 m) of ﬁngers compared to the second experiment
(τa = 1.0 m). However, for τb = 2.0 m the mean error is ≈4 pixels, comparable
to mean accuracy of top view approach in the second experiment.
4.2

Sensitivity to Height Threshold

Sensitivity s of contact detection is deﬁned as the maximum distance from the
surface that contact is detected. Intuitively, sensitivity is the minimum distance
at which the system reliably discriminates when the ﬁngertip is in contact to the
surface, or not. The smaller s is, the more sensitive contact detection becomes.
The setup was as in Sect. 4.1, Exp. 2. A grid of 16 dots, covering [780 ×
780 mm2 ] was displayed. On each dot, 4 Lego blocks were stacked comprising 4
diﬀerent height conﬁgurations (3.16, 6.33, 9.5 and 19 mm). For each conﬁguration, depth data of a user placing its ﬁnger at the top of the stack were acquired
from both sensors. Acquired data were post-processed to remove depth pixels
imaging the Lego blocks. For each method and at each location, sensitivity s was
measured as the maximum height that a touch detection occurred out of the 4
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Fig. 5. Touch sensitivity. Left: s values for the lateral (blue) and top-view approach
(red) on each of the 16 positions of the [780 × 780 mm2 ] grid. Middle-Right: Two
simultaneous input images from the experiment, one from each sensor (Color figure
online).

conﬁgurations (see Fig. 5). The mean of s was 4.55 (std: 1.99) for the lateral and
11.08 (std: 4.01) for the top view, in mm.
As the mean values of s for the lateral approach are smaller than for the
top-view, it is concluded that the former yields greater sensitivity to touch.
4.3

Multiple Finger Interaction

Multiple ﬁnger interaction is subject to distance limitations and self-occlusions.
In the experiments, interaction area was 1.08 m2 (1.2 × 0.9 m2 ) and range [τa , τc ]
was [0.7 m, 1.9 m]. The projector displayed 3 parallel lines with in-between distance 5 cm sequentially, in 3 regions (total 9 lines). The lines had either parallel
or perpendicular orientation to the principal axis of the sensor. They approximately covered the interaction area, as illustrated in the plots of Fig. 6.
The user traced each set of lines with three ﬁngers. As distance from the
sensor increases, ﬁngers may appear merged due to the reduced resolution; loss
of reliability occurs at distances of 2≈ m where 3D clustering cannot discriminate
between ﬁngers (see Fig. 6).
Self-occlusions (i.e. a ﬁnger occluding another ﬁnger) may occur even at close
range. Ergonomy indicates that self-occlusions are limited by construction when
the sensor is placed “opposite” to the user rather than the side. In Fig. 6, it is
shown that when the sensor is placed on the side of the user, self-occlusions are
more likely to occur than when placed opposite to the user.
4.4

Use Cases

The proposed method was employed in two interactive applications, which were
presented in a public installation during the TEDx Heraklion 2015 event. The
same conﬁguration for both, employed two Xtion sensors mounted on a wall that
covered interaction area F = 2.8 m2 . In the ﬁrst application, users interact conventionally with multimedia shown by large displays via multi-touch events. The
application presents collections of multimedia information, where users interact
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Fig. 6. Multitouch detection results, with the sensor placed opposite (left) and on the
side of the user (right). RGB images are shown for illustration only. Red dots plot the
estimated coordinates in F , while blue dashed dots the projected pivot line pattern.
Approximate sensor placement is shown on the left of plots (Color figure online).

Fig. 7. Pilot applications. Left: Multimedia application. Right: Shooting game.

via multi-touch input to open/close windows, drag images etc. Generation of
native multi-touch events also allows utilization of multi-touch gesture detection
provided by the Windows 8 operating system (zoom in/out and scroll). The
second application is a game where users shoot toy balls at digital targets on
the wall. It demonstrates system robustness for cases of brief contact. Targets
are “hit” upon contact detection of the ball to the wall at the target’s location. The applications received positive feedback, as interaction was intuitive
and robust, indicating the suitability of the method for augmented, interactive
displays. Figure 7 illustrates users interacting with the applications.

5

Summary

An approach is presented for touch detection and localization upon planar surfaces using a depth camera, placed laterally. Correspondingly, an algorithmic
approach for the treatment of this input is proposed. Experimental evaluation
shows that it provides greater sensitivity to touch than the conventional top view
approach, while being computationally lightweight. Increased sensitivity is due
to the detection of contact based on xy pixel coordinates, rather than depth values which are less reliable. Furthermore, the proposed approach exhibits greater
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accuracy of touch localization, allows for greater interactive areas per sensor,
and supports multiple sensors to create large interactive displays.
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